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Abstract
Most information systems supporting business processes record event data. Process mining
is a set of data-driven techniques that help organizations to understand their processes. The
techniques provide actionable insights to the business owner by using recorded event data
as the source. For example, performance and compliance issues within organizations can
be identified and processes can be improved based on the resulting diagnosis. To evaluate
process performance and identify best practices as well as opportunities for improvement,
business owners need a global perspective on how their processes behave over time. Most
techniques analyze the process at fine-grained levels, i.e., at the instance context. This
can result in missing insights at higher context levels in the analysis and does not provide
results suitable for long-term decision-making. Therefore, this thesis presents a generic
framework for coarse-grained process diagnostics to consider different granularity levels of
processes. The framework uncovers performance and deviation issues in fine-grained analyses, enhances diagnostics by unifying fine-grained analyses with coarse-grained analyses,
and supports future analysis of processes by predicting the process behavior over time. We
start with fine-grained performance and deviation analysis of processes to identify potential weaknesses inside the organization over an aggregated fine-grained view. For instance,
a resource with low productivity or an activity with a long execution time over the entire
process time-span. Based on the results, we systematically extract process aspects from
the event data on the basis of coarse-grained process logs. The approach continues with
analyzing the aspects over time by applying multiple time series analysis techniques. The
resulting insights into patterns, relations, dependencies, and causes-and-effects, are used to
diagnose the root cause of the weaknesses. To demonstrate the applicability of our framework, we apply it to both synthetic and real-world event logs and show that it is capable
of improving the diagnosis by providing new insights at coarse-grained levels.
Keywords: Process mining, Time series analysis, Process diagnostics, Performance analysis, Coarse-grained process logs

ii

Contents
Abstract

ii

1 Introduction

1

1.1

Motivation

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

2

1.2

Research Questions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

3

1.3

Research Goals . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

3

1.4

Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

4

1.5

Thesis Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

4

2 Preliminaries

6

2.1

Basic Notations and Key Statistical Indicators . . . . . . . . . . . . . . . .

6

2.2

Process Mining related Concepts . . . . . . . . . . . . . . . . . . . . . . . .

7

2.2.1

Analysis of Process Performance . . . . . . . . . . . . . . . . . . . .

8

2.2.2

Organizational Perspective . . . . . . . . . . . . . . . . . . . . . . .

9

2.2.3

Coarse-grained Process Logs . . . . . . . . . . . . . . . . . . . . . . 10

2.3

Time Series Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.3.1

Change Point Detection . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.3.2

Times Series Clustering . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.3.3

Forecasting, Prediction and Granger Causality . . . . . . . . . . . . 15

3 Related Work

19

3.1

Fine-grained Analysis in Process Mining . . . . . . . . . . . . . . . . . . . . 19

3.2

Aggregated Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

3.3

Time Series Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
3.3.1

Concept Drift . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

3.3.2

Pattern and Anomaly Detection . . . . . . . . . . . . . . . . . . . . 23
iii

3.3.3

Root Cause Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

3.3.4

Forward-Looking Analysis . . . . . . . . . . . . . . . . . . . . . . . . 24

4 Conceptual Approach

26

4.1

Uncovering Performance Issues in Process Model and Social Networks . . . 26

4.2

Coarse-grained Time Series Representation of Process Aspects and States . 28

4.3

Capturing Behavior and Cause-Effect Relationships . . . . . . . . . . . . . . 30

4.4

4.3.1

Process Aspect Analysis . . . . . . . . . . . . . . . . . . . . . . . . . 31

4.3.2

Process State-based Analysis . . . . . . . . . . . . . . . . . . . . . . 33

Forward-Looking Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35
4.4.1

Forecasting . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

5 Evaluation
5.1

5.2

37

Deviation Diagnostics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
5.1.1

Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

5.1.2

Experimental Results . . . . . . . . . . . . . . . . . . . . . . . . . . 39

Performance Diagnostics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
5.2.1

Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

5.2.2

Experimental Results . . . . . . . . . . . . . . . . . . . . . . . . . . 41

5.3

Impact of Granularity on Diagnostics . . . . . . . . . . . . . . . . . . . . . . 45

5.4

Prediction Using the Derived Insights . . . . . . . . . . . . . . . . . . . . . 45

5.5

Comparison . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

5.6

5.5.1

Concept Drift . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

5.5.2

Relation Detection . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

6 Conclusion

53

6.1

Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

6.2

Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

Bibliography

61

Appendices

62

A Further Results Process Aspect Diagnostics

63

iv

B Further Results Prediction on Different Granularities

73

Acknowledgements

75

v

vi

Chapter 1

Introduction
Process mining bridges the gap between traditional model-based process analysis and datacentric analysis techniques such as machine learning and data mining. It consists of three
main areas, i.e., process discovery, conformance checking, and process improvement [1]. In
process discovery, process models are constructed from event logs to better understand
the execution behavior of processes. Most process discovery techniques focus on control
flow perspectives that describe the execution flow of activities of processes and investigate workflow patterns [2]. However, process discovery extends to other perspectives of
event logs, such as organizational mining [3], including social networks that describe the
relationships between different resources within the processes recorded in the logs, and
performance analysis, which identifies bottlenecks in transitions and activities. Processes
are not static, nor do they always follow the path defined for them, e.g., processes are
affected by a change over time. Conformance checking intends to discover the deviations
from the proposed model and the real behavior. Process enhancements use the gained insights to remodel, improve or extend the process. Deviations and bottlenecks in activities,
transitions, and organizational structures result in efficiency losses and thus increase the
costs for the process owner. The structure of event logs allows us to generate measurable
process aspects over time. Moreover, monitoring the behavior during process progression
and revealing relationships between the several performance indices over time give insights
into the origin of costly troubles.
Many business processes are best understood in terms of progress and changes over time. In
a hospital, we observe hourly waiting times of patients seeking treatment. In supply chains,
we observe daily finishing rates for the dispatch of goods. Understanding the potential
cause-and-effects relationship between measurable process aspects across time and the
underlying factors that drive these aspects through time is essential to explaining and
forecasting complex processes. Furthermore, understanding process progress over time
provides the backbone for the business owner to improve operations, better serve the
customer and become more profitable. Since the rise of databases and transactional systems
like ERPs, companies, and organizations have been able to collect so-called event logs,
which contain activities executed by people, machines, and software. The execution of a
single activity, e.g., registering a patient, is described by an event, along with associated
data. For each event, the time of the execution start resp. end is recorded. Consequently,
event logs allow a time-aware observation of the process and build the starting point for
1
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(a) INS Log

(b) BPI Challenge 2017 [5]

Figure 1.1: Dotted Chart Representation of two different Event Data. The Color Attribute
is set to the Activity, and the Traces are sorted by their first Timestamp. The synthetic
INS Log (a) represents an insurance process executed in sudden chunks. The BPI Log (b)
visually indicates a concept drift in the middle of the process.
process improvements.
In fact, many procedures applied in order to analyze behavior and relations between economic variables were not really new [4]. However, the automated application in combination with process mining is. One of the main focuses of modern process mining techniques
is to identify potential bottlenecks in process models and relieve organizational structures
to the business owner, making him able to identify locations for improvements along the
process. Indeed, the suggestion of proper treatments for a bottleneck is always referred to
a manual investigation. Complex dependencies, such as correlations, cause and effects, are
difficult to detect by eye. Modern machine learning techniques can discover patterns and
relations of a process over time. Understanding the behavior and relations thus enables
business owners to solve the problem at its root.
The remainder of this chapter is structured as follows. We first outline the motivation for
time series analysis in process mining in Section 1.1. From this, research questions are
derived in Section 1.2, which form the backbone for the research objectives in Section 1.3.
We highlight the overall contributions in Section 1.4 and list the further structure of this
thesis in Section 1.5.

1.1

Motivation

In this section, we highlight the importance of time series analysis in process mining by
viewing possible application scenarios. Figure 1.1 shows process events in a graphical way
such that the user gets a "helicopter view" of the process and is able to spot opportunities
for process improvements immediately [6]. It gives good exposure to time series analysis
approaches, as it projects the event data fine-grained onto a timeline allowing us to examine the evolution, e.g., the trend of the process. For instance, Figure 1.1 (a) shows a
recurring periodic pattern where the (synthetic) process of an insurance company is executed in time chunks. At first glance, the abrupt changes before each chunk follow an
intended pattern. In contrast, example Figure 1.1 (b) takes a possibly unintended turn
in the middle of the considered time frame. Experienced users with dotted chart analysis
might suspect a concept drift here. Time series analysis can use change point detection
methods and classifications to detect these changes while a user is limited to his capabilities and experience. Furthermore, the user cannot detect relationships between spotted
points in the form of correlations and causalities to understand the origin. Insights gained
2
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through process mining can rather be used to inspect influenced activities or related resources. For example, a detected anomaly in one activity might affect its directly followed
activity. In order to perform an analysis that is as precise as possible with respect to the
uncovered problem, using as little computing power as necessary, it is essential to map the
event log into the part of the process which we want to focus on, i.e., a detected bottleneck,
and analyze the filtered event log. To make high-level decisions, different aggregation levels
of process states are required so that the business owner avoids getting involved in small
details. For example, in logistics, the average processing time of orders per day plays a
more important role than the processing time of a single order when analyzing the process
performance. We denote this granularity of process aspects extraction as a coarse-grained
process log, referring to [7]. The analysis approach is generic and can be combined with
different existing time-series representations of event logs.

1.2

Research Questions

This thesis addresses the systematic understanding of process behavior and relationships
over time to enhance the business owner’s high-level decision-making. This implies answering the following questions:
• How to locate deviations and bottlenecks in a process?
• How to represent different process aspects of a business process?
• How to capture the behavior of a process aspect?
• How to relieve relationships between process aspects?
• What are typical time series analysis techniques that are applicable to event logs?
• How can time series analysis techniques be combined into a tailored workflowarchitecture for process mining?
• How to derive proper treatments?

1.3

Research Goals

The goal of the thesis is to develop a method to assist the process owner to increase the
efficiency and performance of his business process by uncovering potential issues and suggesting proper treatments. From our point of view, this includes two main contributions:
An implementation of appropriate process mining techniques and time series models, and
secondly, the embedding of these models into a workflow architecture, i.e., it provides the
suggestions automatically based on an event log. Whenever we talk about this contribution
from now on, we will refer to it as a “Diagnostic Framework”.
• In the first phase, the tool suggests targeted attributes, based on the results of the
applied process mining techniques
• In the second phase, the incident on transferred attributes is investigated through
appropriated time series techniques, and then proper treatment is suggested
The approach provided in this thesis fulfills the following quantitative objectives:
3
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• The provided approach shows that it is possible to suggest a potential set of bottleneck candidates using process discovery techniques, i.e., it delivers a set of activities,
transitions, resources that have a relatively long execution time and thus reduce the
efficiency of the process.
• The provided approach shows that it is possible to suggest a potential set of deviation
candidates using conformance checking, i.e., it recommends places with low fitness.
• The provided approach uses a coarse-grained process log to find hidden insights by
lifting the aggregation level in case the fine-grained level does not reveal sufficiently.
• The provided approach proposes time series analysis techniques to capture the behavior and relations of process aspects and states, e.g., concept drifts, anomaly periods,
and cause-and-effect relations.
The approach provided in this thesis, furthermore, fulfills the following qualitative objectives:
• The provided approach defines an accurate function to detect process issues in activities, resources, transitions, and organizational structures.
• The provided approach uses most promising time series models and parameter for
time series analysis, i.e., the forecasts should show a minimal possible error rate.
• The provided approach is capable of investigating real-life event logs.

1.4

Contributions

The thesis consists of two main contributions. Firstly, a Diagnostic Framework is defined
and presented. Secondly, we build a visual interactive web-interface1 that is publicly available for potential users. This enables the user to upload event logs, make quick adjustments
to parameter settings, and visually display the corresponding results. The thesis takes up
related works and addresses their limitations. The basic idea of the underlying Diagnostic Framework is depicted in Figure 1.2. The framework may have two starting points:
It can provide a general analysis of the process over time or investigate a previously detected performance issue. For the second case, it combines process mining techniques and
defines functions to extract performance issues in resulting process models and social networks. For both cases, we capture hidden insights on higher process instances and reveal
root causes and corresponding effects by applying a combination of time series analysis
techniques on extracted process aspects and states. The thesis also contributes to which
techniques are suitable and how they can be tailored to a business process context.

1.5

Thesis Structure

The rest of this thesis is organized as follows: In Chapter 2, we formally define general
definitions and introduce concepts related to this work. In Chapter 3, we consider related
work. Chapter 4 describes the conceptual approach taken in implementing the framework.
It deals with how to use process mining to uncapture performance issues and reveal hidden
insights on higher process instances by combining several times series analysis techniques to
1

https://github.com/firgharbi/diagnostic-framework
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increase granularity

General
Analysis over
Time
Event Log
Fine-grained
Diagnostics

CoarseGrained
Log

Process
State
Analysis

Process
Aspect
Analysis

Relieve hidden
Insights for
Diagnostics

Coarse-grained Diagnostics

Figure 1.2: Framework to uncapture hidden insights in higher process instances investigating different granularity. The starting point can be a detected performance issue on a
fine-grained level, e.g., a bottleneck in activity, or a general analysis of the process over
time. The extracted coarse-grained log is analyzed using a combination of time series
analysis techniques.
apprehend the behavior and relations of multiple process aspects over time. The proposed
techniques are integrated into a generic Diagnostic Framework. In Chapter 5 we present
the results of applying our framework to synthetic as well as real life event logs. Finally,
in Chapter 6, we draw some conclusions, address limitations, and highlight directions for
future work.
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Chapter 2

Preliminaries
In this section, we introduce the basic mathematical notations as well as the theoretical
foundations used in this thesis. We provide process mining related concepts, including an
approach for extracting coarse-grained process aspects from an event log, as well as time
series related algorithms to capture the behavior and relations of process aspects.

2.1

Basic Notations and Key Statistical Indicators

Most of the algorithms used in this thesis are based on machine learning. Before machine
learning techniques can be applied, it is important to understand the given dataset. This
involves identifying existing relationships in advance. For example, known relationships
between two datasets can be used to improve the prediction of a model. Finding patterns
in the data prior to applying more complicated algorithms makes it easier to produce and
understand results later. We want to briefly list the key mathematical indicators that,
from a calculational view, help to find patterns with respect to relations in data and build
the baseline for further introduced algorithms and extraction functions.
Pearson Correlation Coefficient
The Pearson Correlation Coefficient [8] is an important statistical value to assess whether
two values depend on each other. It is defined as
PX,Y = p

cov(X, Y )
p
.
V ar(X) V ar(Y )

(2.1)

The Pearson Correlation Coefficient is 0, if and only if, two values are completely independent of each other. When two values are linearly related, which is the strongest possible
correlation, the Pearson Correlation Coefficient is +1 (in case of a positive relation) or −1
(in case of a negative relation). A schematic example of the Pearson Correlation Coefficient
is depicted in Figure 2.1.

6
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Y

P𝑋,𝑌 = +1

P𝑋,𝑌 = 0

Y

X

Y

X

P𝑋,𝑌 = −1

X

Figure 2.1: Examples of the Pearson Correlation Coefficient for PX,Y = +1, PX,Y =
0 and PX,Y = −1.

Distance Correlation Coefficient
There are similar metrics, like the Distance Correlation Coefficient [9], which considers
non-linear relations between two attributes. It goes beyond Pearson’s correlation because
it can spot more than linear associations and it can work multi-dimensionally.

dCorX,Y = p

and dCov(X, Y ) =

dCov 2 (X, Y )
p
dV ar(X) dV ar(Y )

n
n X
1 X
D(xi , xj )D(yi , yj )
n2 i=1 j=1

(2.2)

(2.3)

with D(xi , xj ) representing the centered Euclidean distances and dV ar(X) = dCov(X, X).
The distance correlation coefficient is nonnegative with dCorX,Y ∈ [0, 1].

2.2

Process Mining related Concepts

Process mining techniques start from event logs extracted from information systems. Any
information system using transnational systems such as ERP, CRM, or workflow management system will offer this information in this form [10]. The atomic component of an
event log is an event. An event indicates that an actvity happened at a specific point in
time for a specific Case ID. A set of events that are related to a specific Case ID are called
a trace. We can consider an event log as a multi-set of traces. We define an event, event
log and trace as follows.
Definition 2.1 (Event). Let C, A, R and T denote the universe of case identifiers, activities, resources and the time universe, respectively. The universe of events ξ is defined as
the Cartesian product of the aforementioned universes, i.e., ξ = C × A × R × T × T . The
set of all non-empty chronologically ordered sequences of events that belong to the same
case (have the same value for Case ID ∈ C) is denoted by ξ + . We also define projection
functions, πC : ξ → C, πA : ξ → C, πR : ξ → R, πTS : ξ → T and πTC : ξ → T for attributes
of events.
For example, the first row in Table 2.1 represents an event e1 with πC (e1 ) = 1, πA (e1 ) =
Registration, πR (e1 ) = John.
7
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Table 2.1: Example of an event log. Each row represents an event, while a case passes
through several activities.
Case ID
1
2
1
3
1
...

Activity
Register request
Register request
Decide
Register request
Examine file
...

Start timestamp

Complete timestamp

Resource

1/1/2021
2/1/2021
1/1/2021
1/1/2021
1/1/2021
...

1/1/2021
2/1/2021
1/1/2021
1/1/2021
1/1/2021
...

John
Sarah
Sam
Sarah
Carl
...

10:00
13:00
10:46
10:12
14:50

10:14
13:24
10:59
10:35
15:22

c
t2

c1

c3

b
a
start

e

t3

t5

t1

end

d
c2

c4

t4

Figure 2.2: Example of a Petri net.
Definition 2.2 (Event Log). We define the universe of all event logs as L = ξ + . Let L ∈ L
be an event log, we call each element σ ∈ L a trace.
Process models can be constructed from an event log to better understand the execution
behavior of the underlying process. Process discovery techniques produce these process
models based on the observed events automatically [1]. We use Petri net notation to model
our event log. However, the results presented in the paper can be adapted for various other
process modeling notations (Process Tree, BPMN models).
Definition 2.3 (Petri Net). A Petri net is a tuple N = (P, T, F ) with P the set of places,
T the set of transitions, P ∪ T = ∅ and F ⊆ (P × T ) ∪ (T × P ) the flow relation.
Figure 2.2 shows a Petri net with P = {start, c1, ..., c4, end}, T = {t1, t2, ..., t5}, and
F = {(start, t1), (t1, c1), (t1, c2), ..., (t5, end)}.

2.2.1

Analysis of Process Performance

From event logs, we can gain information about different performance characteristics.
Commonly, process performance is described by enhancing a given or discovered process
model with information about durations of activities (nodes in a model) or waiting times
between activities (edges in a model) [1]. They can be extracted through performance
functions.
Typical performance functions are case duration, activity duration, activity waiting time,
and activity sojourn time. The values can be easily calculated by considering the difference
between the times at which two events were executed. For instance, can we calculate the
duration of an event e ∈ ξ by subtracting πTC (e) − πTS (e). For the entire case, the earliest
8
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and latest possible times can be considered. For a formal definition of these functions,
we refer to [11]. Note that only activities that have start and complete timestamp have a
duration. Otherwise, a duration of 0 is recorded.
Event logs from executions of process instances can deviate from the intended process.
Accurate detection of deviation behavior inside the process is important to find root causes
and provide diagnostic information. To detect deviation, we can investigate the process
conformance of recorded executions against a process model conducted through a process
discovery technique and locate where the observed behavior does not fit in and thus
deviates from the designed process model. Therefore, conformance checking techniques
can investigate how well an event log L and a Petri net N fit together [1]. A proposed
approach to measure the fitness between event logs and process models is to replay the log
in the model and measure the mismatch, like token-based replay [12]. The replay of each
trace begins by marking the starting point (initial place) in the model with a produced
token. Then, the transitions associated with the events in the trace are fired in sequence.
For firing a transition a token has to be consumed and new tokens are produced in the
target of the transition. During the replay, the number of tokens that were missing and
had to be artificially created (i.e., the transition belonging to the logged event was not
activated and therefore could not be successfully executed) and the number of tokens that
remained in the model are counted. After the replay, we can calculate the fitness of an
event log L and a process model N :
Definition 2.4 (Fitness). Let k be the number of unique traces from an event log L. For
each trace i (1 ≤ i ≤ k), ni is the number of process instances combined into the current
trace, mi is the number of missing tokens, ri is the number of remaining tokens, ci is the
number of consumed tokens, and pi is the number of produced tokens during the replay
of the current trace. The token-based fitness metric f is defined as
k
k
1
ni mi
1
i=1 ni ri
f (L, N ) = (1 − Pi=1
)
+
).
(1
−
Pk
k
2
2
i=1 ni ci
i=1 ni pi

P

P

For example, consider process model N in Figure 2.2 and an event log L, containing
only one trace σ = {a, d, e}. By replaying trace σ (n1 = 1) on the model we observe a
missing token in place c3, i.e., m1 = 1, a remaining token in place c1, i.e., r1 = 1, produced
tokens for the places {start, c1, c2, c4, end}, i.e., p1 = 5 and consumed tokens for the places
{start, c2, c3, c4, end}, i.e., c1 = 5. Therefore, f (L, N ) = 0.8.

2.2.2

Organizational Perspective

When constructing process models from event logs, the focus is on the various process
activities and their interdependencies. In contrast to the activities, we can set the focus on
the relationship between people or groups of people acting in the process. By understanding which activities are executed by which resource, we can group activities into roles,
according to the skills required to perform them. Burattin et al. [13] present an approach
for grouping originators (e.g., person, resources) in roles and associating activities with the
corresponding role, given a process model N and an event log L as input. The complete
set of observable events is defined as {A × R}. The task of extracting roles can be seen as
a clustering problem: Activities are grouped into clusters, i.e., roles, according to the features they share (i.e., originators performing same activities belonging to the same role).
9
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Let |L| be the size of the log, indicating the number of traces. Given |L| and a resource
r ∈ Res ⊆ R, it is possible to count the number of times each resource executes events in
L by

|σ|
XX

r

|L| =

|{ei |πR (ei ) = r}| .

(2.4)

σ∈L i=1

Taking a role Rol ⊆ A into account, we get |L|rRol the number of times that activities
belonging to role Rol, and performed by resource r are in L:

|L|rRol

=

|σ|
XX

|{ei |πR (ei ) = r ∧ πA (ei ) ∈ Rol}| .

(2.5)

σ∈L i=1

One measure to then evaluate the discovered partition is the concept of entropy [14]. Given
Rol as the current partition, i.e., set of roles (each role is a set of activities), set of resources
Res ⊆ R, and event log L the entropy measure can be defined as:
|L|rRol
|L|rRol
H(Rol, L) =
−
log2 (
).
|L|r
|L|r
r∈Res role∈Rol
X

X

(2.6)

For example, if each resource is involved in one and only one role, then the measure returns
0. This approach is used within the thesis to detect roles in a given event log.

2.2.3

Coarse-grained Process Logs

In traditional business intelligence methods, key performance indicators are typically used
to discover and monitor bottlenecks, deviations from protocol, violations of regulations,
or service level agreements. Furthermore, for a business owner, it is challenging to make
long-term high-level decisions based on data that describes the process at the level of
individual events and cases. Therefore, we propose to use coarse-grained process logs [7]
that describe processes at a higher abstraction level by providing different aggregation
levels of the states of a process using performance indices. Pourbafrani et al. [7] present an
approach to extract all possible measurable aspects of a process systematically for creating
coarse-grained process logs.
We are interested in characteristics such as waiting times, throughput times, utilization
rates, and other KPIs for a specific time period, that shows how effectively an organization
is achieving its key objectives, is a measure of the performance level of a process. These
performance indices can be derived from the event log attributes at different levels, which
result in an aspect. We can use different performance functions for several indicators to
extract these indices and aspects. Table 2.2 shows such possible performance indicators
(IN) as examples for extractive measurable aspects.
The calculated values of variables form the coarse-grained process log. It is defined as
follows:
10
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Table 2.2: The valid combination of different attributes (AT) of an event log and aggregating using Aggregation Functions (AF) on top of the Performance Indicators (IN)
[7].
IN

Validator

Service
time

Count
AT
AF
Sum
Average
Median
⊥

Waiting
time

Time in
process

Case

Resource

Activity

Case

Resource

Activity

Case

Resource

Activity

Case

False
False
False
True

False
False
False
True

False
False
False
True

True
True
True
False

True
True
True
False

True
True
True
False

True
True
True
False

True
True
True
False

True
True
True
False

True
True
True
False

Definition 2.5 (Coarse-grained process log [7]). Let L ⊆ ξ be an event log, V be a set
of process variables, such as performance indices, δ ∈ N be the selected time window,
pS (L) = mine∈L πTS (e) the start timestamp of L, pC (L) = maxe∈L πTC (e) , the complete
S (L)
timestamp of L, and k = d pC (L)−p
e be the number of time steps in the event log w.r.t.
δ
δ. The coarse-grained process log of a given L and δ is P LL,δ : {1, ..., k} × V → R≥0 , such
that P LL,δ (i, v) represents the value of aspect v∈V in the ith -time window (1≤i≤k).

Table 2.3 shows a sample process log with δ = 1 day that considers different process
aspects V = {Arrival rate, Number of resources, Average service time, Average waiting
time in process}. Each column can be considered as its own time series, while each row
represents a process state for its corresponding time window.
Table 2.3: A sample coarse-grained process log with a time window of 1 day. Each row
shows a time step. The columns indicate the performance indices [7].
Time Window
(Daily)

Arrival rate
of cases

Number
of resources

Average
service time

Average
waiting time
in process

1
2
3
...

180
147
160
...

6
6
6
...

0.359
0.415
0.401
...

0.609
0.540
0.596
...

11

Chapter 2. Preliminaries

2.3

Time Series Analysis

A time series represents a collection of values obtained from sequential measurements over
time. We have to apply time series analysis methods to capture the behavior and relations
of process aspects. The purpose of this section is to define the terms related to time series
analysis used throughout this thesis.
A time series T is an ordered sequence of n real-valued variables
T = ht1 , ..., tn i, ti ∈ R.

(2.7)

The series can be univariate as in Equation 2.7, or multivariate, where multiple series
simultaneously encompass multiple dimensions within the same time period. For example,
each column in Table 2.3 forms a univariate time series and each combination of columns
a multivariate time series.
Time series can cover the full set of data provided by the observation of a process and may
be of considerable length. In the case of analyzing process states, it is necessary to observe
a specific time period. It thus becomes interesting to consider only the subsequences of a
series.
Given a time series T = ht1 , ..., tn i of length n, a subsequence S of T is a series of length
m ≤ n consisting of continuous time periods from T
S = htk , tk+1 , ..., tk+m−1 i,

(2.8)

with 1 ≤ k ≤ n − m + 1.

2.3.1

Change Point Detection

Change point detection can be considered to be the identification of points within a data set
where statistical properties of the distribution change. For a time series T = ht1 , ..., tn i =
t1:n , we can have m change points, together with their positions, τ1:m = (τ1 , ..., τm ). Each
change point position is an integer between 2 and n − 1. We define τ0 = 1 and τm+1 = n,
and assume that the change points are ordered such that τi < τj , if and only if, i < j.
Therefore, m change points will split the data into m + 1 subsequences, with the ith
subsequence containing t(τi−1 +1):τi .
One established method for detecting change points in a time series is the Pruned Exact
Linear Time Method (PELT ) [15], which provides an exact search for change points and
has a linear computational time in the number of data points. The algorithm minimizes
a cost function by splitting the time series into the defined subsequences. Let C(t) denote
this cost function, that assigns a cost to a subsequence. Let β be a penalty for introducing a change point. The change points (τ1 , ..., τm ) can then be determined through
minimizing:

min
τ

(m+1
Xh

C(t(τi−1 +1):τi ) + β

i=1
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We use the least squares deviation as cost function. The change points are then detected
by recursively splitting the time series into the subsequences. The linear computation
time is achieved by pruning non-optimal solutions in the recursion. A description of the
algorithm can be viewed in [15]. We denote the change points of a time series T detected
by the PELT algorithm by cp(T ). Using the time series in Figure 4.4 and a penalty cost
β = 1, we receive exactly one change point τ1 at index 9. Consequently, the time series
is partitioned into two subsequences, from index 1 to 9 and from index 10 to 20. For this
example, we obtain cp(T ) = (τ0 , τ1 , τ2 ), where τ0 = 1, τ1 = 9, and τ2 = 20.

2.3.2

Times Series Clustering

Subsequence time series clustering can be used for discovering structures or patterns in
time series data. It allows us to observe interesting behavior, including periodic patterns
and anomalies. A task associated with detecting patterns in a time series is to determine
of a given subsequence is similiar to other subsequences. This idea is formalized in the
definition of a match.
Definition 2.6 (Match). Given a cluster C and a time series T containing a subsequence
s1 beginning at position k and a subsequence s2 beginning at q, if s1 and s2 are assigned
to the same cluster C, then s1 is called a matching subsequence of s2 .
2.3.2.1

K-means Clustering

One algorithm to determine the clusters is the K-means algorithm. K-means is an application of expectation maximation to Gaussian mixtures models where it can be used
for intuitive clustering [16]. However, due to its reliability, guaranteed convergence, and
nonprobability-based technique, k-means clustering is one of the most popular classification algorithms. Introduced by Lloyd et al. [17], k-means takes as input several ddimensional datapoints. Initially, a set K of d-dimensional centroids is generated. Each
datapoint then is assigned to the closest centroid k ∈ K by means of an arbitrary distance function, such as dynamic time wrapping. The d dimensions of the centroid then
are recomputed as average over all datapoints assigned to the datapoint. Even though
this algorithm converges, depending on the number of datapoints the computational overhead can be limited by restricting the number of iterations l. Furthermore, the number
of centroids is parameterizable and have to be pre-specified. An example is illustrated in
Figure 2.3.
2.3.2.2

Dynamic Time Wrapping

An important clustering objective is determining the similarity between two data. The
data come in different forms, in our case, in raw values of equal or unequal lengths.
In time series analysis, Dynamic Time Warping (DTW) is one approach for measuring
similarity between two temporal sequences that do not align exactly in time or length
[18]. For two time series T 1 = ht11 , ..., t1n i and T 2 = ht21 , ..., t2m i , DTW align the two series
to minimize differences. An n × m matrix, where the (i, j) element of the matrix covers
the distance d(t1i , t2j ) between points t1i and t2j . In this matrix, the Euclidean distance is
typically measured. A wraping path W = w1 , ..., wk where max(m, n) ≤ k ≤ m + n − 1, is
a set of matrix elements that satisfies three constraints:
13
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Centroid
Datapoint

Y

Y

Y

C

B

o

X

(a) Example K-means
Clustering

A

X

X

(b) Dynamic Time Warping
Matching on two time series data

(c) Example on
Silhouette Coefficent

Figure 2.3: Example for K-means clustering with |K| = 3 and d = 2 (a). Subplot (b)
shows how dynamic time wrapping is used as a similarity measure. Subplot (c) depicts an
illustration of the elements involved in the calculation of s(o), where data point o belongs
to cluster A.
• boundary condition: The warping path must start and finish in matrix corner cells
that are diagonally opposite, i.e., w1 = (1, 1) and wK = (m, n).
• continuity: Restricts the allowable number of steps to the adjacent cells.
• monotonicity: Forces the monotonic spacing of points on the warping path in time.
Therefore, the warping path that proposes the minimum distance between two time series
can be expressed as:
PK

dDT W = min

k=1 wk

K

(2.10)

Figure 2.3 (b) displays this approach between two time series.
2.3.2.3

Silhouette Score

To evaluate the quality of clusters created with clustering algorithms, we use the silhouette
score. By comparing the score for different numbers of clusters k, it is suitable to determine
the optimal number of clusters [19].
The silhouette coefficient is calculated by taking into account the mean intra-cluster distance a and the mean nearest-cluster distance b for each data point. The silhouette coefficient s(o) for a particular data point o is calculated by

s(o) =

b(o) − a(o)
max{a(o), b(o)}

(2.11)

where a(o) is the average distance between o and all the other data points in the cluster
to which o belongs, and b(o) is the minimum average distance from o to all clusters to
which o does not belong. An illustration of this calculation is depicted in Figure 2.3 (c).
The value of the silhouette coefficient is therefore between [−1, 1]. A value of 1 means that
the data point o within the cluster it belongs to is very dense and far away from the other
clusters. The worst value is -1. Values close to 0 indicate strong overlapping clusters.
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(a) Autocorrelation Function

(b) Partial Autocorrelation Function

Figure 2.4: Example for ACF and PACF, indicating a seasonality of 7 days.

2.3.3

Forecasting, Prediction and Granger Causality

So far, we have have been talking about prediction and "forward looking" analyses, but we
have not given a definition of the prediction problem in this thesis yet. Prediction can be
considered as the construction and use of a model to determine the class of an unlabeled
sample, or to determine the value or ranges of values of an attribute that a given sample is
likely to have. From this perspective, classification and regression are the two major types
of prediction problems in this thesis. Classification is used to predict discrete or nominal
values, e.g., the resemblance of a new period to a previous one, while regression is used
to predict continuous or ordered values, e.g., the average duration of a process activity on
the coming day. For the first type we rely on the previous described clustering techniques.
For forecasting future values, we rely on univariate time series models, such as ARIMA
and SARIMA, respectively, as well as multivariate time series models, such as the Vector
Autoregression, since some performance indices may influence each other and improve the
predictive model.
2.3.3.1

Autoregressive Integrated Moving Average

Introduced by Box and Jenkins [20], the autoregressive integrated moving average
ARIMA(p,d,q) model is a regression based model in which forecasted values are obtained
by regression past values of the variable itself and current and past values of error term
with different lag lengths. For a univariate time series T = ht1 , ..., tn i it is defined as
φ(B)∆d ti = θ(B)et

(2.12)

where ti and ei respectively represent the mean of the time series and the random error
terms at time i. B is the backward shift operator defined by Bry = ty−1 and related to ∆
by ∆ = 1 − B. d defines the order of difference. The φ(B) and θ(B) of order p and q are
defined as

φ(B) = 1 − φ1 B − φ2 B 2 − ... − φp B p

(2.13)

θ(B) = 1 − θ1 B − θ2 B 2 − ... − θq B q .

(2.14)
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where φ1 B, φ2 , ..., φp are the autoregressive coefficients and θ1 , θ2 , ..., θq are the moving
averages coefficients.
Since the model expects a stationary time series, the first step is to transform the data
into stationary time series by applying a suitable degree of differencing by selecting the
proper value of d. The appropriate values of p and q are obtained by investigating the
Autocorrelation Function (ACF) [21] and Partial Autocorrelation Function (PACF) [22] of
the time series.
Autocorrelation Function (ACF)
A time series can have components like trend, seasonality, cyclic, and residual. ACF can
consider all these components while finding correlations. It measures the correlation of a
time series with its own lag values. In the ACF plot Figure 2.4, the x-axis expresses the
correlation coefficient, whereas the y-axis mentions the number of lags. For instance, the
lag-7 value is the correlation coefficient between ti and ti−7 .
Partial Autocorrelation Function (PACF)
The PACF explains the autocorrelation of a variable with its final lag value with all
intermediate lag values removed from the analysis.
Augmented Dickey-Fuller Test
The Augmented Dickey-Fuller Test (ADF-Test) [23] is a commonly used unit-root test.
This test examines the null hypothesis of an ARIMA(p, 1, 0) process against the stationary
ARIM A(p + 1, 0, 0) alternative. The null hypothesis is tested via t-statistics [24]. If the
calculated value is greater than the critical value, the null hypothesis will not be rejected.
In this case, the variable under consideration will be determined as non-stationary. If the
value is less than the critical value, we reject our null hypothesis and the underlying series
is determined as a stationary series. In this thesis, we use the ADF-Test and alpha = 0.05
as critical value when testing time series for stationarity.
Seasonal Autoregressive Integrated Moving Average
Since the plain ARIMA model does not support seasonality, it might be necessary to extend
the model to a seasonal (S)ARIMA model [25], which uses seasonal differencing. Seasonal
differencing is similar to regular differencing, but, instead of subtracting consecutive terms,
we subtract the value from previous season.
Consequently, the model will be represented as ARIMA(p, d, q)(P, D, Q)[s], where, P , D
and Q are, order of seasonal differencing and and s is the frequency of the time series. We
also use this notation to indicate a SARIMA model.
2.3.3.2

Parameter Optimization using Grid Search

The grid search [26] is originally an exhaustive search based on a defined subset of the parameter space. The parameters are specified using minimal value (lower bound), maximal
value (upper bound), and number of steps. The result of every combination is evaluated
using some performance metrics. In general, we use a grid search approach for the purpose
of determining parameters instead of requiring user intervention.
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2.3.3.3

Granger Causality

The method of detecting causal relations among multiple linear time series is based on
linear prediction theory. The core idea is, if one can predict the first time series better by
incorporating the past information from the second time series than only using information
from the first one, then the second time series can be called causal for the first one.
Granger [27] applied this idea to autoregressive models of time series by comparing the
fit of the autoregressive model from the first time series with the one, where a second
time series is taken into account as well. The causation is tested statistically so that it
does not necessarily imply true causality. Formally, when testing for Granger Causality an
autoregressive model of the time series T is estimated:

Xt =

p
X

âL Xt−L + t ,

(2.15)

L=1

âL , L = 1, .., p are the autoregressive coefficients and p is the model order, which determines the number of considered past time points. t are the regression residuals, i.e., the
prediction error whose magnitude can be evaluated by its variance. The second time series
Yt is said to Granger cause the first one Xt if the addition of time lags from Yt improves
the prediction of Xt .

Xt =

p
X

p
X

ĉL Xt−j +

j=1

dˆL Yt−j + x,t .

(2.16)

j=1

This dependency is statistically tested with an F-test [28]. The value of the F-test is
obtained from the squared sum of residuals from the restricted SSRr (Eq. 2.15) and unrestricted SSRu regression model (Eq- 2.16) [29]:

Fp,T −2p−1 =

SSRr − SSRu /p
,
SSRu /(T − 2p − 1)

(2.17)

where T = number of observations and p = number of time lags. For examining Granger
Causality, we consider the p-value of this test. A low p-value is a strong indicator for
Granger Causality. Note that in Equation 2.16 ĉL and dˆL represent autoregressive coefficients and x,t the regression residuals of the caused time series Xt .
2.3.3.4

Vector Autoregression

Vector Autoregression (VAR) is a multivariate forecasting algorithm that is used when two
or more time series influence each other [30]. A multivariate time series has more than one
time-dependent variable. Each variable depends not only on its past value but also has
some dependency on other variables. The dependencies can be used to detect causal relations in a time-shifted manner, e.g., using the Granger Causality Test as described above.
However, this dependencies can be used for improving predictive models for forecasting
future values by using Equation 2.16. For instance, when predicting the average waiting
time in process, past values from the arrival rate of cases in Table 2.3 can improve the
predictive model.
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2.3.3.5

Quality Measures

In the following section, we describe three metrics for measuring the quality of a prediction in the context of time series analysis. Whenever we evaluate models, we apply these
metrics.
Mean Absolute Error
Mean Absolute Error (MAE) is the value of the average forecasting error for a model.
The MAE value is calculated by taking the sum of the absolute values of the forecasting
error divided by the number of data periods. The lower the MAE, the better the model.
yj denotes the observed value, yˆj the predicted value at time t, and n is the number of
predictions (forecasting horizon).
M AE =

n
1X
|yj − yˆj |
n j=1

(2.18)

The Root Mean Squared Error
The Root Mean Squared Error (RMSE) is another value for measuring the average forecasting error for a model. It has the benefit of penalizing large errors. Mathematically, the
RMSE is the square root of the mean squared error (MSE), which is the average squared
difference between the observed actual outcome values and the values predicted by the
model.
v
u X
u1 n
(yj − yˆj )2
RM SE = t

n j=1

(2.19)

Akaike Information Criterion
A disadvantage of the mentioned error-based metrics is that they are sensitive to the inclusion of additional variables in the model, especially if these variables do not make a significant contribution to explaining the outcome. Consequently, the inclusion of additional
variables in the model always leads to a decrease in the RMSE. The Akaike Information
Criterion (AIC) [31] is a measure of a statistical model, which quantifies the goodness of
fit, and the parsimony of the model into a single statistic. Lower AIC scores are better,
and AIC penalizes models that use more parameters. The AIC is defined as
RSS
AIC = 2k + ln(
) ,
nobs




(2.20)

where k is the number of free parameters, nobs is the total number of observations, and
RSS is the residual sum of squares. For instance, if two models explain the same amount of
variation, the one with fewer parameters will have a lower AIC score and will be considered
as the better-fit model. Consequently, the AIC can reward models for a good fit and
penalize models for complexity. The AIC is low for models with high log-likelihoods, but
adds a penalty term for models with higher parameter complexity, e.g., a higher number
of parameters k leads automatically to a higher AIC for the same RSS.
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Related Work
This section lists and summarizes the work related to this thesis. Firstly, we will evaluate
the work on fine-grained process mining analysis and diagnostic purposes. This includes a
range of performance analysis methods on different event abstraction levels. Next, we will
evaluate how literature recommends handling the abstraction of events. Finally, we will
look at several time series analysis methods in the context of process mining, that support
the understanding and explanations of process behavior and relations over time. To the
best of our knowledge, our Diagnostic Framework is the first work combining several time
series techniques for the context of process mining. A generic introduction to the field of
process mining is presented in [1].

3.1

Fine-grained Analysis in Process Mining

Performance analysis has been widely studied in the field of process mining by annotating discovered process models with time-related information from event logs. In [32], for
example, the authors compute performance indicators such as waiting time by replaying
the log on the previous discovered model. The replay is enabled after successfully aligning model and log. Another approach that focuses on comparing performance between
process instances with different characteristics is presented in [33]. The authors partition
process instances from an event log into multiple cohorts based on different attributes (e.g.,
resource). The calculated performance indicators of the underlying process instances for
different cohorts are then compared. These approaches provide the performance indicators
in form of aggregated measures over the entire process execution time, such as average
or maximum waiting times between two process steps along the entire process, e.g., transitions in a process model. The techniques assume the timed-related finding to be taken
from stationary processes, i.e., that distribution functions describing the performance of
a case do not change over time and do not depend on other cases. Facing this issue by
completely avoiding aggregation, Denisov et al. propose an unbiased fine-grained method,
called the performance spectrum [34]. Also, aggregation can be avoided through visualization and visual analytics [35]. Dotted Chart [36] plots all event data per case over time,
allowing the user to observe arrival rates and seasonal patterns along the process. Furthermore, the performance prediction for the remaining time until completion of a given
case can be predicted by regression models [37], the completion time of the next activity
by training an LSTM neural network [38]. However, most of the mentioned techniques are
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Figure 3.1: Various context granularity and levels of abstraction in process mining that
may influence the process [40].
at a fine-grained level, focusing only on the center of the circle represented by Figure 3.1,
i.e., instance level, and thus missing the effect of external factors [39].
The consideration of the finest granularity in evaluating the performance, arrival rates
or, making predictions leads to the circumstance that relations among process aspects
might not be recognized, because they may not happen on the lowest process instance.
For example, the average processing time of all cases per day indicates how many resources
should be allocated, rather than the processing time of a single case or all cases combined,
which can affect the finishing rate of the next day. In conclusion, a good balance must
be made between complete aggregation and fine-grained consideration when analyzing
process behavior and relations over time.

3.2

Aggregated Analysis

Zelst et. al present a literature survey of event abstraction techniques developed in the
context of process mining to reduce granularity [41]. In [42], the challenges of choosing an
appropriate granularity level are summarized. Pourbafrani et al. provide a semi-automated
time-granularity detection method for simulation and prediction to identify the best time
window for aggregation [43]. To support the process owner and decision maker, a global
perspective of the process is needed. In [7], a method to extract process variables in a quantified manner over time is presented. The method generates a time-aware coarse-grained
process log which serves as the starting point for our analysis. In order to identify patterns
and relationships in the preprocessed event data, time series analyses is essential.

3.3

Time Series Analysis

As mentioned, process mining techniques implicitly use time series data for performance
analysis and prediction purposes. The analysis of time series data have been a popular
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subject of interest in fields such as Economics, Engineering and Medicine [44]. In [45],
a general introduction to Time Series Analysis covering data mining techniques such as
clustering, classification, or anomaly detection is given.
This thesis addresses the potential of time series analysis to capture different process
aspects behaviors and cause-and-effect relations between them to relieve hidden insights.
As a result, several related techniques are presented. Recall that this thesis aims to provide
a generic approach to analyze process behavior over time and not to address the limitations
of specific time series analysis algorithms described in the literature.
The approach presented in this thesis is generic because: (1) it does not assume a particular
(enriched) event log, (2) different levels of event abstractions can be used, all resulting in
valid results, and (3) the class of time series is not limited to particular types of time series
data. For example, the approach can be applied to stationary, non-stationary, univariate,
and multivariate time series data.

3.3.1

Concept Drift

A prevalent time series analysis technique is Change Point Detection (CPD). CPD has
received much attention in time series analysis outside the context of process mining. An
overview of state-of-the-art algorithms, including a comparison, can be found in [46]. The
techniques can be integrated in the context of process mining to detect concept drifts.
The goal of concept drift in process mining is to detect the change points and the nature
of changes given an event log. This combination is straightforward because event logs are
time-based and can thus be turned into time series data.
Very first approaches in integrating change point detection algorithms from time series
analysis into process mining for the purpose of concept drift detection were proposed by
Bose et al. [47] [48]. The authors use two fixed-size sliding windows, which represent traces
by feature vectors in a time series format. The differences between the feature vectors are
then analyzed using a statistical hypothesis test, resulting in a p-value plot that is used for
visual analytics. This method is, however not automated. It requires the user to identify
the features to be used for the drift detection, implying that the user has some knowledge
of the possible nature of the drift. Additionally, the user is asked to set a window size
for the drift detection. Depending on the chosen parameter, some drifts may be missed.
This limitation is partially addressed in a later extension [49], which introduces the idea
of an adaptive window. The intention is to increase the window size until it reaches a fixed
maximum size or a drift is detected.
Another related approach to hypothesis testing can be found in [50], where Manoj et al.
localize concept drifts in the control flow perspective by applying statistical hypothesis
testing methods on extracted activity correlation strength features. Unfortunately, they
did not evaluate their algorithm on real-life event log containing a concept drift. Instead,
they synthetically created a drift in a real-life event log that did not actually contain one
before.
One more feature on which hypothesis tests can be applied is probability distributions.
In [51] the authors use probabilistic deterministic finite automata (PDFA) to represent
the probability distributions generated by process models. They repeatedly mine from
sublogs, using a sliding window, and compare the distribution generated by the mined
21

Chapter 3. Related Work

model with the ground truth distribution. Then, statistical tests for detecting if the mined
distribution, or its PDFA representation, has changed significantly from the used ground
truth.
In fact, all the mentioned works require user input for the minimum and maximum window
size. A too-small window size may lead to the false misinterpretation of noise as a drift,
e.g., a minor trace variant. A too-large maximum window size may lead to undetected
drifts. Therefore, hypothesis testing approaches have the drawback, the accuracy of the
detected change points depends highly on the size of the two compared distributions.
Other than statistical tests, there are also cost-based methods for determining change
points. These techniques aim to minimize a cost function for a time series by recursively
dividing the series into subsequences. One notable approach is the one of Yeshchenko et
al. [52]. The authors form a multivariate time series by defining DECLARE constraints
for various time windows. This time series is analyzed for concept drifts by applying the
PELT algorithm. The results are clustered and are visually prepared for the user. Again,
the approach is limited by the user’s capabilities since results are present visually.
Another common approach in the drift detection in the control flow of a process is the
use of α-relations as features [53]. However, in literature drifts can be captured in other
perspectives as well. Brockhoff et al. [54] incorporate additional perspectives, such as time
and resources by proposing a detection method based on the Earth Mover’s Distance, allowing a time perspective. Similarly, Adams et al. [55] follow this approach and use several
perspectives to explain a detected concept drift by another that considers a different perspective by investigating cause-and-effect relationships. Nevertheless, explaining a change
point by another does not explain the root cause of the first detected drift. Still further, it
does not take into account periodic patterns of behavior, such as seasonality, which arises
particularly in business processes.
To detect changes external data that is not available in the event log can also be considered.
Stertz et al. [56] present a method using sensor event streams and analyze the root cause
for a concept drift inside this additional data. However, we provide a generic approach,
which does not assume particular external data available and is therefore only based on
the event log.
Many of these methods assume the input event data to be clean and noise-free. In [57]
the authors propose a robust concept drift detection method, that detects process drifts
from event streams and is evaluated to be robust against noise. Statistical tests are applied to sub-logs to check if a significant difference is caused due to the drift candidate.
Though noise affects many process mining algorithms, abstracting and aggregating the
event data to a coarse-grained level reduces the effect of outliers and thus handles noise
appropriately.
To conclude the related work on change point detection in the context of process mining,
the use of noise-resistant and accurate segmentation approaches is needed. Further, the
technique should be automated and require as little user input as possible to reduce the
impact on accuracy. Following these preconditions, we use PELT having high accuracy
and linear runtime for our use case. Similar to Adams and Brockhoff, we will incorporate
the time perspective to capture the process behavior over time on different abstraction
levels. Since some drifts are only capable on a higher aggregation level, it is essential to
change the granularity when we cannot localize a drift.
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3.3.2

Pattern and Anomaly Detection

The scope of this thesis is on detecting repeated patterns within a time series rather than
detecting patterns within an event log, such as workflow patterns [2]. Consequently, we only
present related work that attempts to find repeating patterns in time series data.
In the literature, classical time series data mining approaches have been applied to detect
repeating patterns from a time series. A class of unsupervised algorithms that have been
used for detecting repeating patterns in time series are motif discovery algorithms. Motifs
are previously unknown subsequences that have been repeated in the time series [58]. A
very first approach was presented by Li et al. [59], which proposed a brute-force algorithm
to find motifs along with the euclidean distance as a distance measure. However, they
only focus on the detection of motifs of equal length. Since subsequences in our case
do not necessarily have to be the same length, a more robust metric such as dynamic
time wrapping is needed. In [60], the authors compute the similarity between melodic
patterns using dynamic time warping in the context of audio collections. They generate
the subsequences using a sliding window. However, the sliding windows’ results highly
depend on the window sizes determined by the user.
Other approaches focus on clustering subsequences. Jindal et al. [61] detect periodic patterns by building probability distribution matrices from speed data and further cluster
them using density-based clustering. Truong et al. [62] introduce a clustering approach
for detecting motifs in time series, by firstly extracting subsequences based on predefined
significant points, such as extreme points and turning points, and further cluster them using the Euclidean distance and DTW. They evaluate their approach on electrocardiogram
data. Nevertheless, the significant points do not focus on characteristics of business processes and KPIs, which are exposed to external environmental factors, such as seasonality
or drifts.
Discovering patterns is particularly relevant for abnormal behavior as well. While noise
does not belong to the data and is mainly eliminated by preprocessing or by abstraction,
abnormal periods are actual instances in the data but have exceptional characteristics
compared with the majority of the other instance. Anomaly detection in process mining
is typically done by partitioning the execution set into a set of normal and anomalous
executions or by searching for infrequent executions [63]. Another process mining related
approach is presented in [64], where the authors train a neuronal network-based graph
encoder for detecting anomaly behavior in cases by also considering process drift. However,
as decision-makers, we are not interested in case-level anomalies, e.g., when a minor variant
of traces shows abnormal behavior, but rather in abnormal time periods that affect the
further execution of the process and the process goals, i.e., the KPIs abstracted in the
coarse-grained process log. Therefore, we are interested in how literature recommends the
detection of anomalies in time series data. The usual approach to detect anomalies in
time series is first to create a model of the time series normal behavior and then highlight
subsequences that stray too far from the model as anomalies. This approach was proposed
in [65], where the authors used a self-organizing map to forecast the next values of a time
series and flagged outliers with a high deviation.
For the results of this thesis, i.e., we understand the process behavior over time and the impact on various performance factors well, it is primarily important weather patterns before
and after a significant change differ or resemble each other. As a result, we are interested
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in finding abnormal, highly similar time periods after significant changes, not traces, or
events. Therefore, our approach must be tailored to business processes and incorporate
change points and anomalies to distinguish between a concept drift and an anomaly period. Further, the business owner should be provided with insights about each subsequence,
which are gained through further classifications. Consequently, it is essential to cut the
time series into subsequences representing temporal segment patterns using change point
detection techniques and apply clustering algorithms to the detected subsequences.

3.3.3

Root Cause Analysis

Process aspects can represent performance indicators, such as the average number of patients waiting for their treatments. Process owners are often unaware of which factors
might affect which performance indicators in the future. To find the root causes of performance problems, it is essential to identify cause-and-effect relations. Hompes et al. [66]
propose an approach for discovering causal relationships between aggregated business process characteristics and process performance indicators by applying Granger Causality [27]
test on them. Granger Causality is a statistical test widely used for causal analysis of time
series in a range of fields, e.g., economics [67]. Qafari et al. [68] present a framework for
root cause analysis, which uses structural equation models to test for the existence of a
relation between an attribute and an outcome. In contrast to statistical tests, in [69], an
approach using causal machine learning, namely action rule mining, is presented to extract
candidate treatments correlated with a specific outcome. Given a set of treatments, they
investigate the effect on the business process outcome on the case level. This is different
from our approach as the analysis is done at the case level, while we provide process-level
recommendations without user input.
Similar to Hompes et al., we use Granger Causality to determine cause-and-effect relationships between several process aspects.

3.3.4

Forward-Looking Analysis

In process mining, the prediction of the future progress of a process instance, such as
the next activity or the cycle time of a case has been widely studied. Since we intend to
analyze the process aspects at a time-aware aggregated level, our focus is again on time
series analysis methodologies. We are mainly interested in two efforts. Firstly, we forecast
a considered process aspect only based on its previous values or an entire process state
based on the information of related aspects. Secondly, we predict the next process state
by classifying the forecast. Consequently, we are interested in univariate and multivariate
forecasting techniques. Related work on classifications was presented in the previous subsection 3.3.2. The most frequently used univariate time series model is the ARIMA method
[70]. For an overview of more statistical linear and non-linear forecasting methods, we refer
to [71]. In the last two decades, machine learning models have attracted attention and have
emerged as serious competitors to classical statistical models [72]. An overview of machine
learning techniques in time series forecasting, such as LSTM, is given in [73]. However,
in [74], statistical models, such as ARIMA have proven to be more effective than LSTM
techniques in univariate time series data w.r.t. accuracy and computation time. Therefore,
our approach relies on statistical models to forecast the progress of process aspects and
process states.
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Table 3.1: Overview of the related approaches for concept drift, anomalies, cause-effect
analysis and predictions in process mining. The scope of this table is limited to techniques
related to process mining, however some works show an overlap with time series techniques.

[32],[33],[34],[35],[36]
[37],[38]
[43]
[47],[48],[49]
[50],[51],[53],[54],[57]
[52]
[55]
[56]
[63],[64],[65]
[66]
[68],[69]
Our approach
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X
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X
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X
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X
X

X

X

X

X

X
X
X

X
X
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An overview of related work can be found in Table 3.1. All of the work listed relates to
the instance context of processes and is therefore considered to happen on a fine-grained
granularity level. When the work addresses more perspectives than simple the instance
context, e.g., the workload of resources, and can change dimensions over time, we consider
the work also to intersect coarse-grained analysis. Nevertheless, all the listed works do not
provide systematic and general feature extraction w.r.t. the coarse-grained granularity.
They rely on arbitrary decisions in the level of the granularity and an ad hoc feature
selection.
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Conceptual Approach
This section explains the approach of the framework. Figure 4.1 summarizes the main
steps. In the first step, we learn process mining models from an event log, e.g., social
networks and process models, to uncover performance issues in activities, resources, transitions, and organizational structures. Based on the detected performance incident, next a
time series representation for predefined process aspects on the incidents target attribute
is generated, e.g., performance aspects of an activity causing a bottleneck in the controlflow of the process. The third step outlines the approach we take in the main contribution
to this work. We apply various statistical techniques as well as time series techniques that
explain the behavior of process aspects and the cause-and-effect relationships among them.
This enables us to identify the root cause of deviations and performance problems, which
is achieved through a workflow architecture tailored to business processes from various
time series analysis methods.

4.1

Uncovering Performance Issues in Process Model and
Social Networks

Event logs allow the analysis of the underlying processes by using techniques for discovering
process, control, data, organizational, and social structures. These techniques can also
be used to detect performance issues, which slow down the process. The framework has
the purpose of detecting potential performance issues and understanding their ground
reasons for poor behavior by analyzing the underlying process behavior over time and
revealing cause-and-effect relations. Therefore, it is essential to first uncover the issues
in activities, resources, transitions, and roles by conducting performance analysis and
relieving organizational structures.
Performance Analysis can use discovered process models to analyze the performance of
the process. The analysis answers questions like "are there any bottlenecks in activities
or transitions of the process?". By replaying the log on the process model, bottlenecks
and throughput times, e.g., sojourn time, of all activities and the process itself can be
calculated. Since duration alone is not meaningful, e.g., a transition having a high duration
but only executed once will not slow down the entire process, we must include how often an
activity or transition occurs in the whole log when seeking for bottlenecks. The frequencies
can be easily extracted from process models like the directly follows graph. We use both
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Figure 4.1: Proposed overall framework for diagnostic purposes. Firstly, we learn our models from the Event Log to discover organizational structures, social networks and process
models. Resulting performance issues are then identified and analyzed by transforming the
event log into (multiple) time series representing different process aspects and perspectives
of the data and process. Finally, the process progress and cause relations are analyzed, so
predictions and improvements can be made.

metrics to calculate the Total Duration allowing us to identify potential bottlenecks in
activities and transitions. Furthermore, replaying the log can highlight deviations in the
process from its intended way in places and transitions.
Definition 4.1 (Total Duration). Let L be an event log, P be the power set, and α ∈ αL
be an attribute of αL = {P(A) ∪ P(R)}, |α| denote the number of times α occurs in L
and Lα be the subset of L only containing the events that contain α, i.e., |Lα | = |α|. We
P
calculate the Total Duration of an attribute by T D(α) = e∈Lα [πTC (e) − πTS (e)].
Additionally, we need to consider other perspectives, such as resources and organizations.
When people are involved in business processes, event logs typically contain information on
the person executing the event. Also, events are ordered in time, allowing causal relationships between activities and the corresponding social interaction. This might be captured
in roles, e.g., an individual r1 is consistently executing the same set of activities. Looking
at roles of activities with long duration, or the handover of work matrix from long-standing
transitions can provide us with precious information. For example, a manager assigning
a low priority to approving pending requests could cause a bottleneck and thus have an
impact on the entire process.
Consequently, a definition of possible performance issues, including a threshold parameter,
is needed. In this work, we consider the following issues as potential bottlenecks using the
seventy-fifth percentile as threshold:
• An activity is considered as a bottleneck if the Total Duration of all its corresponding
events takes longer than the smallest 75% of the activities’ Total Duration.
• A resource is considered as a bottleneck if the average Total Duration on all its
corresponding events takes longer than the smallest 75% of the other resources’
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average Total Duration.
• A role is considered as a bottleneck if the average Total Duration of all its corresponding events take longer than the smallest 75% of the other roles’ average Total
Duration.
We use the results from the previous process mining techniques to calculate the corresponding performance indices. This techniques provide an aggregated outcome over the
entire process life cycle. By applying the Total Duration defined in Def. 4.1, we take into
account the frequency an attribute occurs in the event log.
Similarly, we can detect deviation by calculating the fitness of a process model N and
the corresponding even log L for each place and transition using Def. 2.4 when replaying
the log on the model. A low fitness indicates a potential deviation. Therefore, we consider
the 25% percentile of all places and transitions as potential deviation candidates. Every
place and activity that falls below the threshold is thus investigated by our Diagnostic
Framework. Note that for a place we can investigate the incoming and outgoing activities
respectively events.
In principle, we refer to an identified potential performance issue or deviation as an incident. When the user decides to perform the diagnostics on an incident, we propose the
selection of incidents by using the defined functions. We refer to this first step as DLDi
standing for (D)ecide, i.e., entire or part of the process, (L)earn, i.e., learn process models,
and (D)etect (i)ncident, i.e., bottleneck or deviation inside the learned model. An incident
possesses an attribute based on the type of detected incident. For example, a detected bottleneck in an activity Register is an activity-based incident for a bottleneck found inside
the activity, i.e., α = {Register}. As described in the next section, we use this information
for the projection step of a coarse-grained process log.
Although, the defined functions are highly generic. The actual extracted incidents depend
on the algorithms used in the process mining techniques.

4.2

Coarse-grained Time Series Representation of Process
Aspects and States

To analyze process behavior over time and to capture cause-and-effect relationships, we
define and extract process state indicators as time series. An extracted univariate time
series represents a different measurable aspect of the process. We refer to these measurable aspects as process aspects. We can use different performance functions with different
emphases to obtain process aspects and thus cover different perspectives of the process,
e.g., the waiting time per case as a general process aspect and the number of resources
used for an event as a resource perspective aspect. When considering multiple process
aspects over a specific time period, we can form the time-related process state defined by
a multivariate time series.
Time series are ideal for presenting aggregations over different time spans, which can then
be analyzed using established time series analysis methodologies. Since the representation
of processes has been systematically analyzed in several work by Pourbafrani et al., meeting
all our requirements, we use the coarse-grained process log as the basis for our analysis,
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Figure 4.2: Fine-grained event log visualized as time series of example traces.
adapt it to our circumstances, and integrate it into our framework. For a detailed definition
and introduction, we refer to [7], which is also discussed in chapter 2.
Typically, coarse-grained process logs are extracted and computed by aggregating the predefined time-related process aspects over all cases executed in the considered time window
sequence (general coarse-grained process log). To investigate the detected performance
problems in more detail according to their cause, we limit the investigation to the part of
the process that contains the problem. To do so, we introduce an attribute-based coarsegrained process log, which only considers the time-windows in which the incident, i.e., a
resource or activity, is (partly) executed and adapts the Time Window Projection from
[7] in Def. 4.3.
Definition 4.2 (Granularity). Based on a selected time window size δ for generating the
coarse-grained process log, i.e., hourly, daily or weekly, we can cut the event log from its
S
first timestamp tS and the completing timestamp of the last event tC into k = d tC −t
δ e
subsequent time windows. We refer to this time window δ as granularity level.
Definition 4.3 (Attribute-based coarse-grained process log). Given an event log L ⊆ ξ, a
set of process aspects V, an attribute α ∈ {P(A)∪P(R)}, and a selected time window δ, we
can generate the attribute-based coarse-grained process log P LαL,δ . Let σi be the fraction
S
of traces (sequence of events) executed in time window i ∈ [1, k] with k = d tC −t
δ e. If α is
involved in σi we calculate the real-numbers time series representation of the time window
and otherwise, we fill the time window with 0. Formally we adapt the coarse-grained
process log by:
(

P LαL,δ (i)

:

i×V →0
i × V → R≥0

, if ∀α1 ∈ α ∧ ∀e1 ∈ σi : α1 ∈
6 {πA (e1 ) ∪ πR (e1 )}
, if ∃α1 ∈ α ∧ ∃e1 ∈ σi : α1 ∈ {πA (e1 ) ∪ πR (e1 )}

The projection is illustrated in Figure 4.2, showing a transformation from an event log to an
attribute-based time series representation. In this case, we have k sub-logs Lδ1 , ..., Lδk ⊆ L
with a granularity δ. The sub-logs are sorted by the start timestamp of their respective first
event and contain the fractions traces corresponding to their time window. For example,
an activity-based coarse-grained process log with activity α = {a} only considers time
windows in which a is executed, i.e., Lδ1 , for faction σ1 = {{a, b}}, and Lδ2 , for fraction
σ2 = {{a, b, c, d, e, f, g}, {a, b, c, d}}. This method guarantees that each attribute-based
coarse-grained process log from the same event log has exactly the same length, making
them comparable.
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Table 4.1: Possible performance indicators to construct a real-valued process log of different
perspectives of a business process [7]. The third column specifies for which attributes the
indicator can be applied.
Performance
Indicator
Arrival rate
Finish rate
Duration
Waiting time
Service time
Engaged resources
Unique resources
Unique activities
In process

Aggregation
Function
Average
Avergae
Average, Sum
Average, Sum
Average, Sum
Number
Number
Number
Number

Attribut α
A,
A,
A,
A,
A,
A
A
R
A,

R
R
R
R
R

R

Attribute-based coarse-grained process logs, thus focus on time windows in which activities that cause a bottleneck are executed. Similarly, we can consider only the time windows
in which a specific resource conducts activities that correspond to its role. Moreover, this
allows a direct investigation in the control-flow of a process since we can compare the process aspects and states of several activities, e.g., of activities forming one workflow pattern.
The use of conformance checking techniques can provide clues as to which workflow pattern in the process flow should be looked at more closely. For example, when looking at
a place with low fitness, we might discover a concept drift in the control-flow perspective over time. When choosing resources as attributes, we can discover dependencies and
relationships between the resources.
To generate an attribute-based coarse-grained process log for an event log L, we need a
time window size δ, a set of process aspects V, and an attribute α. Since the time window
size determines the level of aggregation inside the considered time window, we refer to it as
Granularity, Def. 4.2. For the purpose of this thesis to diagnose deviations and bottlenecks,
we use the in Table 4.1 defined process aspects, as they can cover different aspects of the
process. The aspects are based on the validator table in [7], which are well investigated
and can be generated systematically. The attribute α is gained from the previous DLDi
step and can therefore be a selected incident from a set of activities resp. resources, i.e.,
α ∈ {P(A) ∪ P(R)}. Note that if we decide to perform a general analysis, we can take
into account all activities and resources, i.e., all events of the event log, when creating the
process log.

4.3

Capturing Behavior and Cause-Effect Relationships

Given the incident and corresponding coarse-grained process log, we can focus on the main
contribution of this work, the Diagnostic Framework, to diagnose the origin of the detected
issues in process model and organizational structures. Implementing this requires us to
perform univariate time series analysis for the extracted process aspects (Process Aspect
Analysis) and multivariate time series analysis between these aspects covering the process
states over the desired time window (Process State-based Analysis).
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Figure 4.3: Overview of the Seasonality Test methodology. Extracted candidates are subsequently validated by means of their ACF significance.

4.3.1

Process Aspect Analysis

Analyzing the process behavior over time based on time-related aspects allows us to identify periodic patterns throughout the process. It further deepens the understanding of the
process through a time-based appraisal. This will enable us to investigate process aspect
behaviors and observe their respective progression over time. For example, bottlenecks in
service times can be allocated in time, or social relations of resources can be monitored
over time.
First, we will examine seasonality, as every business process is affected by it and can be
captured using time series analysis techniques. The seasonality gives the first impression to
the process owner about his general process behavior and trend. It can be used to define the
considered period length of a process state, as seasonality is occurring at specific regular
intervals. For instance, if we detect a weekly seasonality, each week should represent a
process state. Furthermore, detecting seasonality is also essential for predicting the further
behavior of the process since the seasonal component is used in forecasting models to
achieve high accuracy, e.g., the seasonal (S)ARIMA model described in the last section of
this chapter.
Seasonality can be defined as the frequency of periodic fluctuations. To detect this frequency in the process over time, we investigate the process aspect arrival rate as we expect
this aspect to be mainly influenced by external environmental factors such as seasonality
among all process aspects. Following the approach in [75], we first estimate the period, i.e.,
the duration of seasonality, by computing the Periodogram using the Fast Fourier Transform (FFT). Frequencies in the Periodogram with the highest amplitude are indicative of
seasonal patterns. Frequencies with low amplitude are considered as noise. To estimate
the period, we extract a set of period candidates by considering local extrema. We further
use the autocorrelation function (ACF) to test our candidates. When the ACF value of
one candidate is significant, then we consider it as a valid period. Figure 4.3 visualizes the
approach. The combination of the Periodogram and the ACF showed to achieve a higher
accuracy in estimating the seasonality than each individual method [75]. We notate the
detected seasonality as s.
Moreover, observing the overall process behavior over time allows us to identify changes in
the process and localize them on a chronological time level. We further use change point
detection (CPD) to detect anomalous time sequences in the process aspects, indicating
that the process does not follow its previous intended course. In the context of concept drift
in process mining, a change can affect the process suddenly, incrementally, or recurrently
[76]. Since the detection and classification of the several types of drifts requires highly
parameterized models, it is out of the scope of this thesis. This thesis only focus on sudden
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and recurrently changes, as they give insights into the process behavior. To distinguish
between anomalous behavior and concept drift, as well as to exclude recurring patterns as
sudden drifts in a single process aspect, the extracted subsequences are clustered.
To achieve our goals, we thus need three main steps:
1. First by, applying change point detection, we can divide the univariate process aspect
into subsequences, which are indicated by the detected sudden changes.
2. Next, we need to cluster the detected subsequences of various possible lengths. To
exclude any user-input, we apply a validator to find the optimal number of clusters.
3. Finally, through the clustering results we can conclude whether it is a true sudden
concept drift, an intentional recurring drift, or an anomaly.
To detect change points, we use the Pruned Exact Linear Time (PELT) algorithm [15].
This algorithm is suitable for our approach because it does not require to know the number of change points a priori [77]. Furthermore, the low parameterization requirement
compared to other methods, e.g., sliding windows approaches, is low, which reduces the
impact of the chosen parameter on the detected change points. However, the penalty β
of the PELT algorithm can affect the number of change points detected. For a sensitivity
analysis of this value, we refer to [78]. We counter the effects of parameter sensitivity by an
additional validation step when using clustering. Since similar subsequences are assigned
to the same cluster, the influence of the number of detected change points on our results is
limited. We therefore use a value for beta that is very sensitive in order to avoid the need
for user input. For clustering the subsequences, we are using K-Means and Dynamic Time
Warping DTW as distance measure for finding the similarity/dissimilarity between the
subsequence time series. DTW satisfies our circumstances because the subsequences, defined by the detected change points, can have varying lengths. The silhouette score method
is a measure of the quality of a cluster [19]. To find the optimal number of clusters, we
calculate the silhouette score for a various number of clusters in the validation step. The
highest silhouette score indicates the optimal number of clusters k, which is returned by
the validator.
Definition 4.4 (Subsequence Extraction). Given a time series T =ht1 , t2 , ..., tn i∈R∗ and the
detected change points cp(T )=(τ0 , τ1 , τ2 , ..., τm , τm+1 ) determined by the PELT algorithm,
∗
where τ0 is the first and τm+1 the last index of T . We define a function SE:R∗ →2R that
extracts a set of subsequences S ⊆ T based on the detected change points. The function
splits T into m + 1 subsequences, with the ith subsequence containing t(τi −1):τi ⊆ T , i.e.,
S={s1 , ..., sm+1 }, where s1 =ht1 , ..., tτ1 i.
Definition 4.5 (Subsequence Clustering). Given subsequences S={s1 , ..., sm+1 } and clusters CL = {ci |0 ≤ i < k ∧ i ∈ N0 }, where k is determined by the silhouette score of
the clustering result. We define a surjective function fcluster : S → CL that maps each
subsequence si ∈ S to a cluster cj ∈ CL. According to our clustering result, we map
subsequences si , sj to the same cluster if and only if si is matching sj .
We use Def. 4.4 to generate the subsequences from a time series according to the outcome
of the PELT algorithm and apply Def. 4.5 to assign each subsequence to a cluster according
to the clustering result of the K-means DTW algorithm. Figure 4.5 visualizes the approach.
Using this procedure, we can recognize anomaly periods (c.f. Def. 4.6), concept drifts (c.f.
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(a) Anomaly

(b) Concept Drift

(c) Recurrent Concept Drift

Figure 4.4: Trivial examples for a time series change points, that are correctly detected
with the PELT algorithm and a penalty cost of β = 1 and classified using K-means in
combination with DTW as distance measure. For (c), we observe a silhouette score of
0.948 for two clusters. Classification of patterns according to our Def. 4.6 - 4.8.
Def. 4.7), and recurrent concept drift (c.f. Def. 4.8) in our time series representation of a
process aspects.
Definition 4.6 (Anomaly Period). Given a univariate time series T of length n and cp(T )
extracted change points. We define subsequence si ∈ S containing t(τi−1 +1):τi ⊆ T to be
an anomaly period if its associated cluster cj ∈ CL has the size of one, i.e., |cj | = 1, and
all remaining clusters have a size larger than one, i.e, ∀r 6= j : |cr | =
6 1. We thus obtain
time index τi−1 as the beginning and τi as the end of the period.
Definition 4.7 (Concept Drift). We define a change point i ∈ cp(T ), obtained from a
univariate time series T of length n, to be a concept drift if and only if its belonging
subsequence si ∈ S, containing t(τi−1 +1):τi ⊆ T , associated cluster cj ∈ CL has size of one,
i.e, |cj | = 1, but is not considered as anomaly, i.e., ∃r 6= j : |cr | = 1, and is not building
the start nor the end of the time series, i.e., τi 6= 1 ∧ τi 6= n.
Definition 4.8 (Recurrent Concept Drift). When more than one subsequence is associated with one cluster cj and the subsequences are not consecutive, then we consider the
corresponding change points as recurrent concept drifts. For cluster cj = s1 =t(τi−1 +1):τi ,
s2 =t(τp−1 +1):τp , where τi 6= τp−1 , then τi−1 , τi , τp−1 , and τp are recurrent concept drifts.
Figure 4.4 shows an example based on a trivial time series for each of these definitions.
Here, (a) contains two significant changes, i.e., cp(T ) = (1, 10, 20, 31). However, their
underlying three subsequences s1 = t1:10 , s2 = t10:20 and s3 = t20:31 can be classified into
two clusters c0 = {s1 , s3 } and c1 = {s2 } due to their strong similarity. Instead of assuming
two concept drifts here, we consider the behavior of s2 as an anomaly since the period
does not occur further in the process. In comparison, (b) indicates a true concept drift
and (c) a recurrent concept drift, as each subsequence considered can be assigned to a
cluster (optimal number of clusters k = 2) with a size of two, because each subsequence
is repeated in the process.

4.3.2

Process State-based Analysis

In the process state-based analysis, we discover all possible relations and their causation
between the process aspects from one single coarse-grained process log or between process
aspects of multiple different coarse-grained process logs. The knowledge of these relationships allows us to understand the cause-and-effect relationship of the process aspects in
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Figure 4.5: Visualized steps for capturing process behavior over time. The steps analysis
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Figure 4.6: Process aspect X causes Y which in turn causes Z, whereas aspect E can be
considered as exogenous aspect. To handle a bottleneck represented in Z, X and Y should
be improved [66].
terms of the previously discovered performance and organizational issues. For example,
a relation between the service time and the number of engaged resources indicates that
a shortage of resources in the period considered has caused a bottleneck. The effects on
the process of this shortage may also be delayed, i.e., affects the process not immediately
but after three weeks. This time lag is also addressed in our approach. Therefore, a automatically detected relationship is represented by a 3-tuple (X, Y, lδ ), where X and Y are
process aspects, X causes Y and lδ ∈ N is the shift in the time window to look for the
cause-and-effect relation. Note that X and Y do not necessarily have to be from the same
coarse-grained process log, but event log, i.e., when investigating the relationship between
the arrival rate of two directly followed activities. One process aspect is considered causal
for another if the past values of that aspect provide information that can help predict
the other aspect. This approach is illustrated in Figure 4.6. This is tested by the Granger
Causality Test, where a low p-value indicates the causality. We use Granger(X, Y, lδ ) to
denote the p-value. Knowing these relations and causation along with their respective effects makes it further possible to automatically extract Exogenous Aspects, which are not
affected by the process, i.e., their origin and source of change is the process environment,
e.g., The arrival rate of new events per day is fixed and is not affected by the number
of unique resources of the underlying events. As a counterexample, one can look at the
finished events per day, which in turn is influenced by the arrival rate and the number of
unique resources. Exogenous factors are automatically detected when an aspect is neither
in correlation nor in causation relationship with another process aspect.
We use Algorithm 1 to examine whether a process aspect v ∈ V is an exogenous aspect
of the process, i.e., originates from the environment. We iterate over all pairs of process
aspects and calculate both linear and nonlinear correlation using Pearson Correlation Pv,vi
and Distance Correlation dCorv,vi . We further test all pairs for causality using the Granger
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Algorithm 1: Exogenous Aspect Testing Algorithm
Input: A process aspect v ∈ V
Output: True iff v is an Exogenous Aspect
1 foreach vi ∈ V\{v} do
2
if Pv,vi 6= 0 then
3
Return False;
4
end
5
if dCorv,vi 6= 0 then
6
Return False;
7
end
8
if Granger(v, vi , lδ ) > 0.05 then
9
Return False;
10
end
11 end
12 Return v as Exogenous Aspect;

Causality Test Granger(v, vi , lδ ).

4.4

Forward-Looking Analysis

In the context of diagnostics, it is essential to improve operational processes, meaning
that process diagnostics must be implementable in the near future. This requires predictive forms of process mining to look ahead and respond appropriately once the temporal
impacts and relationships are known, e.g., knowing when a shortage of resources impacts
the idle time the business owner may invest in an additional resource. Thus, for our purposes, it is essential to forecast the next values (i.e., how will a process aspect behave in
the future) and predict the next states (i.e., will the next process state be a busy period).
From this point of view, classification and regression are the two main types of prediction
problems in this thesis.

4.4.1

Forecasting

In the forecasting phase, we use the discovered behavior and relations in the process along
with the generated time series as training data to predict the future of the process, making
our framework "forward-looking". Since our coarse-grained process logs is formed by times
series representations, we rely on the ARIMA model to forecast a process aspect next
values, which does not show any relation to another process aspect. Usually, in the first
phase of the modeling procedure, the initial values of p, d and q are determined using the
autocorrelation function (ACF) and the partial autocorrelation function (PACF). Thereby,
a careful examination of the autocorrelation and partial autocorrelation plots and their
elements is required to achieve appropriate parameters. However, this requires prior knowledge and manual input by the user. Since our methods aim for an automated workflow
without user input and prior knowledge, we apply grid search to find the model.
Using a grid search procedure, we can automate the process of evaluating a set of parameters for the ARIMA model. First, we determine the optimal value for d using the
ADF-Test. When the null hypothesis is rejected, the process aspect is considered to be
35

Chapter 4. Conceptual Approach

(S)ARIMA (p,d,q)(P,D,Q)[s]

Coarse-grained
process log

Yes

Relation
Detection

No

Process aspects

Seasonality
Test

s

G-caused
Aspects

Related
aspects

ADF Test

ADF Test

d, D

Make
Stationary

Grid Search

Grid Search

p, q, P, Q
AIC

p
AIC

Model
Identification

Model
Identification

VAR(p)

Figure 4.7: Stepwise illustration of the modeling procedure. When a process aspect is
Granger-caused by another one, we use a multivariate forecasting approach.
non-stationary. In this case, we differentiate the process aspect and d is increased by one.
We repeat this recursively with the newly differentiated time series until we achieve a
stationary time series for the process aspect. To obtain the parameters p and q, we build
the ARIMA model for each combination of parameters, taking into account the lower and
upper bounds we chose. Then we compare the built models under the different parameter
settings. To prevent from excessive fitting errors and include the number of parameters
used, AIC statistic is applied as a comparison metric for the models. Consequently, the
model with the lowest AIC value is selected as the appropriate model.
Since many business processes are highly dependent on seasonalities, our model must take
into account seasonal effects. When seasonality is detected, we use the seasonal (S)ARIMA
model, which uses seasonal differencing, i.e., instead of subtracting consecutive terms, we
subtract the value from previous season. The parameters P and Q are determined using
our grid search approach.
Once we have identified a relationship between two or more aspects in the relation detection
phase, we can use this insight to improve our model using a multivariate forecasting
method. Again, we rely on conventional methods, such as the VAR model, which is also
used in the Granger Causality Test, as they are already built into our framework. In
addition, the VAR model requires fewer parameters than univariate models because it has
more data points available, e.g., when predicting the number of finished events per day,
we can also consider the past data points of the correlated arrival rate per day in our
model.
Finally, after identifying the relationship of aspects to each other, we use the ADF-Test
to check whether each aspects’ time series is stationary, and if not, we make it stationary
by differencing. To select the correct order of the VAR model, we iteratively fit increasing
orders of VAR models and select the order that yields a model with the lowest AIC,
similar to the grid search described above, allowing us to proceed without any user input.
Figure 4.7 depicts our modeling procedure for finding a suitable model stepwise.
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Evaluation
In the evaluation, we show the feasibility of our approach. We therefore evaluate how well
our framework can diagnose deviations and bottlenecks in business processes. Further, we
investigate the impact of granularity on prediction quality. To this end, we will evaluate
our methodology on both synthetic and real event logs on different granularities. In doing
so, we exploit a range of different event logs to demonstrate the generic approach of
our methods. We apply our diagnostic framework on the two real-life event logs BPI
Challenge 2017 (BPIC’17) and BPI Challenge 2015 Log 4 (BPIC’15 L4), and a synthetic
insurance claim (INS) event log. Additionally, to compare our results with those of Bose
[48], we replicate their synthetic log. All event logs are available in the publicly available
Github repository1 of the project. By feeding the event logs into the framework, we present
some important insights inside these event logs, which were overlooked in the previous
conventional process mining techniques.

5.1

Deviation Diagnostics

To evaluate the ability of our framework to diagnose and localize causes of deviations, we
apply our approach to a synthetic event log. The aim of the synthetic log is to investigate a
non-trivial case, which is characterized by several sudden and significant changes, which,
however, follow an intended pattern. Among the recurrent drifts, we also introduce a
sudden drift in the control flow, which causes an anomaly period. We first describe the
event log using its dotted chart representation, to show its special properties. The dotted
chart is depicted in Figure 5.1. These illustrate the value of our framework in automatically
handling advanced patterns that are not necessarily due to a sudden change in one process
perspective, e.g., control-flow, but rather follow a regular pattern. Along this pattern,
deviations can even be explained.

5.1.1

Experimental Setup

The process introduced in the INS event log is an application process for a personal claim
within an insurance organization. We simulate 4,710 cases of insurance inquiries. The
process starts by entering received requests into the system. Requests can be accepted or
rejected. Rejected requests must be reviewed again by a specific staff member before they
1

https://github.com/firgharbi/diagnostic-framework
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Figure 5.1: Dotted chart representation of the INS log in ProM. The color attribute is set
to the activity, and the traces are sorted by their first timestamp. The synthetic log deals
with an insurance process.
Table 5.1: Parameters for our framework run on the INS event log.

Event log
Process Discovery
Conformance Checking
Change Point Detection
Granularity Results

Parameter
INS
Algorithm: Indcutive Miner (IMf)
Noise-threshold: 0.2
Algorithm: Alignment-based Replay
Costs for Violations: 1
MLP Solver: LPSolve
Algorithm: PELT
β=2
Daily (δ = 1day)

are finally rejected. Figure A.1 depicts the control-flow of the process. The dotted chart
in Figure 5.1 shows that the introduced process is executed in several successive chunks.
This fits the introduced process flow, as we only allow new applications in phases up to a
certain variable contingent. As soon as the applications have been processed, we allow new
applications. Thus, we achieve a periodic behavior in our synthetic log. For the purpose
of this evaluation, we introduce a deviation in the control flow, happening only inside one
chunk. To do this, we allow the activity Review Request for Rejection to be repeated again
from the first day until the 65th day. This repetition leads to high resource utilization and
will no longer be allowed after the 65th day. In order to examine resource utilization, the
activity is only executed by a resource resource_RR. Otherwise, this resource does not
perform any other activity and is thus limited in its role. For the sake of simplicity, we
introduce only one timestamp. In this way, we demonstrate that our framework can also
handle event logs without any lifecycle information.
First, our framework employs conformance checking methods to identify the deviation as
an incident. Then, the incident is diagnosed with respect to related activities using our
framework. The parameters used for this setup on the INS log are listed in Table 5.1.
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Figure 5.2: Results of the Diagnostic Framework for INS log. The arrival rate of the activity
Review Request for Rejection (left) causes the deviation due to an anomaly period from
day 43 to day 65. The number of finished events of the Resource_RR (right) shows an
exponential increase in the workload for the same time period.

5.1.2

Experimental Results

We hypothesize that the conformance checking results will assign a significant low fitness
to the place before the activity Review Request for Rejection. The activities related to
the place, i.e., incoming and outgoing activities, will therefore be considered as incidents
and further analyzed. During the process aspect analysis, we expect that each chunk is
recognized as a sudden change. However, in the next step, we assume to detect strong
similarities between some individual chunks so that a recurring pattern, i.e., recurrent
concept drift, can be assumed. This pattern explains why a deviation could occur.
Our framework finds an outstanding place with a very low fitness of 14.1%. Consequently,
it generates the activity-based coarse-grained process logs for the incoming activity Request for Rejection, for the outgoing activity Review Request for Rejection and the corresponding resource-based process logs for the resources Resource_AA and Resource_RR,
respectively.
Figure 5.2 illustrates the result of the framework. The left image shows the arrival rate
of the activity Review Request for Rejection. Here, we recognize a subsequence s2 ∈ c2 ,
with |c2 | = 1, which thus is not matching any other subsequence, while the remaining
subsequences have a matching subsequence (|c0 | > 1 ∧ |c1 | > 1). We observe similar results
for the number of finished events of the resource Resource_RR, suggesting that the change
in control flow is due to an exponential increase in workload. The remaining process aspects
of the activity Request for Rejection and its corresponding resource Resource_AA are not
showing any abnormal behavior. We conclude that only one activity is affected by the
anomaly.
According to Def. 4.6, we found an anomaly period, i.e., a subsequence S65 = t43:65 =
(t43 , ..., t65 ), which causes the deviation, localized it in time and found the affected activities
and resources. To confirm our diagnostic output, we additionally investigate our finding
manually through the dotted chart analysis. We observe a conspicuous accumulation of
points belonging to the activity Review Request for Rejection in the recognized time period.
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Table 5.2: Total Duration for each activity, based on frequency and sojourn time. The
performance analysis was conducted on the BPIC’17 [5].
Activity
W_Handle leads
W_Call after offers
W_Complete application
W_Call incomplete files
W_Validate application
#instantly executed activities

Total Duration
54.3 days
16.8 months
20.8 years
56.2 years
103.7 years
21

Table 5.3: Parameters for our framework run on the BPIC’17.
Parameter
BPIC’17
Sojourn time
Total Duration
linear Granger Causality Test
p-value = 0.05
Working Day (δ = 8hours)

Event log
Enriched by
Extraction metric
Relation Detection through
Start Granularity

After the detected change point, this accumulation pattern does not occur in any further
subsequence. This is exactly the deviation we artificially introduced. From day 65 onwards,
these accumulations are also no longer visually visible in the DottedChart. The change
in control flow only affected the time period and activity and is thus consistent with our
findings. The anomaly period we detected corresponds to an actual anomaly period in
which multiple reviews could be requested mistakenly.

5.2

Performance Diagnostics

While the first part of the evaluation deals with deviations, in this section we will focus on
the diagnosis of bottlenecks, which are slowing down the process. The related incidents,
i.e., activities or resources, are again building the starting point for our diagnostic analysis
and are firstly identified by our framework through performance analysis and the functions introduced in Section 4.1. For this part of the evaluation, we will feed our designed
framework with the real and public BPIC’17 event log.

5.2.1

Experimental Setup

The process represented in the BPIC’17 event log is an application process for a personal
loan or overdraft within a global financing organization and is taken from a Dutch Financial Institute. It contains all applications filed in 2016, and their subsequent handling
up to February 2nd 2017. In total, there are 1,202,267 events pertaining to 31,509 loan
applications. For these applications, a total of 42,995 offers were created. An application is
submitted through a webpage. Then, some automatic checks are performed, after which the
application is complemented with additional information. Therefore, activities that start
with W_ are performed by employees who can cause a bottleneck and are consequently
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suited for our analysis.
First, we perform a performance analysis using conventional process mining methods. Our
framework allows us to apply several methodologies here. For our purpose, we enrich the
log with the corresponding sojourn times. This gives us the throughput times of each
activity. Using the frequencies, i.e., how often an activity is executed, we can calculate
the Total Duration as described in Section 4.1 and depicted in Table 5.2. Since 21 of the
26 activities are executed immediately (not executed by humans), only the five activities
starting with the prefix W_ are considered. We obtain a third quartile of 80 years (29,202
days). As a result, we consider W_Validate Application as an incident, i.e., bottleneck,
which slows down the process.
In addition, the executing resources are also considered as incidents because they have a
relatively high execution time compared to other resources. We therefore perform a role
analysis, to understand which group of resources deals with the execution of the activity concerned. As implemented, our Diagnostic Framework generates the coarse-grained
process log for the activity and the corresponding resources at different granularities and
examines the behavior of the process aspects as well as the cause-and-effect relationships
between the underlying process aspects.

5.2.2

Experimental Results

We first investigate the single process aspects of the affected incident-based process logs
to capture the behavior over time regarding anomaly and concept drifts. The evaluation
will continue with an inspection of the process aspects of two resource-based process logs.
The two resources are responsible for executing the activity. Afterward, we have a look
at the relationships among process aspects. By finding a cause-and-effect relationship
that explains the outstanding total throughput time of the identified activity, we expect
to uncover the origin of the detected incident and place its effect in time, considering
different granularities.
5.2.2.1

Single Aspect Diagnostics

When we apply our framework to the single aspects of the activity-based coarse-grained
log, we find an anomaly period from week 20 to week 30 in the number of cases in process,
which is surrounded by a recurring pattern. Moreover, we observe drifts in the number of
engaged resources. The results are depicted in Figure 5.3. However, the process aspects average duration and idle time show a constant behavior without any change point. Detailed
results for each activity of the BPIC’17 and process aspects can be viewed in Appendix A,
where we provide the change point detection and clustering results for each process aspect.
We perform a role analysis to investigate if a resource responsible for the execution of the
activity is influencing the bottleneck, e.g., a resource with high load or slow performance.
As a result, we see that the activity is not being executed by a single role but rather several
resources are responsible for it at the same time, while they also have to manage other
(different) activities. Consequently, we limit our evaluation to two resources that have a
similar execution pattern but different throughput times.
The results of the DLDi step show that Resource User68 executes 1,991 cases with a mean
duration of 10.5 hours. A comparable resource executing the activity is User29, executing
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Figure 5.3: The detected change point in the number of cases in process (left) and the
detected change point in the number of engaged resources (right) per week for the activity WValidateApplication in BPIC’17. The process aspect anaylsis relieves patterns and
the relation detection of our approach identifies a cause-and-effect relation between both
aspects. The number of cases in the process causes the number of engaged resources and
the effects appear within one week.
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Figure 5.4: Comparison of two resource-based coarse-grained process logs. Both resources
are responsible for the execution of W_ValidateApplication. We observe a consistently
higher number of daily finished events for User29 (left), while both have similar workloads,
i.e., similar arrival rate of new cases.

2,826 cases with a mean duration of 4.2 hours. After filtering the event log to our incident
activity W_ValidateApplication, we observe a mean duration of 3 days and 12 hours with
a frequency of 1,400 cases (User68) and 2 days 14 with a frequency of 911 cases (User29).
We generate the coarse-grained process log on a daily basis (δ = 1day) and compare the
corresponding process aspects per weekday. The higher number of finished events on a
daily basis for the resource User29 shows that the resource completes more events per
day. We also note that both resources have a similar arrival rate for new cases, which
supports our assumption that the resource User68 has comparably slower performance
despite having a similar workload. The results are depicted in Figure 5.4. An illustration
of all process aspects for both resources can be viewed in Figure A.11.
Due to the fact that there is no anomaly or concept drift within the process aspects of
average duration and average idle time that are relevant for bottlenecks, we conclude that
the duration of the activity is not influenced by temporary occurrences but constantly
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Figure 5.5: For the activity W_Validate Application the framework discovers a time-shifted
relation between the average duration and the number of engaged resources of four time
steps (weeks) using the Granger Causality Test. The time-shifted scatter plot verifies this
relationship. The negative correlation properly indicates that the more resources available
for executing the activity, the faster the activity is performed.
runs with a relatively long duration. Since there is a variance between the performance of
the resources, one could still improve processing times by improving the resources, e.g.,
training.
5.2.2.2

Process State Diagnostics

To understand what is causing the high throughput time of the incident, we analyze the
cause-and-effect relationships of the process aspects whole duration, average duration and
average idle time to any other process aspects contained in our incident based process log.
We start with a fine granularity of 8 hours, which corresponds to one working day, and
increase until we obtain an insight.
We have found a cause-and-effect relationship on a weekly granularity level (δ = 7days)
between the two aspects average duration and number of engaged resources with a significant p-value of 0.012 after four time steps, indicating that the number of engaged
resources associated to the activity W_Validate Application effects the average duration
of the activity W_Validate Application after four weeks. To evaluate this cause-and-effect
relation we investigate the time-shifted pearson correlation, i.e., how does the relationship
of the two process aspects evolve if we shift the causing process aspect by four time steps.
In addition, we create an ARIMA model based only on the aspects past values and a
VAR model based on both process aspects. The Granger Causality Test is based on this
methodology. We verify whether it is a real improvement or whether the causality is only
influenced by random chance. A significant improvement in the models AIC proves the
relationship.
The scatter plot for the evaluation of the relationship is illustrated in Figure 5.5, where X
represents the causing and Y the caused process aspect. On the left scatter plot, we can
not observe any relationship between the two aspects, which is stressed by the Pearson
Correlation near zero. On the right scatter plot, Y is shifted by four time steps, leading to
a significantly negatively decreasing correlation of pX,Y = −0.26. We hence deduce that
there is a causal relationship between the two aspects. Changes in the number of resources
associated with this activity would improve its throughput time after four weeks. The
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negative correlation confirms that a shortage of resources leads to higher throughput time
for the activity.
To evaluate the improvement of the prediction, we first need to determine an appropriated
ARIMA model for the process aspect average duration. We follow our approach from
subsection 4.4.1. The results of the grid search can be found in Figure 5.6. We achieve the
lowest AIC value for the model ARIMA(1,0,0)(0,0,2)[3]. The seasonality indicates that
the process cycle repeats regularly over three weeks. The model uses the information for
seasonal differencing. Figure 5.7 (a) shows the forecast of the next week for the ARIMA
model. In contrast (b) shows the forecast of the next week for the VAR(2) model. We
expect to get a higher accuracy for the ARIMA model since it is more parameterized.
In particular, we notice that the MAE only shows a slightly smaller value compared to
the VAR model. However, based on the observed AIC values, we conclude that the VAR
model captures the process aspect better because it uses fewer parameters and is thus
more resistant to overfitting. Since both models represent the data validly, and the VAR
model improves significantly by adding the second aspect, we conclude a reasonable causeand-effect relationship.
This relationship, which we found at a higher granularity level, explains how the bottleneck
can be improved and would not have been visually apparent. Our automated approach thus
assists the business owner in future decisions, allowing him to take appropriate actions to
improve his business process total execution time. For example, he can evaluate the effects
of an increase in the number of resources on other aspects in advance using the recognized
relationship and the prediction model.

Figure 5.6: Results of the grid search for determining ARIMA model parameters for the
weekly average duration from activity W_Validate Application. The red marking depicts
the model with the lowest AIC value.
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VAR(2)
AIC = 11.86
MAE = 5.58
MSE = 43.23

AIC = 360
MAE = 4.91
MSE = 35.06

(a) Univariate Forecasting

(b) Multivariate Forecasting

Figure 5.7: Observing the AIC value, we notice a significant improvement of the prediction
model. This confirms and underlines the relationship between the two process aspects as
expected.
Number of Cases in the Process (BPIC’15)

Granularity Week

Granularity Day

Figure 5.8: The number of cases in process per day (right), and week (left) for BPIC’15
L4. The detected patterns, change points and general behavior of event logs are affected
by the size of time window.

5.3

Impact of Granularity on Diagnostics

The generated coarse-grained process logs are based on granularity. Therefore, the effects of
the granularity highly affect the presented behavior of processes and aspects. To assess this
effect, we generate two different coarse-grained process logs using two different granularities
for the same event log. For BPIC’15 L4, δ1 =1day, δ2 =1week, and the process aspect
number of cases in process we generate the corresponding process logs. The results are
depicted in Figure 5.8. On the left image, a trend is visible, while in the daily manner
(right image), a periodic pattern is detected. We see ourselves confirmed in the necessity
to perform the analysis for different levels of granularity, as this can be the only way to
identify relationships, as in the case of BPIC’17 (see Section 5.2). As implemented, all the
granularities can be automatically tested and interesting diagnostics are identified.

5.4

Prediction Using the Derived Insights

As described in Figure 4.7, training and building uni/multivariate predictive time series
models is one of the outcomes of our coarse-grained Diagnostic Framework. Since this is not
the main focus of the diagnostics and has already been partially discussed in evaluating the
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Table 5.4: Results for forecasting models at different levels of granularity.

1hour
8hours
1day
1week

MAE

RMSE

AIC

1.54
6.91
11.512
97.35

2.13
9.62
16.4
140.84

15813
3367
1289
240

Model
Arima
(3,0,0)(0,0,2)
(1,0,1)(1,0,1)
(1,0,0)(1,0,1)
(1,2,0)

#Datapoints

Runtime

3648
456
152
22

469s
25.8s
5.75s
0.54s

results of our relationship detection, we include in this section some additional results that
further support the capability of our framework to the process behavior over time.
5.4.0.1

Experimental Setup

To evaluate a process as realistic as possible involving a lot of datapoints, we use the
event log of the BPIC’17 and BPIC’15 L4. Both are very suitable for prediction because
they represent real processes and have a long time span. We generate the coarse-grained
process logs, covering the whole process for the process aspects average arrival rate and
number of cases in the process for different granularities (δ), which allows us to examine
the effect of the granularity as well. As quality metrics, i.e., to evaluate the goodness-of-fit,
we calculate the MAE and RMSE. The RMSE penalizes large errors, so comparing the
values can give us valuable insights. We further compute the AIC to determine whether a
model is overfitting. Since lower granularity process logs obviously have more inactive time
windows, compared to higher granularities, we only consider the active time windows, i.e.,
times, when no execution takes place, are removed, such that we can exclude the effect
of zero values in the modeling procedure. In the Netherlands (origin of BPIC’17), for
example, no work is done on weekends and holidays, with the result that these days would
be shown as zero in our daily time series representation.
5.4.0.2

Experimental Results

In Table 5.4, we see the impact of the granularity of the forecast model on the error rates
and the time to build the model (runtime) through our methodology on the general arrival
rate from the BPIC’17. The results of the model for the BPIC’17, summarized in Table 5.4,
can be viewed in Figure B.1.
As expected, the model with the most data (1hour) achieves the highest accuracy. It is
noticeable that both the MAE and the RMSE have a low rate, from which we conclude
that we do not obtain large errors. However, we note a high AIC value, suggesting that our
model may be overfitting and performing poorly in future predictions about the process.
In comparison, the AIC value for the 8hours granularity drops significantly, while no large
errors are evident either. We conclude that fine granularities favor overfitting due to their
fineness, and it is essential to resort to a coarse-grained granularity.
The results for forecasting the next week’s arrival rate and number of cases in process in
the process of the BPIC’17 are depicted in Figure B.2. Observing the models prediction
along with the real observed value confirms our low error rates in MAE and RMSE.
Furthermore, looking at the spread in the confidential interval of the forecast horizon of
the next week yields confident results.
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Figure 5.9: The number of unique resources per week for a forecasting horizon of four
weeks (left) and the captured behavior (right) for BPIC’15 L4. The confident interval
indicates a wide spread. However, the detected behavior gives diagnostic insights for the
future process.

The models developed for all aspects and states provide a basis for predicting the next
values for the aspects and the next state of a process based on the previous results.
Compared to prediction models that function as black boxes, e.g. neural networks, the
predictions based on the time series models are traceable. There might be some cases that
the models are not accurate or not predicting correctly, yet they represent valuable insights
and relations among process aspects. For instance consider Figure 5.9. When predicting
the number of cases in the process for the next month (i.e., four weeks), we observe a high
spread in the confident interval of our ARIMA(0,1,1)(1,0,0)[3] model. Nevertheless, our
Diagnostic Framework reveals the potential reasons and patterns, e.g., effects of concept
drifts or anomaly periods.

5.5

Comparison

To further differentiate and emphasize our work from other methodologies, we point out
the differences and advances with related work. Our Diagnostic Framework touches three
areas of research: Concept drift detection, relation detection, and prediction using different
levels of granularity. Therefore, we compare our results and approach with the works of
Bose et al. [48], as well-established, and Adams et al. [55], as a state-of-the-art method,
in terms of concept drift detection. In addition, we compare the results with respect to
relation detection with Pourbafrani’s PMSD framework [80] and the prediction modeling
with her semi-automated time-granularity detection method [43]. Pourbafrani introduced
the coarse-grained process log.

5.5.1

Concept Drift

We start our comparison with the generation of a similar synthetic log from Bose. To do
this, we rebuild it and apply the same artificial change in the control flow. The process
corresponds to handling health insurance claims in a travel agency [48]. Again, we feed
our framework with the event log.
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a)

b)

Figure 5.10: Two variants of an insurance claim process of a travel agency represented as
Petri Nets. The dashed marking indicates the regions of change in the control flow of the
process [48].
5.5.1.1

Experimental Setup

To generate the event log of this process, we simulate 81 days of the process running. It
manages on average 25 cases each day, leading to a total of 2,000 cases with 23,000 events.
At day 40, we introduce a concept drift in the control-flow perspective. Figure 5.10 depicts
two variants of this process represented in Petri Net notation. The red marking indicates
the region where the process model has been modified compared to its previous variant. In
particular, the exclusive choice (XOR) construction that refers to sending the notification
to the claimants in Figure 5.10(a) was changed into a parallel (AND) construction in
Figure 5.10(b). This change in the control flow of the process can have various reasons. An
exemplary reason could be that insurances are obliged to always send a postal notification
Table 5.5: Parameters for our framework run on the synthetic process of a travel agency
with insurance claims (replicate of Bose’ insurance claim).

Event log
Process Discovery
Conformance Checking
Chnage Point Detection
Start Granularity

Parameter
Synthetic Insurance Claim
Algorithm: Indcutive Miner (IMf)
Noise-threshold: 0.35
Algorithm: Alignment-based Replay
Costs for Violations: 1
MLP Solver: LPSolve
Algorithm: PELT
β=1
Daily (δ = 1day)
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(a) E-Mail

(b) Phone

(d) Prepare Notifi.

(c) Post

(e) Receive Response

Figure 5.11: Affected activities (a)-(c) show drift at the inserted location, whereas activities
unaffected by our change show no drift.
by a new legal situation. In order to maintain the service level, an additional notification
should be sent by email or telephone. Therefore, the change in control flow is induced by
an external environmental factor.
To identify the deviation incident over the entire process and to guarantee soundness,
we use the infrequent variant of the inductive miner (IMf) [81] for process discovery and
the alignment-based replay for calculating the fitness. Since an extensive use of silent
transitions could falsify the result in terms of deviations, we set the noise threshold high
enough that no silent transition is needed in the process discovery step. This results in a
value of 0.35. Table 5.5 depicts the parameters chosen for running the framework.
5.5.1.2

Experimental Results

We expect our framework to examine the three affected activities and detect the entry
point of drift in all three. Rather, no further drifts should be detected.
Using conformance checking, our framework discovers that among all activities, only activities Post (67%) and E-mail (72%) have a fitness below 100%. Therefore, the diagnostic
framework will examine the coarse-grained process logs for the two activities and also consider their pre- and post-activities, namely, Prepare Notification and Receive Response.
The output of our diagnostic framework is presented in Figure 5.11. For all three activities E-Mail, Phone and Post a drift at day 40 was detected, while the two pre- and
post-activities Prepare Notification and Receive Response are not influenced by any drift.
Therefore and according to Def. 4.7, we localized a concept drift in time and recognized its
impact on affected activities. This corresponds exactly to the drifts we introduced.
When we compare our approach with Bose’s, the following main differences emerge: The
main differences lie in the feature generation and selection, as well as the algorithm used
to detect the changes in the process. The generation of the features itself is automated, yet
the approach requires the user to select the features himself, e.g., local or global features.
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Table 5.6: Comparison of other works and their capabilities that are restricted to concept
drift detection. Our framework recognizes two types of drifts, recognizes the cause-andeffect relationship of two drifts, and requires no user input, e.g., feature selection.
Capability
Work
Bose [48]
Adams [55]
Diagnostic Framework

Sudden
Drifts
X
X
X

Recurrent
Drifts
X
7
X

Anomaly
Period
7
7
X

Causation
Relation
7
X
X

ParameterFree
7
7
X

This semi-automatic approach implies that the user has basic knowledge about the process
and the nature of the drift. Furthermore, the authors rely on a sliding window approach
that expects two parameters from the user. Depending on the selection of the parameters,
drifts can be missed. Overall, we get a complex process, where each step bases on the
previous and next users-input. By selecting a sensitive parameter for the penalty of the
PELT algorithm and a subsequent verification by means of clustering, our approach avoids
this circumstance. With our less complex steps, we can achieve the same results without
user input on the same log. The main advantage of our approach is that we can identify
changes that can only be detected at a different granularity. Thus, another key benefit is
on the features that cover different aspects of the process at different granularities.
PELT enables reliable identification of changes with a linear runtime on time series data.
Adams et al. have also made use of this fact to identify changes in his (time series)
features. While Bose et al. take into account the different types of drifts, e.g., recurrent
drifts, Adams’ approach is subject to the circumstance of recognizing them as false-positive
sudden drifts. In particular, time series are subject to temporal changes, e.g., due to
seasonalities or strong outliers (anomaly period), which should not be considered as sudden
concept drift, as the drift might repeat every season. The special properties of time series
must therefore be evaluated separately, e.g., by means of clustering, in order to exclude
that changes that follow an intended pattern are wrongly recognized as drift in the process
time series representation.
By systematically creating the process logs, we avoid user-dependent feature selection.
While the aforementioned work assumes ad hoc feature extraction, the user of the diagnostic framework is not required to select features or understand how they are created
in order to properly interpret the result. The process aspects are performance indices
for decision makers and thus also intuitively understandable for the process owners. The
comparison with respect to concept drift detection is summarized in Table 5.6.

5.5.2

Relation Detection

Concept drifts can be used to analyze the process behavior. On the other hand, we investigate the relations between process aspects. Similar to Pourbafrani et al. [80], we use
correlation to detect relations among several aspects. To investigate cause-and-effect relations, the authors introduce a time-shifted relation, which shifts one aspect and calculates
the correlation for a user-specified lag afterward. Similar to our results, this can be used
to validate a cause-and-effect relation. By using the Granger Causality Test our method
is able to find this lagged value automatically.
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To detect the best possible time-granularity to be used, Pourbafrani et al. [43] use forecasting techniques to propose a novel semi-automated time-granularity detection framework.
In doing so, the authors build an ARIMA model by visually analyzing the ACF and PACF
plot. In comparison, we automate this procedure by the use of a periodogram and grid
search. The result can be used to extend the ARIMA model to a seasonal (S)ARIMA
model, leading to an improvement in the predictions. Moreover, we use the results from
the previous relation detection to improve the model by incorporating causing variables
into a VAR, which results in a model with fewer parameters preventing overfitting.
Collectively, each of these works focuses on a particular issue. We present an integrated
framework that builds on conventional process mining methods to determine diagnostics
and thereby improve the business process. Our framework is generic and can be applied
to any time series representation of a business process. By considering different levels of
granularity, we are able to find insights, that are not visible on a fine-grained level.

5.6

Discussion

In this section, we discuss some of the key takeaways from the experiment results.
We observed through our experiments that our Diagnostic Framework is able to diagnose
roots causing deviations and bottlenecks inside several business processes. In doing so, our
framework indicates the type, i.e., concept drift or anomaly periods, specifies the affected
period, and shows the impact on subsequent activities obtained through process discovery.
Using the INS event log, we have seen that we can take into account recurring patterns
and distinguish between actual sudden drifts and drifts that follow an intended pattern,
i.e., recurring drifts. This allows us to reduce the false positives when using a segmentation
approach for detecting change points, i.e., PELT.
When resources only execute one task, use the same inputs needed to perform this task
(e.g., information or materials), and their working hours are the same, then it is possible
to compare the productivity of these resources by simply comparing the process aspects
during a given time period, e.g., on a daily basis. However, this scenario is not realistic
because resources in modern organizations are often involved in multiple tasks with different levels of complexity. We face the same limitation in the BPIC’17 event log. When
conducting the role analysis, we noticed that the application W_ValidateApplication is
executed by several resources, i.e., there is not one single specialist (role) for executing
the activity. In particular, several resources execute the activity while also taking care of
other activities. Therefore, the results of comparing two resources must be considered and
used responsibly.
Our approach allows us to diagnose event logs that only have one single timestamp, e.g.,
BPIC’15 L4, as well as event logs with life cycles containing a start and a complete
timestamp, e.g., BPIC’17. However, if we have both timestamps, we can identify more
bottlenecks in the DLDi phase, providing the user more choices when selecting potential
incidents. In addition, an event log with two timestamps enables us to generate more
meaningful process aspects.
By comparing the weekly and daily pattern of the number of cases in process for the
BPIC’15 L4 log, we illustrated the impact of the granularity, making it necessarily to consider the different granularity levels. As implemented, this led to a relationship detection
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for the average duration on the activity W_Validate Application from the BPIC’17 log.
We would have overlooked this insight at detailed levels.
We observed low error rates when predicting the future of a process. The results of our
framework are used to improve the prediction model, e.g., when using the number of
engaged resources to predict the next values for the average duration of the activity under
consideration. Furthermore, we have shown that reducing the granularity can prevent the
overfitting of our model while still providing good prediction results. Nevertheless, once
we get poor models, the patterns found can be used to understand better the cause, such
as a drift that worsens the forecast.
When comparing our Diagnostic Framework with other approaches, we found similar results for the same synthetic log, although our approach runs parameter-free and without
user input. Nevertheless, the integrated parameter search requires additional runtime,
which can lead to a high waiting time for the user, especially for long time series, i.e.,
event logs that cover a long time span.
In summary, we conclude that our framework is suitable for gaining insights that might be
overlooked with conventional process mining techniques. We present a generic approach
that integrates various time series analysis techniques is tailored to business processes,
and provides contextualized decision-level results to the business owner.
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Conclusion
This thesis contributed to the field of process diagnostics, which is a fundamental application area of process mining. With a strong focus on diagnostic automation capabilities,
process mining and time series analysis are combined to provide valuable insights for
improving processes and preventing further incidents.
We presented a generic Diagnostic Framework to systematically allocate the causes for
deviations and bottlenecks by analyzing the process behavior over time and examining
cause-and-effect relations along with several measurable process aspects. We include a
different granularity with respect to time by cooperating fine- and coarse-grained analyses.
Our approach is designed and implemented in a systematic way that the output does not
depend on the user’s knowledge and input.
We assessed the feasibility of our proposed Diagnostic Framework with the help of real-life
event logs. The experiments show that the causes of deviations can be due to anomalies,
and concept drifts and bottlenecks can be properly explained using relationships. By incorporating the insights obtained, we were able to accurately predict the further progress
of various measurable aspects of the process. The inclusion of granularity enabled new
perspectives on patterns and previously overlooked trends. At the same time, it has been
useful to prevent overfitting prediction models.

6.1

Limitations

The first limitation of our approach lies in the requirement of the K-means algorithm to
determine the number of clusters a priori. Using the silhouette score for determining the
number of clusters, we face the limitation that we can not measure if a subsequence should
be independent and thus be associated with its own cluster. Figure 5.9 shows this limitation
as well. When iterating over different numbers of clusters k ≤ |cp(n)|, the silhouette score
shows it best results for a value of k = 4. However, we can not evaluate how five clusters,
i.e., k = 5, would perform, as this would always lead to a score of 1 (highest possible
score). A visual inspection leads to the impression that five clusters would be a better
solution for the changepoints found.
The second limitation is the usage of the Granger Causality Test to determine cause-andeffect relationships. The problem with this methodology is that the Granger Causality
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Test can only find predictive causality, which might not be a true cause-and-effect relationship.

6.2

Future Work

One direction for future work would be to improve the approach to clustering the subsequences in a way that explores whether each subsequence should be a cluster in its own
sense, e.g., by considering time series motifs, a concept closely related to clusters. The improved clustering results can be used to detect whether a drift is a sudden drift, a gradual
drift, or an incremental drift in the next steps.
Diagnostics is one choice for the implemented concepts. A second direction for the future
work would be to use the relation detection integrated in our approach for improving
process models, as the current process discovery algorithm might have problems with
complex dependencies. For example, we could use relationship detection to detect a strong
cause-and-effect relationship between the arrival rates of two activities, indicating that the
execution of the causing activity is always preceded by the related activity. Therefore, this
dependency should be covered appropriately in the process model, i.e., by connecting these
activities through an additional new place.
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Figure A.1: Directly follows graph of the synthetic INS log. The loop in activity Review
request for rejection was removed after the 65th day due to an overload of the processing
resource.
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Figure A.2: WValidateapplication (Week) plot for all process aspects along with detected
change points.
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Figure A.3: WCallincompletefiles (Week) plot for all process aspects along with detected
change points.
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Figure A.4: WCompleteapplication (Week) plot for all process aspects along with detected
change points.
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Figure A.5: WCallafteroffers (Week) plot for all process aspects along with detected change
points.
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Figure A.6: WHandleleads (Week) plot for all process aspects along with detected change
points.
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Figure A.7: Clustering results for process aspects of activity W_ Call Incomplete Files
over time with more than two change points.

act_WCompleteapplication_avg_arrival_7D

act_WCompleteapplication_engaged_resources_7D

Subsequence K-Means Clustering
Cluster 0
Cluster 1

500

400

300

200

100

0
0

10

20

30
Time index

40

50

Subsequence K-Means Clustering
Cluster 0
Cluster 1

500

400

300

200

100

0
0

10

(a) Average Arrival Rate
act_WCompleteapplication_wholewaiting_time_7D

act_WCompleteapplication_unique_resources_7D

Subsequence K-Means Clustering
50

40

30

20

10

0
10

20

30
Time index

40

30
Time index

40

50

(b) # Engaged Resources

Cluster 0
Cluster 1

0

20

50

(d) Unique Resources

Subsequence K-Means Clustering
Cluster 0
Cluster 1

2500

2000

1500

1000

500

0
0

10

20

30
Time index

40

50

(e) Whole Waiting Time

Figure A.8: Clustering results for process aspects of activity W_ Complete Application
over time with more than two change points.
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Figure A.9: Clustering results for process aspects of activity W_ Handle Leads over time
with more than two change points.
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Figure A.10: Clustering results for process aspects of activity W_ Call After Offers over
time with more than two change points.

Figure A.11: Comparison of two resource-based coarse-grained process logs. Both resources
are responsible for the execution of W_ValidateApplication in BPIC’17.
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Figure B.1: Real vs forecast on different granularities (δ={ 1hour, 8hours, 1day, 7days})
for the BPIC’17 general arrival rate.

(a) ARIMA(1,1,0)(1,0,1)[7]

(b) ARIMA(1,0,0)(1,0,1)[7]

Figure B.2: Forecasting results for the next week on the basis of a daily granularity, for
the number of cases in process (left) and the arrival rate (right) for the BPIC’17.
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