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Abstract
Information systems of companies collect detailed information about every step of their
processes. Process mining uses this information to discover process models of the underlying business processes to improve the overall understanding of the processes and to
gain competitive advantages. The process discovery algorithms developed to tackle this
challenge use activity names, recorded in the event data, to identify steps in processes
and commonly assume a one-to-one relationship between activity names and the activities
modeled in a process model. In practice, activity names are often imprecise and the same
activity name can appear in different contexts in a process. Thus, assuming a one-to-one
relationship in the process discovery step leads to inaccurate and overly complex process
models. Therefore, in this thesis, we propose a label refinement pre-processing step that
refines imprecise activity names in event logs based on the control-flow context of events.
We define a method for modeling events into a weighted graph and for measuring event
similarity based on preceding and succeeding events. While other techniques compare
complete process executions, we only compare the local context of events, enabling us to
model the relationship between events from the same process execution. We evaluate our
approach on a set of artificial event logs with imprecise labels and on a real life event
log. Our results show that our approach finds meaningful label refinements that improve
the quality of the resulting process model. We also show that our approach is able to
consistently outperform other state-of-the-art label refinement algorithms.
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Chapter 1

Introduction
In today’s world, almost every step of a process inside a company or organization is
digitally recorded, from the click on the payment button in an online shop to the booking
of a doctors’ appointment. Such recorded event data is the starting point of process mining
algorithms, i.e., a collection of algorithms designed to analyze vast amounts of event data
in order to generate process insights. Companies want to use the insights derived from
the event data to generate competitive advantages by optimizing their existing business
processes and by predicting future behavior. To do so, techniques from the data science
field are widely applied and models for the processes inside a company are created. But
in practice, these two fields have to be connected. This is where Process Mining closes
the gap between data science and process science by showing the processes that customers
or people in an organization use in reality and by helping to identify bottlenecks and
deviations [1].
Process Mining is generally divided into three separate subareas: Process discovery, conformance checking and process enhancement. Process discovery is concerned with the
creation of suitable process models from recorded event data and the discovery of controlflow in the event data. The input for this first step is a so-called event log and the goal is
to find a process model that represents the current state of the process in the organization.
The second field, conformance checking, is focused on comparing the recorded event data
with a reference process model. In this area, we are able to find and quantify deviations
between the process model and the execution of the process in reality: Where do people
deviate? Which activities are executed at the wrong time? Where are activities swapped?
This leads to a better understanding of the process model, e.g., which behavior is not
modeled. Finally, process enhancement uses the gained knowledge about the process to
find bottlenecks and to identify how the existing process can be improved.
During the creation of event data, we assign activity labels to events to identify the event
activity. To discover a process model from the event data, process discovery algorithms
use the activity label information to identify steps in a process. Most algorithms map one
activity label to one task in the process model, assuming that the activity labeling is precise
and every activity should appear exactly once in a process model. In reality, the activity
labels recorded in the event data are not always accurate. An activity label can appear in
conceptually different contexts in a process or the recorded activity label is not describing
the executed activity precisely enough. We refer to these activity labels as duplicate tasks
1
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or also as imprecise labels, which is a common problem in event logs and easy to identify
for a domain expert. However, most state-of-the-art process discovery techniques are not
able to properly handle this imprecision and model the imprecise labels as one task in the
process model. This results in less accurate process models with unnecessary loops and
complex structures, even though a simpler process model exists.
In this thesis, we introduce a novel approach to deal with imprecise labels in event logs.
We use the immediate control-flow context of events with imprecise labels to identify
label refinements and to provide a labeling function that applies the label refinement. We
propose an event centric approach that focuses on the surrounding events in the execution,
whereas existing approaches compare complete process executions or cases [2, 3]. The
benefit is a better handling of complex event logs with underlying loops and multiple
imprecise label per process execution.
In our evaluation, we apply our algorithm to a wide range of artificially generated event
logs and show that our approach outperforms existing approaches. Additionally, we apply
our approach to a real life event log and show that the label refinement leads to higher
quality models.
The remainder of this chapter is organized as follows. In Section 1.1, we demonstrate the
benefits of label refinement by providing a simple example where imprecise labels lead
to an imprecise process model that can be improved by applying our label refinement
approach to the event log. In Section 1.2, we specify the problem we want to solve in this
thesis by answering the research questions defined in Section 1.3. In Section 1.4, we define
the goals of our thesis and in Section 1.5 our concrete contributions. Finally, we give an
overview of the structure of the rest of the thesis in Section 1.6.

1.1

Motivation

In this section, we motivate why we want to refine imprecise labels and how model quality suffers from duplicate tasks. In Figure 1.1a, we show a simple process model of an
expense report process which includes the same activity label Send out Report in two
different contexts. It can either appear as part of an expense below 500€ that gets automatically approved, or in the context of an expense of 500€ or higher that requires
a manual approval and that can require a resubmission of the expense report, if more
information is necessary. In the original model Figure 1.1a, these two options are represented by a choice with two different paths after opening an expense report. If we
generate an event log from this model and discover a process model with a state-of-the-art
process discovery algorithm (inductive miner [4]), we obtain the process model depicted
in Figure 1.1b, which models different behavior compared to the original model. The
inductive miner, like most state-of-the-art miners, only mines one task per activity label. This is problematic with the duplicate task Send out Report in the event log as it
is obvious that the generated process model does not represent the original model very
well. It allows a lot of additional behavior, and the choice between the two different
type of expense reports is not visible in the process model. For example, the activities
Fill out <500€ Report, Fill out ≥500€ Report, Receive Approval or Request and Receive
automatic Approval are skippable by a silent transitions and allow new executions, like
<Open Expense Report, Send out Report, Send out Report, Close Report>.
2
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(a) Original process model.

(b) Process model discovered by a state-of-the-art process discover algorithm (inductive miner [4]).

(c) Process model discovered after applying our label refinement approach.

(d) Process model discovered after applying a state-of-the-art label refinement algorithm [2].

Figure 1.1: Example expense report process with an imprecise Send out Report label.
To solve this problem, it would be optimal to refine the label Send out Report into two
different labels Send out Report for small Expenses and Send out Report for large Expenses,
such that the process discovery algorithm can mine two different tasks and discover the
original model. Solutions have been proposed that try to achieve this. In particular, Lu
et al. [2] propose a method that is based around mapping complete process executions
in an event log. However, this leads to problems with imprecise labels in loops, like in
this example. We applied this approach to a generated event log from the simple example
model from Figure 1.1a and the algorithm was not able to correctly refine all labels. As
a result, the algorithm is not able to discover a better model on this simple example, but
the refined event log leads to the process model in Figure 1.1d, having the same problems
as the process model obtained from the event log without label refinement. This is why we
propose a new algorithm that does not compare complete process executions and that can
refine imprecise labels in loops correctly. As depicted in Figure 1.1c, our algorithm is able
to correctly refine Send out Report into two different labels Send out Report 1 and Send
out Report 2, which correspond to sending out a report for a small expense and a large
expense. With the refined labeling function, the inductive miner discovers the original
model by mining two tasks.

1.2

Problem Statement

Real event data describes contextually different activities with the same label. Since
state-of-the-art process discovery techniques are not able to split these activity labels into
different tasks in process models and rely on the assumption that one activity label can be
mapped to exactly one task, they discover lower quality models. Existing techniques solve
3
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this problem by refining imprecise labels [2] and lead to promising results, but they are
computationally expensive and not able to properly express relationships between events
within the same case. Therefore, they are unable to correctly handle imprecise labels
in complex event logs, e.g., where imprecise labels appear in loops or multiple imprecise
labels with different contexts appear in one process execution.

1.3

Research Questions

In order to perform accurate label refinements, we have to find a representation for the
events such that we can compare events from different process executions as well as events
from the same process execution. Furthermore, we need a metric to measure the contextual
similarity between two different events. Finally, we want to find a way to exploit event
log characteristics to execute our label refinement efficiently. We, therefore, formulate the
following corresponding research questions:
1. How can we measure the contextual similarity of events based on their surrounding
execution pattern?
2. How can we define an intermediate data representation to capture the similarity of
all events globally?
3. How can we detect label refinements from a global data representation of event
similarity?
4. How can we exploit the global representation and event log characteristics to perform
label refinements more efficiently?

1.4

Research Goals

With our formulated problem definition and research questions, we identify the following
research goals:
1. Formulate an event similarity metric based on the execution context events.
2. Define a global data representation for the similarity of all events.
3. Provide an algorithm to construct the global data representation from an event log.
4. Design an algorithm for efficiently detecting label refinements from the global data
representation of the similarity of all events.
5. Show that our technique outperforms state-of-the art techniques with regard to the
quality dimensions of process models and to the computation speed.

1.5

Contributions

In this thesis, we present a new algorithm to refine imprecise labels in event logs. In
particular, our algorithm is able to express the relationship between events from the same
case and can refine imprecise labels in complex structures, e.g., loops. Furthermore, we
propose a modified version of our algorithm that works on the variants of an event log
instead of the events of all cases, resulting in a faster runtime for large real life event
4
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logs with reappearing cases. We show that our algorithms outperform state-of-the-art
techniques, such as the label refinement technique proposed by Lu et al. [2], on a set of
artificial event logs and lead to higher quality models. Additionally, we show that our
approach is able to detect more precise models for a real life event log. We, therefore,
state that it is feasible to apply our algorithm to large real life event logs.

1.6

Thesis Structure

In Chapter 2, we provide an overview of related work in the field of label refinement
and other existing approaches. In Chapter 3, we define the mathematical foundations
and concepts that we use throughout the rest of the thesis. In Chapter 4, we present
our label refinement algorithm and an optimized version that only works on the variants
of an event log. In Chapter 5, we evaluate our approach on artificial event logs as well
as on a real life log, and compare it to state-of-the-art label refinement techniques. In
Chapter 6, we discuss our results, before we give a conclusion and outlook on future work
in Chapter 7.

5
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Related Work
A general introduction to process mining can be found in [1]. [5] provides a detailed
insight into the conformance checking aspect of process mining and [6] gives an overview
of current state-of-the-art process discovery algorithms.
Imprecise labels in event logs are a common problem in real life event logs that make
it hard to discover high quality models. It has been an extensive research area in the
past with various proposed approaches to solve it. In this section, we give an overview of
existing techniques to deal with imprecise labels. A comprehensive literature review on
duplicated tasks in process mining is reported on in [7].
Lu et al. [2, 8] introduced a label refinement algorithm that refines event labels in a preprocessing step based on their context similarity. In the approach, a mapping between the
execution of cases and a cost heuristic to evaluate the similarity of events is constructed.
Then, label refinements are performed, using connected components. However, this technique has multiple drawbacks for complex models. For instance, the mapping between
cases with loops is inaccurate, and it is not possible to properly express the relationship
between events within the same case. This approach has been extended by Langenberg [3]
by introducing various techniques like execution graph folding to deal with the problems
of loops and by introducing community detection to improve the clustering result. These
improvements lead to better results, yet, they are not able to fix the fundamental problems
with loops and relationships between events within the same case.
Tax et al. [9] also proposed an approach that refines imprecise labels in event logs in a preprocessing step. They perform the label refinements based on the timestamps of events.
While this leads to good results on certain event logs, e.g., on the smart home event log
they use in their evaluation, it is not generically applicable to arbitrary event logs. Many
business processes do not have a strong correlation between time and execution of events
in different contexts.
There have also been multiple approaches to solve the issue of duplicated tasks at the
process discovery level. For example, Fodina [10] is an extension of the heuristic miner [11]
that introduces a simple label splitting based on the local context of events. However, it
only considers the immediate predecessors and successors. There has also been an effort
to extend the α-algorithm [12] to enable it to deal with duplicate tasks [13] which still has
the weakness of the strong requirements for the input log [14]. Other process discovery
6
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algorithms that deal with duplicate tasks are Duplicate Genetic Mining [15, 16], which
cannot capture duplicate tasks that share output or input, and the Evolutionary Tree
Miner algorithm [17]. A common problem of these algorithms is the required computation
time. Some region-based process mining algorithms also support label splitting [18–20]
but they do not restrict refinement to specific labels which can lead to excessive label
refinement. The Maximal Pattern Mining algorithm [21] discovers patterns on traces to
allow duplicate tasks but is unable to correctly identify duplicate tasks in parallel process
structures.
Another technique suggested by Vazquez-Barreiros et al. [22] discovers duplicate tasks
in an already mined heuristic net or causal net. It uses the causal dependencies of the
mined model and the event log to detect duplicate tasks and to generate a new model with
split tasks. The effectiveness of this technique depends on the input model as it cannot
discover new relationship but only improve already mined dependencies. Finally, Yang
et al. [23] use hidden Markov models to discover workflow models and split states during
discovery.
The work in this thesis expands on the work by Lu et al. [2] and Langenberg [3]. We
also apply our label refinement in a pre-processing step to the event log and perform label
refinements by translating event data to graph structures and by applying graph clustering
methods to the created graph. However, we propose an event-based graph structure
and a local context-based event similarity instead of mappings between complete process
executions. Therefore, our approach is also not bound to a specific process discovery
algorithm and can be combined with any process discovery technique.

7
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Preliminaries
In this chapter, we present the mathematical definitions that we use in this thesis. Furthermore, we provide notations for process mining concepts and graph clustering.

3.1

Mathematical Basics

A set X={x1 , x2 , x3 , . . . } is a collection of unique objects, such that every object is either
in the set or not. We define X={x1 , x2 , x3 , . . . , xn } as a finite set with |X|=n elements.
Observe that |∅|=0 for the empty set ∅.
Let X1 , X2 be two sets and x∈X1 . X1 ∪X2 ={x0 |x0 ∈X1 ∨x0 ∈X2 } is the union of two sets,
X1 ∩X2 ={x0 |x0 ∈X1 ∧x0 ∈X2 } the intersection of X1 and X2 , and X1 \X2 ={x0 |x0 ∈X1 ∧x0 ∈X
/ 2}
represents the set difference. X2 ⊆X1 indicates that X2 is a subset of X1 with X2 ⊆X1 ⇔
(x0 ∈X2 =⇒ x0 ∈X1 ). X1 ×X2 ={(x1 , x2 )|x1 ∈X1 ∧x2 ∈X2 } is referred to as the Cartesian
S
product of X1 and X2 . P(X1 )={X 0 |X 0 ⊆X1 } is the power set of X1 and X 0 ∈X X 0 is the
union of all sets in a set of sets X .
Let X be a non-empty set. We call P ={X1 , X2 , . . .} with ∅∈P
/ a partition of X if and
only if the following two conditions hold:
•

S

X 0 ∈P

X 0 =X.

• ∀X 0 , X 00 ∈P : X 0 6=X 00 =⇒ X 0 ∩X 00 =∅.
We let N={0, 1, 2, . . . } denote the set of natural numbers and R the set of real numbers.
R≥0 ={x|x∈R ∧ x≥0} is the set of all non-negative real numbers and N>0 ={1, 2, . . . } the
set of all positive natural numbers. Given x, y∈R such that x≤y, [x, y]={r|x≤r≤y∧r∈R}
notates an interval over R.
A multi-set M is a function M : X→N, where X is the set over which M is defined.
M (x ) M (x ) M (x )
M (x) defines, how often x occurs in M . We write M as M =[x1 1 , x2 2 , x3 3 , . . . ].
Pn
Analogous to sets, we define |M |= i=1 M (xi ) as the number of elements in a finite multiset M . For example, M =[x21 , x2 , x43 ] notates the multi-set that contains x1 two times, x2
once and x3 four times, so in total |M |=7.
In set theory, we use relations to express the relationships between elements of two different
sets or elements from the same set. We use this concept in Computer Science for example
8
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in relational databases.
Definition 3.1 (Equivalence Relation). Let X be a set and ∼⊆X×X a subset (relation)
of the Cartesian product of X. For (x, y)∈∼ we also write x∼y to indicate that x stands
in relation to y with respect to ∼. ∼ is an equivalence relation if it fulfills the following
three conditions:
• x∼x for every x∈X (reflexivity),
• x∼y =⇒ y∼x for all x, y∈X (symmetry),
• (x∼y∧y∼z) =⇒ x∼z for all x, y, z∈X (transitive).
On any set X, we have the trivial equality equivalence relation ∼= with ∼= ={(x, x)|x∈X}.
Definition 3.2 (Equivalence Class). Let ∼ be an equivalence relation on the set X. For
every x∈X we write
[x]=[x]∼ ={y∈X|x∼y}
(3.1)
to notate the equivalence class of x. We define the set of all equivalence classes of ∼ as
X/∼ .
For the equality relation ∼= we have [x]∼= ={x} for every x∈X and X/∼= ={{x}|x∈X}.

3.2

Words

An alphabet
is a non-empty set. We define w=<w1 , w2 , . . . , wn > with wi ∈ for all
P
P P∗
represents the set of all words over
and the empty
1≤i∈N≤n as a word over .
word is written as . |w|=n defines the length of a word w with ||=0.
P

P

Measuring the difference between words is a common problem in various Computer Science
fields like natural language processing and there exist different measurement metrics. One
commonly used metric is the edit distance, also know as Levenshtein distance, which counts
the necessary edit operations to transform one word into the other word.
Definition 3.3 (Edit Distance). Let w=<w1 , w2 , w3 , . . . , wn >, w0 ∈ ∗ be two words over
P
an alphabet . The edit distance (also known as Levenshtein distance) ed(w, w0 ) between w and w0 is the minimal number of deletion, insertion or change operations on
P P
w required, such that w=w0 (ed : ∗ × ∗ →N). The edit distance is symmetric. Thus,
ed(w, w0 )=ed(w0 , w) always holds.
P

Let w=<a, b, c, c, d> and w0 =<b, a, c, d>. Then ed(w, w0 )=2, since there is no way to
change w into w0 with fewer edit operation. One possible sequence of edit operations
would be:
1. <a, b, c, c, d> → <a, b, a, c, d> (Change c to a).
2. <a, b, a, c, d> → <b, a, c, d> (Delete a).
Similar to the three representations used by van der Aalst et al. [18] for displaying the
state at different positions of a case, we define a set distance and multi-set distance. The
idea for the set distance is similar to the edit distance. We want to measure the number
of necessary change operations between two words, but without taking order or frequency
of the symbols in the words into account.
9
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Definition 3.4 (Set Distance). Let w=<w1 , w2 , w3 , . . . , wn >, w0 ∈ ∗ be two words over
P
P
P
an alphabet . We define s : ∗ →P( ), with s(w)={wi |∀1≤i∈N ≤ n} and s()=∅, as
P P
the set representation of a word w. We define the set distance sd : ∗ × ∗ →N between
w and w0 as sd(w, w0 )=max(|s(w)\s(w0 )|, |s(w0 )\s(w)|). This corresponds to the minimal
number of deletion, insertion or change operations on s(w) required, such that s(w)=s(w0 ).
It always holds that sd(w, w0 )=sd(w0 , w).
P

Let w=<a, b, c, c, d> and w0 =<b, a, c, d>. Then, sd(w, w0 )=0, since s(w)={a, b, c, d}=s(w0 )
already holds. In a similar way, we use the multi-set distance to measure the number of
necessary change operations between two words, while taking frequency of symbols in
words into account but not their order.
Definition 3.5 (Multi-Set Distance). Let w=<w1 , w2 , w3 , . . . , wn >, w0 ∈ ∗ be two words
P
P
P
over an alphabet . We define msw : ∗ →N over the set
to be the multi-set representation of a word w, where msw (wi )=|{k|∀1≤k∈N≤n : wk =wi }| and ms (wi )=0 for
P∗ P∗
w=. We
× →N between w and w0 as md(w, w0 )=
Xdefine the multi-set distance
Xmd :
|msw (wi0 )−msw0 (wi0 )|). This corresponds to the
max(
|msw (wi )−msw0 (wi )|,
P

wi ∈s(w)

wi0 ∈s(w0 )

minimal number of deletion, insertion or change operations required on w, such that
P
∀wi ∈ : msw (wi )=msw0 (wi ). It always holds that md(w, w0 )=md(w0 , w).
Let w=<a, b, c, c, d> and w0 =<b, a, c, d>. Then md(w, w0 )=1, since it requires one multiset edit operation to change msw into msw0 (or the other way around):
1. [a, b, c2 , d] → [a, b, c, d] (Deleting c from the multi-set).

3.3

Event Logs

In process mining, we execute all our operations on so-called event data. Event data is
collected during the execution of a process, e.g., automatically logged through an information system and later extracted for analysis. The smallest piece of information is an
event. Events can represent any step in a business process, e.g., sending an email or the
payment by a customer. They are usually enriched with further information like the time
of execution or the resource that executed the activity.
Definition 3.6 (Events [1]). An event e is a collection of attributes. In our thesis, we
assume that every event has at least a case-id, a timestamp and an activity attribute.
To group events of one process execution together, we associate events with cases.
Definition 3.7 (Cases). Let E be the set of all events. A case c is a word over E, i.e., an
ordered sequence of events. To assign events to cases, we use the case-id attribute. Every
event belongs to exactly one case c and events with the same case-id attribute belong to
the same case. Let C be a set of cases. To retrieve the position of an event ei ∈E in a case
c∈C with c=<e1 , . . . , en >, we use idx : E×C→N>0 ∪{⊥} with idx(ei , c)=i, where i is the
index of ei in c. If ei is not in c, we define idx(ei , c)=⊥
The ordering within a case is usually based on the timestamp attribute of the events.
Cases that belong to the same process are collected in an event log.
Definition 3.8 (Event Log). Let E be the set of all events and C a set of cases over E.
An event log L is a multi-set of cases over C. We use EL to notate the set of all events
10
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Table 3.1: Example event log L.
Case-ID

Case

Labeled Case

1
2
3
4
5

<e1 , e2 , e3 >
<e4 , e5 , e6 , e7 >
<e8 , e9 , e10 >
<e11 , e12 >
<e13 , e14 , e15 >

<a1 , b2 , c3 >
<a4 , c5 , c6 , d7 >
<a8 , b9 , c10 >
<a11 , c12 >
<a13 , c14 , d15 >

that appear in a case in L.
An example event log L is depicted in Table 3.1. The event log consists of five different
cases and in total 15 events. For example, case 4 is a word of the two events e11 and
e12 .
Definition 3.9 (Labeling Function). When we use events, we often only refer to them by
a label based on the activity attribute. Let E be the set of all events and A the set of all
activities of the events in E. A labeling functions l : E→A assigns a label to every event.
For simplicity, we also define the application of l to any sequence s=<e1 , . . ., en > of events
by defining l : E ∗ →A∗ as l(s)=<l(e1 ), . . . , l(en )> and l()=. We write Ll to indicate that
we use L together with the labeling function l.
If not specified otherwise, we assume that l is the default labeling function that maps
every event to the activity attribute of the event. The third column in Table 3.1 shows
the event log Ll after applying the default labeling function l to every case. The indices
next to the activity label indicate the corresponding event.
Definition 3.10 (Variant). Let L be an event log, A the set of all activities of events
in L and l : EL →A a labeling function for L. Every case c∈L belongs to a variant
vl(c) ={c0 |c0 ∈L∧l(c0 )=l(c)}. VL ={l(c)|c∈L} is set the of all variants in L.
In our example event log L from Table 3.1, case 1 and 3 belong to the same variant. In
total, we have four variants in L: VL ={<a, b, c>, <a, c, c, d>, <a, c>, <a, c, d>}.

3.4

Graphs

We define an undirected graph G as a tuple G=(V, E), where V is a finite set of vertices
and E is a set of edges. An edge is a two element set {v1 , v2 } with v1 , v2 ∈ V . We also
expand on this concept, by using multigraphs that allow multiple edges between vertices
and self-loops.
Definition 3.11 (Undirected Multigraph). An undirected multigraph G is a triple G=
(V, E, r), where V is a finite set of vertices and E is a set of edges. The function
r : E→{{v1 , v2 }|v1 , v2 ∈V } assigns the end vertices to an edge. Note that our definition
specifically allows self-loops, an edge where both end vertices are the same vertex. In
this thesis, we use {v1 , v2 } to notate an edge in E with the end vertices v1 , v2 ∈V if this
notation is unambiguous for the current graph. We use deg(v)=|{e∈E|v∈r(e)}| to notate the degree of a vertex v. Every undirected graph G0 =(V 0 , E 0 ) can be converted
to an undirected multigraph Gm =(V 0 , E 0 , r) with the trivial edge assignment function
11
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r : E 0 →{{v10 , v20 }|v10 , v20 ∈V 0 } and r(e)=e.

Figure 3.1: Multigraph G=(V, E, r) with 6 vertices. Edges are identified by the numbers
next to them.
A simple undirected multigraph G with 7 edges E={1, 2, 3, 4, 5, 6, 7} is depicted in Figure 3.1. Note that two edges between v2 and v4 exist: r(4)=r(5)={v2 , v4 }, and that v5
has a self-loop with r(6)={v5 }.
Definition 3.12 (Path). Let G=(V, E, r) be an undirected multigraph. A path is a
sequence p=<v1 , v2 , . . . , vn > of distinct vertices v1 , . . . , vn ∈V such that an edge ei ∈E
with r(ei )={vi , vi+1 } exists for all i=1, . . . , n − 1. We call v1 the start vertex and vn the
end vertex of the path p.
In Figure 3.1, <v1 , v2 , v3 > is a path between v1 and v3 , where v1 is the start vertex and
v3 the end vertex.
Definition 3.13 (Connected Components). Let G=(V, E, r) be an undirected multigraph.
The connected components CG ={C1 , . . . , Cn } of G are a partition of V such that
• for every component Ci ∈CG for every pair of vertices v1 6=v2 in Ci a path between
v1 and v2 exists, and
• if a path exists between a pair of vertices v1 , v2 ∈V , then v1 and v2 are in the same
component Ci ∈CG .
The graph from Figure 3.1 has two connected components CG ={{v1 , v2 , v3 , v4 }, {v5 , v6 }}
because v5 and v6 are only connected with each other but not with the rest of the multigraph.
Definition 3.14 (Weighted Graphs). A weighted undirected graph G is a triple G=
(V, E, w), where G=(V, E) is an undirected graph and w is a weight function w : E→R.
Similar, a weighted undirected multigraph is a quadruple G=(V, E, r, w) with a weight
function w : E→R.
A common problem graph problem is the detection of groups of nodes that are similar
with regard to a similarity metric, e.g., their connectivity. We call groups of similar nodes
clusters.
Definition 3.15 (Clustering). Let G=(V, E, r) be an undirected multigraph. A clustering
CG for G is a function CG : V →N that assigns every vertex in G to a cluster. Two vertices
v1 , v2 ∈V are in the same cluster if CG (v1 )=CG (v2 ). We define the size of a clustering CG
over a graph G as |CG |=|{CG (v)|v∈V }|.
One popular clustering method is the detection of communities in graphs. A community
is a set of vertices in a graph that are more likely to be connected to each other than to
nodes of other communities [24]. This means, that the vertices in a community have many
12
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Figure 3.2: Graph G with two communities, the red colored and blue colored nodes.
edges connecting them or edges with a high weight in a weighted graph, and only few edges
or edges with low weight to vertices that are not inside the community. We assume that
communities do not overlap. For example, in a social network that models interactions
between users, a group of friends or students from a university form a community because
they predominantly interact with each other. Community detection is a method or algorithm that finds a clustering CG on a graph G, where the clusters have the properties
of a community. Community detection does not describe a single algorithm but rather a
family of algorithm. In this thesis, we use a subgroup of community detection algorithms
that uses modularity optimization. They detect communities by iteratively optimizing the
modularity metric which measures the number of edges between vertices in a community
in relation to the expected number of edges between vertices in the community, based on
the overall connectivity of the graph.
Figure 3.2 shows a small graph G with two communities, the red nodes and the blue nodes.
The nodes within a community are densely connected and only one edge is connecting the
two communities with each other. Note that the connected component clustering method
on this graph outputs one single cluster that contains every vertex.
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Label Refinement Using Event
Similarity Graphs
In this chapter, we present our label refinement approach. We propose two approaches,
one that refines every event individually and an alternative strategy that only uses the
variants of the input event log. This alternative approach can mitigate runtime issues
on large event logs. First, we introduce the general idea of comparing events based on
control-flow context similarity and mapping events into an event similarity graph as a
global data representation of event similarity. Finally, we detect a clustering on this graph
using community detection which we translate into label refinements.

4.1

Overview

Figure 4.1: Overview of the complete algorithm.
The input of our algorithm is an event log L with imprecise labels, based on the recorded
activity attribute. We assume that the label refinement candidate has been determined in
advance, e.g., with the help of a domain expert. Next, we build an event similarity graph
(ES-graph) for the label refinement candidate to capture the similarity of all events. The
edge weights in the ES-graph represent the similarity of their control-flow context, based
on an event distance metric that compares the preceding and succeeding labels in the
execution of each event. Subsequently, we apply community detection to detect clusters
in the ES-graph. To improve the quality of the clustering, we refine our clustering by
detecting and merging redundant clusters in a post-processing step. Finally, the discovered
clusters are converted into a refined labeling function lref which can, then, be applied to
14
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the input event log.
A label refinement candidate is an activity that appears in conceptually different contexts
in different process execution. Therefore, we do not want to refine every label in an event
log, as this is time-consuming and can lead to worse process models, but only carefully
chosen label refinement candidates. In this thesis, we focused on one label refinement
candidate per event log in our experiments. Label refinement candidates can be found
by consulting a domain expert or by doing an analysis of the event data. Other papers
also propose automatic approaches for detecting label refinement candidates [2], but the
discussion and analysis of them is out of the scope of this thesis. We assume that we
already detected a label refinement candidate that we want to refine.

4.2

Constructing an Event Similarity Graph

To perform label refinements, we first map the events with a label refinement candidate
label into an ES-graph. In the ES-graph, vertices represent one or multiple events and
are connected by edges with weights based on the control-flow context similarity of the
associated events. First, we present our metric for measuring event similarity using the
control-flow context of events. Then, we provide two ES-graph construction algorithms
for a label refinement candidate, one for our event-based and one for our variants-based
approach.

4.2.1

Measuring Event Similarity

Our label refinement algorithm refines labels that appear in different control-flow contexts.
This is achieved by clustering the events that have the same label and that are preceded
and succeeded by events with similar labels. Therefore, we propose to use a control-flow
context similarity measurement between two events.

Figure 4.2: Example case c with the event context of e6 .
We reference the immediate predecessor and successor events in terms of the position
of an event in a case. We call this the context of an event and define different context
sizes.
Definition 4.1 (Event Context). Let c=<e1 , . . . , en > be a case, ei an event in that
case. We define the k-prefix as prek (ei )=<emax(1,i−k) , . . . , ei−1 > and the k-suffix of ei as
suf k (ei )=<ei+1 , . . . , emin(n,i+k) > for k∈N>0 . Note that prek (e1 )= and suf k (en )=.
Figure 4.2 shows the event context of the event e6 . For example, pre2 (e6 )=<e4 , e5 >
because the immediately preceding events are e4 and e5 .
Our event distance calculation combines the event context with the three distance metrics
edit distance, set distance and multi-set distance, as defined in Section 3.2.
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Event Distance We use these metrics to measure the similarity of two events, by comparing the preceding and succeeding events. For this, we only use the k-prefix and k-suffix
to measure the surrounding control-flow context of an event, instead of the similarity of
complete cases. This has the advantage that events are compared regardless of their position in the case and that we can compare events with the same label within cases. This is
specifically helpful for refining labels that appear in loops because the control-flow context
of the events reappears in the loop, too.
Definition 4.2 (Event Distance). Let E be a set of events, A the set of all activities in E and l : E→A a labeling function. For two events e, e0 ∈E, a distance metric
P P
dm : ∗ × ∗ →N that measures the distance of two words w, w0 and k∈N>0 , we define
the k-event distance dkdm : E×E→N of e and e0 as dkdm (e, e0 )=dm(l(prek (e)), l(prek (e0 ))) +
dm(l(suf k (e)), l(suf k (e0 ))).
As the distance metric, we use any of the three defined edit distance, set distance and
multi-set distance. Every distance metric has different trade-offs:
1. Edit distance: Measures the exact fit of preceding and succeeding events, i.e., order
and number of appearances. Therefore, it is very sensitive to small changes in the
order of events.
2. Set distance: Only measures the presence of labels, but not the order or number of
appearances.
3. Multi-set distance: Measures the appearances of labels, but not the order.
In this thesis, we solve the imprecise label problem on an event log by translating it to a
graph problem that we can solve with well-known graph algorithms. For this, we use a
graph structure, where vertices represent one or multiple events and the weighted edges
the similarity between these events. This creates a representation of the event log that
captures the similarity relationships between a large set of events.
Definition 4.3 (Event Similarity Graph). We define an event similarity graph G=(V, E, r, w)
as a weighted undirected multigraph or weighted undirected graph G=(V, E, w), where V
is a set of vertices and E a set of edges. Each vertex represents one or more events.
w : E→R≥0 is a weight function that describes the similarity of the events associated with
the two vertices connected by the edge. r : E→{{v1 , v2 }|v1 , v2 ∈V } assigns the end vertices
to each edge. If the notation is clear, we define each edge as the set of the end vertices of
the edge such that r is the trivial edge assignment function with r(e)=e.

4.2.2

Event-Based Algorithm

For the event-based approach, we use a weighted undirected graph as the ES-graph. The
ES-graph contains a vertex for every event in the input event log L that has the label
refinement candidate label rc. In this graph, we connect every event with every other
event in the graph. The weight of an edge between two events represents the similarity
between them. To calculate the similarity of two events e, e0 , we use the normalized inverse
dk (e,e0 )
k-event distance 1− dm2∗k
based on the input distance metric dm and context size k.
Connecting every event with every other event, leads to many edges with low weight, i.e.,
edges between dissimilar events. To make it easier to effectively detect clusters on the ESgraph, we propose a pruning of edges with low weight. Every edge with a weight below
16
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Figure 4.3: Building an event similarity graph from an event similarity graph. The label
refinement candidate in this example is b and we use edit distance to calculate the event
distance. The ES-graph is constructed using k=1 and the similarity threshold ts =0.2.
the similarity threshold ts ∈[0, 1] is pruned from the event similarity graph. This pruning
can be skipped by setting ts =0.
A simple example is pictured in Figure 4.3. The final ES-graph only contains one edge
d1 (b3 ,b6 )
between b3 and b11 because 1− ed2∗k
=1− 22 =0 and 0ts =0.2. Analogous, we prune the
edge between b6 and b11 . The detailed algorithm is depicted in Algorithm 1
Algorithm 1: Event Similarity Graph Construction
Input: Event log L, labeling function l : E→A, label refinement candidate rc∈A,
threshold ts ∈[0, 1], distance metric dm, context size k∈ N>0
Result: Event similarity graph E=(V, E, w) with w : E→[0, 1]
1 V ←−∅;
2 E←−∅;
3 for c∈L do
4
for e∈c do
5
if l(e)=rc then
6
V ←−V ∪{e};
7
end
8
end
9 end
10 for (v1 , v2 )∈V ×V \{(v, v)|v∈V } do
dk (v ,v )

if 1− dm2∗k1 2 ≥ts then
E←−E∪{{v1 , v2 }};

11
12
13
14
15
16

w({v1 , v2 })←−1−
end
end
return (V, E, w)

4.2.3

// Prune edges below threshold

dkdm (v1 ,v2 )
;
2∗k

Variants-Based Algorithm

We recognize that building an event similarity graph where every vertex represents one
event, can lead to runtime problems on large event logs because building the event similarity graph requires computing the event distance for each pair of vertices in the graph.
Computing the event distance with a context size k∈N>0 between two events requires
O(k) time. Let G = (V, E, w) be an event similarity graph. Calculating the similarity of
17
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(b) Variants-based ES-graph with
aggregated vertices.

(a) ES-graph based on events.

Figure 4.4: Example ES-graph from a log based on events and based on variants.
all vertices in this graph with context size k requires O(k|V |2 ) time which is quadratic in
the number of nodes in the graph. Considering that some activities can appear thousands
or millions of times in an event log, this construction can require a lot of computational
effort. In this section, we introduce an adjusted variant of our algorithm with an event
similarity graph that only scales with the variants in the event log. This leads to significantly smaller ES-graphs that require less computational effort for construction and
reduces the runtime of any subsequent algorithm applied to the ES-graph.
4.2.3.1

Redundant Vertices in Event Similarity Graphs

One disadvantage of our presented algorithm on certain inputs is the redundant calculation
of event distances for events that belong to the same variant. In this step, we introduce
an aggregation step for events that are part of cases of the same variant.
Let L be an event log with the labeling function l : E→A, E the set of all events in L and
A the set of all activities. Consider a case c∈L that contains an event e1 with a label
refinement candidate label and the respective variant vl(c) . We know that every c0 ∈vl(c)
contains a similar event e2 with the same label refinement candidate label. Because we
only use the labels of the preceding and following events for the event distance calculation,
for every corresponding e1 ∈c0 for every c0 ∈vl(c) the following holds for any distance metric
dm and context size k∈N>0 :
1. dkdm (e1 , e2 )=0.
2. dkdm (e1 , e3 )=dkdm (e2 , e3 ) for every e3 ∈E with l(e3 )=l(e1 ).
In the associated ES-graph, every event from every case of the variant is a vertex. All
these vertices from the same variant have the same edges with the same weight. A simple
example is the ES-graph in Figure 4.4a. Because the variant <s, a, b, c, t> appears three
times in the event log, the event-based graph contains three vertices b2 , b7 and b12 with
the exact same edges. They are maximally connected with each other with the maximal
similarity 1. Thus, we know that these three vertices will end up in the same cluster, and
it is unnecessary to add multiple identical vertices to the ES-graph.
Formally, these events represent an equivalence relationship based on the variants of the
event log and the position of the event within the case.
Definition 4.4 (Variants-based Equivalence Class). Let L be an event log, A the set of
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all activities that appear in L and l : EL →A the labeling function for L. We define the
equivalence relationship ∼L over EL through the equivalence classes of every e1 ∈EL :
[e1 ]∼L ={e2 ∈EL |∃c1 ∈L∃c2 ∈L : e1 ∈c1 ∧e2 ∈c2 ∧l(c1 )=l(c2 )∧idx(e1 , c1 )=idx(e2 , c2 )}. (4.1)
For example for the event log L in Figure 4.4, [e2 ]∼L ={e2 , e7 , e12 } because the variant
appears three times and [e17 ]∼L ={e17 } because the corresponding variant appears only
once.
4.2.3.2

Building a Variants-based Event Similarity Graph

To reduce the size of the graph, we aggregate the redundant vertices to one vertex per
variant equivalence class, as defined in Theorem 4.4. Because we still want to take the
frequency of variants into account, we scale the edge weights between two aggregated
vertices to the sum of edge weights between them before the aggregation. Additionally,
we add a self-loop to each aggregated vertex with a weight based on the number of vertices
before the aggregation. The ES-graph in Figure 4.4b is the result of our initial aggregation
step. The aggregated graph is much smaller compared to the ES-graph based on all events
depicted in Figure 4.4a. The detailed construction algorithm is outlined with pseudocode
in Algorithm 2.
Note that while this manual aggregation can reduce the size of the graph massively, it
also introduces additional computations at the start of the algorithm (e.g., calculating the
variants). For an event log L, the construction complexity is O(|L|+k|V 0 | ∗ 2), where k is
the chosen context size and V 0 is the number of vertices in the ES-graph. The algorithm is
still quadratic in the number of vertices and requires an additional step linear in the size
of the event log to compute the variants. But the number of vertices |V 0 | is much smaller
than for our event-based algorithm because it scales with the number of variants instead
of the number of cases.
A simpler, alternative approach based on variants is an event similarity graph with the
same aggregated vertices based on variants without incorporating the frequencies of variants for the edge weight calculation. However, this results in a loss of the frequency information during the cluster detection which is otherwise represented in the graph through
the number of vertices. This leads to different clustering results because clustering methods take the number of vertices and edges into account.

4.3

Discovering Label Refinements in an Event Similarity
Graph

In this section, we present our approach for finding clusters in an event similarity graph
and using them as label refinements. For this, we propose using a modularity optimization
community detection algorithm, the Leiden algorithm [25]. We also show why our variantsbased event similarity graph leads to results with equal quality and how the structure of
the graph matches the aggregation step of community detection algorithms. Finally, we
suggest a post-processing of the detected clustering, before translating them into a refined
labeling function.
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Algorithm 2: Building an Event Similarity Graph for a Label Refinement Candidate based on Variants
Input: Event log L, labeling function l : E→A, label refinement candidate rc∈A,
threshold ts ∈[0, 1], distance metric dm, context size k∈ N>0
Result: Event similarity graph E=(V, E, r, w) with w : E→R≥0 and the default
edge assignment function r : E→{{v1 , v2 }|v1 , v2 ∈V }
1 V ←−∅;
2 E←−∅;
3 for c∈L do
4
for e∈c do
5
if l(e)=rc then
6
V ←−V ∪{[e]∼L };
7
end
8
end
9 end
10 for ([v]∼L , [v 0 ]∼L )∈V ×V do
dk (v,v 0 )

if 1− dm2∗k ≥ts then
E←−E∪{{[v]∼L , [v 0 ]∼L }};
if [v]∼L =[v 0 ]∼L then

11
12
13

end
else

15
16

19

21

∗ (|[v]∼L | − 1) ∗ 2;
// Edge between two variants

dk (v,v 0 )
w({[v]∼L , [v 0 ]∼L })←−(1− dm2∗k )

17

20

// Self-loop

dk (v,v 0 )
w({[v]∼L , [v 0 ]∼L })←−(1− dm2∗k )

14

18

// Prune edges below threshold

∗ |[v]∼L | ∗ |[v 0 ]∼L |;

end
end
end
return (V, E, r, w)

4.3.1

Clustering Method

To detect the clustering which we use for label refinements, we apply a graph clustering
algorithm to the graph. Many methods exist for finding clusters in an undirected graph.
For example, the approach by Lu et al. [2] uses connected components to refine event
labels. However, experiments with the same approach but with a different clustering
method showed that community detection leads to better results [3]. Applying connected
components to our event similarity graph and only tuning the threshold ts means that we
do not use the calculated event similarities (edge weights) to its full extend. We only use
the binary information whether the distance is above or below the threshold, although our
similarity metrics offers more information. As outlined by Langenberg [3], this can lead to
problems like a large cluster that contains multiple clusters connected by a bridge, which
can be solved by using community detection instead.
Therefore, we also propose to use community detection to discover the clustering, because
we expect that our event similarity graph has community like structures: Events that have
a similar control-flow context are densely connected with high weight edges, because they
have a very high event similarity. Events that have a dissimilar control-flow context, are
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not connected or only connected by edges with low weight, because they have a low event
similarity. This is similar to the properties of communities, as described in Section 3.4. To
take advantage of our similarity information, we propose applying a community detection
algorithm that can deal with edge weights. A very popular community detection algorithm
for this problem is the Louvain method [26], which is a modularity optimization community
detection method and also used by Langenberg [3]. But the Louvain method has a defect
and can lead to disconnected communities, which has been shown recently by Traag et
al. [25]. This is why we are using their proposed Leiden algorithm, which improves the
Louvain algorithm by finding better communities with a faster runtime than the Louvain
method.

4.3.2

Manual Aggregation for Events From the Same Variant

In this section, we show that events from cases from the same variant will belong to
the same cluster, after applying the Leiden algorithm. Furthermore, we show that the
vertex aggregation of our variants-based approach is similar to the aggregation step from
community detection methods between different iterations.
To find the clustering, we use the Leiden algorithm which is a modularity optimization
community detection algorithm [27]. The algorithm tries to optimize the modularity metric
which is used to evaluate the quality of a partition of a graph into communities. It measures
for each community how densely the nodes within a community are connected, compared
to the expected connectivity within the community based on the overall connectivity of the
graph, i.e., compared to the expected connectivity of a randomly chosen community.
Definition 4.5 (Modularity [25, 28]). Let G=(V, E, r, w) be a weighted undirected multigraph, CG a set of communities found on G, m the total number of edges in G, Kc the
sum of the weighted degrees of all vertices in a community c and ec the weighted sum of
all edges between vertices in a community c. Modularity is defined as:
1 X
H=
2m c∈C

G

!

K2
ec − c .
2m

(4.2)

The modularity metric is used to evaluate the quality of discovered communities and
iteratively optimized in the Leiden algorithm. A high modularity means that vertices in a
community have mostly edges to vertices within the community and few edges to vertices
in other communities. Therefore, we know that in an event similarity graph from our
event-based approach, events from cases from the same variant are optimally clustered
within the same cluster. They are connected to each other by edges with a high weight
and only have edges with an equally high or lower weight to other vertices. Note that the
modularity metric accounts for the frequency of variants in an event similarity graph by
summing up the edge weights of all vertices in a community to assess the quality. A variant
that appears 100 times would correspond to 100 vertices in our original event similarity
graph and if they are partitioned into the same community, all of their edges are included
into the modularity calculation.
To discover optimal modularity, the Leiden algorithm finds communities in multiple steps
which are iteratively repeated. At the end of each iteration an aggregation of vertices based
on the partition found in the current iteration is applied. The Leiden algorithm, among
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other improvements, has a more complex aggregation step compared to the Louvain algorithm to allow multiple aggregated vertices in the aggregation step for one community [25].
In contrast, the Louvain algorithm simply merges all vertices from one community to a
single vertex [26]. An example of the aggregation step in the Louvain algorithm is depicted
in Figure 4.5. The aggregated vertices receive a new self-loop edge with the summed up
weights of all edge within the community before the aggregation multiplied by two. The
multiplication is necessary because every edge counts twice in the modularity calculation,
once for each end vertex. Additionally, the edges between two aggregated vertices are
scaled to the sum of edge weights between them before the aggregation. This aggregation
is similar to the aggregation we apply based on variants in a pre-processing step for our
variants-based approach.

Figure 4.5: Example Louvain algorithm iteration. In the first phase of an iteration,
the Louvain algorithm finds communities based through modularity optimization. The
found communities from this optimization are then aggregated into one single node. This
updated graph serves as the input for the next iteration [26]. Note that we left out weights
for edges with weight one.
In theory, this aggregation can lead to worse results than the aggregation from the Leiden
algorithm because we might want to split up the aggregated vertices again in a later step.
However, in our pre-processing step, we already know that events originating from cases
from the same variant will end up in the same community. Thus, we can safely assume
that we never want to move vertices from the same variant to different communities and
that an aggregation of vertices based on the Louvain method aggregation is unproblematic. Therefore, we can assume that applying the Leiden algorithm to our variants-based
event similarity graph will result in similar community partitions as applying it to our
event-based event similarity graph, since our aggregation of vertices based on variants
corresponds to giving the Leiden algorithm an initial clustering of the event-based ESgraph.

4.3.3

Post-processing Step

After detecting the clusters, we introduce a final post-processing step for both of our
proposed approaches to merge similar clusters. During our experiments, we noticed that
detected clusterings sometimes contain redundant clusters. For example, the community
detection algorithm can split events with similar control-flow prefixes into two different
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(a) Original petri net without post-processing.

(b) Petri net after merging the redundant clusters.

(c) Original BPMN model based on the refined event log.

(d) BPMN model after merging the redundant clusters.

Figure 4.6: Example merging of redundant clusters in the post-processing step.

clusters, if they have a dissimilar control-flow suffix and the event is followed by many
concurrent labels. This can result in process models with a redundant choice between two
refined labels, as depicted in the example in Figure 4.6. The petri net in Figure 4.6a is
the result from the initial label refinement with two clusters. A1 and A2 have the same
preceding and succeeding places, so the label refinement does not add any information to
the model. In our post-processing step, we detect these redundant transitions and merge
them into one label refinement. The result is the petri net in Figure 4.6b which remains
behavioral equivalent to the initial petri net. The post-processing can also be applied to
other process representation formats, e.g., to models in the Business Process Model and
Notation (BPMN) format as depicted in Figure 4.6c and Figure 4.6d or to process trees.
A similar post-processing step is used in other label refinement algorithms [2, 3].
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4.3.4

Transforming a Clustering Into Label Refinements

Lastly, we transform our discovered clustering into the label refinement. In this section,
we introduce our definition of the refined labeling function lref for an event log L for the
event-based approach and for the variants-based approach.
4.3.4.1

Event-based Approach

Our refined labeling function maps every event with a label refinement candidate label
to a new label based on the assigned cluster during the clustering phase. Let L be the
event log we want to refine with A being the set of all activities in L, l : EL →A being the
original labeling function, rc being a label refinement candidate and Crc being the found
clustering for rc on an ES-graph from our event-based approach. We define the refined
labeling function lref : EL →A∪{rcCrc (e) |e∈EL ∧l(e)=rc} as follows:
(

lref (e)=

rcCrc (e)
l(e)

if l(e)=rc
otherwise

lref is a label refinement for the event log L.
4.3.4.2

Variants-based Approach

Let L be the event log we want to refine with A being the set of all activities in L, l : EL →A
being the original labeling function, rc being a label refinement candidate and Crc being
the found clustering for rc on an ES-graph from our variants-based approach. We define
the refined labeling function lref : EL →A∪{rcCrc ([e]∼L ) |e∈EL ∧l(e)=rc} as follows:
(

lref (e)=

rcCrc ([e]∼L )

if l(e)=rc

l(e)

otherwise
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Evaluation
In this section, we present a quantitative analysis of our algorithms on a set of artificial
event logs and a qualitative analysis on a real life event log. To show that our approach
is able to discover higher quality models, we evaluate our models in terms of fitness,
precision and simplicity. Additionally, we use the adjusted Rand index to demonstrate
that our approach is able to correctly rediscover the original labels from artificial event
logs. First, we analyze the impact of the input parameters for our approach on the detected
label refinement and on the quality of the output process models. Then, we compare our
proposed approaches to other state-of-the-art label splitting algorithms and show that our
approach is able to consistently discover higher quality models. Finally, we apply our
algorithm to a real life event log and present behavior visible through label refinement
that is not visible in mined models from the unrefined event log.
Competing Algorithms As mentioned in Chapter 1 and Chapter 2, there is mainly one
other state-of-the-art approach by Lu et al. [2] that introduces a pre-processing step to discover a refined event log that can be used in combination with any other process discovery
technique. This work was continued by Langenberg [3], who showed that using community
detection instead of connected components to discover label refinements, leads to more
accurate label refinements. Thus, we compare both our approaches, the event-based approach and the variants-based approach, to the originally proposed approach by Lu et al.
and the modified approach, where clusters are found by using community detection instead
of connected components. For both approaches, we also apply the post-processing we use
in our approaches to merge redundant clusters, to improve the comparability to our approach. We refer to the competing approaches as the mapping approach with community
detection (CD) or connected components (CC).
Implementation Our approach is implemented in Python using the Process Mining for
Python (PM4PY) framework [29]. For our comparison to the algorithm presented by Lu
et al. [2], we used the implementation1 of Langenberg [3] as a reference and adjusted it for
our experiments. Our implementation uses the process models discovered by the inductive
miner [4] to merge clusters in the post-processing step described in Subsection 4.3.3. The
implementation of our approach and experiment results are available on GitHub2 .
1
2

https://github.com/moritzlangenberg/Label-Refinement
https://github.com/jonas-tai/python-label-refinement
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5.1

Quality Criteria

To measure the quality of our discovered label refinement, we analyze the quality of the
model that we mine from an event log with the refined labeling function. The quality of a
mined process model is measured in different dimensions. In our evaluation, we consider
the precision of a model, i.e., how much behavior that is allowed by the model is also
represented in the event log, the fitness of a model, i.e., is it possible to replay the traces
the underlying event log on the model, and the simplicity of a model, i.e., does the mined
process model contain overly complex structures.
Because we, as well as the approach of Lu et al. [2], use clustering on a graph to determine
the label refinement, we can utilize cluster comparison metrics to evaluate the found
clusters. For our artificially generated logs we also know the original ground truth label
that every event should have based on the model the event log was generated from. Our
goal is to rediscover the ground truth label assignment with our label refinement algorithm.
As a benchmark, we derive a ground truth clustering which maps every event with the
same original label to a cluster. To measure the quality of our detected clustering, we
compare it to this benchmark clustering, using the Rand index.
Definition 5.1 (Rand Index [30]). Let G = (V, E) be a graph with n nodes, P a clustering
of V into r clusters and Q a clustering of V into s clusters. We use
• T P to notate the number of pairs of nodes in V that are in the same cluster in P
and in the same cluster in Q,
• T N to notate the number of pairs of nodes in V that are in different clusters in P
and in different clusters in Q,
• F P to notate the number of pairs of nodes in V that are in the same cluster in P
and in different clusters in Q,
• F N to notate the number of pairs of nodes in V that are in different clusters in P
and in the same cluster in Q.
The Rand index RI(P, Q) of P and Q is:
RI(P, Q) =

TP + TN
.
TP + FP + FN + TN

(5.1)

Basically, the Rand index measures for how many node pairs the two clusterings agree
compared to the overall number of node pairs. Two clusterings are considered similar,
if they agree on the majority of node pairs. In the optimal case P =Q, we have F P =0
and F N =0 and, subsequently, RI(P, Q)=1. A weakness of the Rand index is that it is
not corrected for chance: We expect some agreement if we generate two random clusters
for a graph. To address this issue, we use the adjusted Rand index (ARI ) as proposed
by Hubert et al. [31], which is the corrected-for-chance version of the Rand index. To
correct for chance, we subtract the number of expected agreements between two randomly
generated clusterings from the numerator and denominator in the Rand index calculation.
The maximum ARI for two equivalent clusterings is 1, similar to the Rand index. Note
that the ARI can yield negative values if the compared clusterings have fewer overlaps
than expected. In our evaluation, we measure the similarity of our found cluster and the
ground truth cluster with the ARI and use it as another metric to compare the performance
26

Chapter 5. Evaluation

of different label refinement algorithms. We expect a better label refinement algorithm
to be able to discover the ground truth clustering more accurately and therefore yield a
better ARI. Because the ARI takes the number of clusters into account, it also punishes
excessive label refinement. However, a high ARI does not necessarily mean that we found
the perfect label refinement and vice versa a low ARI does not necessarily indicate a low
quality label refinement. For example, depending on the choice of imprecise labels in the
original model, there might exist a better label refinement, e.g., a label refinement that
merges two original labels together. Nevertheless, for most models this will not be the case,
and we can use the ARI as another indicator for the quality of our label refinement.

5.2

Quantitative Evaluation

In this section, we evaluate our approach on a set of artificial event logs. First, we introduce
the artificial event logs we use and our experimental setup. Finally, we present our obtained
results from applying our algorithm and other state-of-the-art label refinement algorithms
with different parameter configurations to the artificial event logs.

5.2.1

Experimental Setup

The experiments are conducted using a set of 270 artificial event logs. The event logs
stem from the data set3 that Lu et al. [2] used for their evaluation. The data sets were
generated as follows: First, a random process tree model is generated with n∈{10, 15, 20}
tasks. This is the ground truth model, i.e., the model we want to rediscover with the
label refinement. From this model, an artificial log with 1000 cases is generated. Then, k
random tasks in this model are chosen that get assigned the same imprecise label in the
generated log. This is the imprecise label in the artificial event log that we try to refine.
The data set distinguishes between models, where we choose an imprecise label inside a
loop, and process models, where no imprecise label appears inside a loop in the ground
truth model. A good label refinement algorithm should be able to rediscover the original
labels in the ground truth model which corresponds to a model with higher precision
and an ARI of around 1, when comparing the discovered label refinement clustering to the
ground truth clustering. The random assignment of imprecise labels can lead to unrealistic
ground truth models, which is why we filter these assignments out. We discuss this issue
further in Section 5.4.
Due to the high computational costs of all methods involved, we ran all our experiments
with 500 cases instead of the full 1000 cases of the artificial event logs. Table 5.1 depicts
our choice of algorithms and the parameter space we use for running experiments on the
artificial event logs.
For our novel label refinement technique based on the context of events, we apply the
label refinement with different parameters for the similarity threshold ts , context size k
and distance metric dm. Every event log is refined with every combination of parameter
configurations depicted in Table 5.1. This enables us to compare the algorithm performance with different parameter configurations. For the variants-based approach of our
label refinement algorithm, where we create vertices based on variants in the event log,
we, additionally, test the influence of using the frequency information in our edge weight
3

https://dx.doi.org/10.4121/uuid:ea90c4be-64b6-4f4b-b27c-10ede28da6b6
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Table 5.1: Algorithms and parameters used for the evaluation on the artificial event logs.
Algorithm

Variant

Parameters

Label refinement
based on the
context of events

Event-based

Similarity threshold ts ={0, 0.1, . . . , 0.9, 1}
Context size k={1, 2, 3, 4, 5}
Distance metric dm={edit distance,
set distance,
multi-set distance}
Variants-based only:
Use frequency bf ={true, false}

Variants-based
Label refinement
based on case
mapping

Connected Components

Unfolding threshold tu ={0, 0.1, . . . , 0.9, 1}
Variant threshold tv ={0, 0.1, . . . , 0.9, 1}

Community Detection

calculation, as presented in Chapter 4, compared to simply using the similarity without
taking the frequency of variants into account.
For the label refinement technique based on mapping cases proposed by Lu et al. [2], we
also evaluate the label refinement with different parameter configurations. Their algorithm
has two input parameters, the unfolding threshold tu and the variant threshold tv . The
algorithm uses the unfolding threshold tu to determine if two events with the same label
in one case should get the same label or different labels, i.e., if they are part of a loop or
not. The variant threshold tv is used for pruning edges in the graph structure that the
algorithm creates to compare case mappings. All edges with a weight above this threshold
are pruned from the graph.
After we applied the label refinement algorithm, we use the inductive miner [4] without
noise threshold to mine a process model. We, then, analyze the quality of this model
compared to the ground truth process model. Because the event logs are generated from
a ground truth model and do not contain noise, we do not evaluate the performance with
different noise thresholds for the inductive miner. The inductive miner without noise
threshold also guarantees perfect fitness, which is why we do not need to evaluate the
fitness of the mined process models.

5.2.2

Results

In this section, we present the results of our evaluation on 270 artificial event logs. First,
we analyze the impact of different parameter configuration on the quality of the detected
label refinement. After that, we compare how our two proposed algorithm perform compared to other state-of-the-art label refinement algorithms on the data sets, with respect
to precision, simplicity and ARI. We depict the average performance with different configurations and the performance of the best configurations.
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(a) Threshold influence on the average ARI of
the variants-based approach.

(b) Threshold influence on the average ARI of
the event-based approach.

(c) Threshold influence on the average precision of the variants-based approach.

(d) Threshold influence on the average precision of the event-based approach.

Figure 5.1: Influence of the similarity threshold parameter ts .
5.2.2.1

Influence of Parameters

In this section, we analyze the impact of the different parameters on the quality of the
label refinement. We recall that our algorithm has three different input parameters: the
similarity threshold ts , the context size k and the distance metric dm. Additionally, we test
the impact of using the frequency of variants for the weight calculations in the variantsbased approach, as presented in Section 4. To test the overall impact, we evaluate the
average precision and ARI for each parameter for each value in the chosen parameter
space. For reference, we also show the precision of the unrefined event log in the precision
comparison graphs.
Similarity Threshold ts A high similarity threshold corresponds to refining everything
that has not the exact same control-flow context which leads to excessive label refinement
on event logs where the imprecise label appears in multiple different contexts. We expect
that this leads to process models with high precision but an overall lower ARI because of
the high number of clusters. Overall, we do not expect that our algorithm has a perfect
parameter configuration because the optimal threshold can be different for every event log,
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depending on the other parameter settings as well as the structure of the event log.
Figure 5.1 shows the influence of the similarity threshold parameter ts on the precision
and ARI of the discovered models. The similarity threshold is used during the ES-graph
creation to prune edges with a lower weight than the threshold. In Figure 5.1b and
Figure 5.1a, we notice that the average ARI goes down if we use a threshold of 0.6 or
higher. For lower thresholds we cannot see a significant difference. At the same time,
we observe the opposite effect for the precision of the refined models. We see a slightly
increased average precision and compacter box plots for higher similarity thresholds.
We cannot find a universal similarity threshold that can be applied for every event log.
Different thresholds perform best on different event log. This is expected, because the
optimal threshold depends on other parameters and event log characteristics, for example,
how similar the contexts of the events are that we want to refine. However, the similarity
threshold has a large influence, especially on the ARI. The ARI lowers for higher thresholds, but the average precision slightly increases. This can be explained by the properties
of the precision and ARI metric. While the ARI lowers with excessive label refinements
compared to the ground truth model, the precision benefits from excessive label refinements. This can lead to process models that contain one path for every variant. These
process model have a high precision, but the process model also becomes overly complicated and very specific for the input event data. We run into the problem of overfitting
on input the event data. As expected, we see similar results for our event-based and
variants-based approach.
Context Size k and Distance Metric dm We expect that the optimal distance metric
and context size depends on the structure of the event log and the position of the imprecise
labels. As mentioned in Chapter 4, the different distance metrics take different properties
into account. We presume similar properties for the context size k. For an event log,
where the imprecise labels appear in a short loop, a small context size might be required
whereas an event log with parallel activities before and after events with the imprecise
label, works best with the set or multi-set distance metric.
Figure 5.2 and Figure 5.3 depict the influence of the context size parameter and distance
metric parameter on the ARI of the discovered clusterings and the precision of the mined
process models. In the graphs, we see that the overall average performance of all parameters is very similar. We can only see a trend that a large context size k=5 seems
to perform worse and especially a very small context size k=1 leads to worse results on
average compared to a context size k∈{2, 3, 4} for all graphs in Figure 5.2. As depicted in
Figure 5.3, we cannot see any significant difference between the performance of the three
distance metrics.
We can confirm our hypothesis that our algorithm has no optimal distance metric and
context size because the performance of the parameters is dependent on the structure of
the event log. The trend that a very small context size of k=1 performs worse than larger
context sizes most likely stems from the high susceptibility to slightly different contexts of
events, e.g., caused by loops or parallel structures. The slight drop off for k=5 hints that
the context size can be too large. On our comparatively small models with 10–20 tasks
the surrounding event context probably gets too variable, and we start running into the
same problems Lu et al. [2] faced when mapping complete process executions. For which
k this drop off starts probably depends on the size of the process model.
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(a) Context size influence on the average ARI
of the variants-based approach.

(b) Context size influence on the average ARI
of the event-based approach.

(c) Context size influence on the average precision of the variants-based approach.

(d) Context size influence on the average precision of the event-based approach.

Figure 5.2: Influence of the context size parameter k.

Usage of Frequency for Weight Calculation Lastly, we analyze the impact of using the frequency of variants in the weight calculation of the variants-based approach.
We expect that the variants-based approach performs better if we use the frequency of
variants.
Figure 5.4 shows the average precision and ARI of the variants-based approach with and
without using the frequency for the weight calculation. The differences between using
frequency and not using the frequency are very small in our depicted graphs, and the
parameter does not seem to have a large influence.
Overall, the impact of using the frequency is barely noticeable on the artificial event logs,
and we cannot see an improvement from using the frequency in the weight calculation.
However, we have to consider that the artificial event logs are randomly generated. Therefore, the frequency of variants offers much less information compared to a real life event
log.
31

Chapter 5. Evaluation

(a) Distance metric influence on the average
ARI of the variants-based approach.

(b) Distance metric influence on the average
ARI of the event-based approach.

(c) Distance metric influence on the average
precision of the variants-based approach.

(d) Distance metric influence on the average
precision of the event-based approach.

Figure 5.3: Influence of the distance metric parameter dm.
5.2.2.2

Label Refinement Algorithm Comparison

In this section, we present the results of our evaluation on 270 artificial event logs. We
show how the different label refinement algorithms perform on the data sets on average
with respect to precision, simplicity and ARI. We depict the average performance with
different configurations and the performance of the best configuration for each evaluated
event logs.
We expect that the precision, ARI and simplicity of the mined models on the refined event
logs of our novel approach is higher, compared to the models mined from the event logs
refined with the technique proposed by Lu et al. [2]. In particular, we expect that our
approach is able to rediscover the original labeling for most artificial event logs. This
should be reflected by a high ARI and a precision equal to the precision of the ground
truth model. Overall, we expect our event-based and variants-based approach to perform
equally well because of their similar design. In comparison to the mapping-based approach
by Lu et al. [2], we expect a clear performance improvement by applying our algorithm,
both compared to the original approach, and compared to the improved version that uses
community detection.
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(a) Frequency parameter influence on the average ARI.

(b) Frequency parameter influence on the average precision.

Figure 5.4: Influence of using the frequency of variants in weight calculation.

(a) Average precision over all evaluated artificial logs.

(b) Maximal precision for every evaluated artificial log.

Figure 5.5: Precision evaluation on the artificial event logs.
5.2.2.3

Precision Evaluation

In this section, we evaluate the precision of the process models mined from the refined
event log. We expect that the label refinement leads to a process models with a higher
precision. Figure 5.5 shows the boxplots of the precision of each label refinement algorithm
over all parameter configurations and the boxplots of the maximal precision found for each
event log. For reference, we also depict the boxplots of the average precision of the process
models mined from the unrefined imprecise event log and mined from the ground truth
event log with the original labels.
We observe that the boxplots of our proposed approach are very similar and have a significantly higher median than the boxplots of the mapping-based approaches from Lu et
al. [2]. Interestingly, the mapping-based approach has a lower average precision for community detection compared to using connected components, as depicted in Figure 5.5a,
but a higher average maximal precision per process model with community detection, as
we can see in Figure 5.5b. The boxplots are also more compact, meaning that our ap33
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(a) Average ARI score over all evaluated artificial logs.

(b) Maximal ARI score for every evaluated artificial log.

Figure 5.6: ARI evaluation on the artificial event logs.

proach is more consistent in finding label refinements that lead to good process models.
In particular, we are able to find a process model with a precision of 0.9 or higher for a
majority of the artificial event logs tested. This is a clear improvement from the process
models mined from the unrefined event logs and also from the process models mined from
competing algorithms. In total, we were able to increase the precision of the process models to 0.916 with our event-based approach and to 0.922 with our variants-based approach,
compared to an average precision of 0.57 for the unrefined event logs and an average precision of 0.936 for the ground truth models with the original labels. In comparison, the
mapping-based approach from Lu et al. [2] with community detection is able to increase
the precision of the same models to 0.783 on average. This is an increase of about 17.7%
with our variants-based approach compared to the state-of-the-art algorithms.
We can conclude that our approach is able to discover label refinements that lead to
process models with a considerably higher precision than process models mined from the
unrefined event log and from existing label refinement techniques. For most event logs, we
are even able to find process models with a precisions similar to the ground truth process
models.
5.2.2.4

ARI Evaluation

In this section, we evaluate the ARI of our detected clusterings. As mentioned in Section 5.1, this score measures how similar two clusters are. If the ARI is 1 or very close to
1, we know that we successfully rediscovered the ground truth model.
Figure 5.6 depicts the average ARI for every algorithm and the maximal ARI found for
every event log for every algorithm. We can see that both of our presented approaches
perform similarly well. The are both able to discover a label refinement with an ARI of
1 for more than 50% of all tested event logs. This is a significant improvement compared
to both variants of the approach from Lu et al. [2], with connected components and with
community detection. On average, our variants-based algorithm is able to find a label
refinement for each event log that has an about 34.3% higher ARI compared to the best
ARI found by the approach of Lu et al. [2] with connected components, and an about
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(a) Average Simplicity over all evaluated artificial logs.

(b) Maximal simplicity for every evaluated artificial log.

Figure 5.7: Simplicity evaluation on the artificial event logs.
22.6% higher ARI than the approach with community detection. This also confirms that
our label refinement approach is not excessively refining labels, as this would result in a
low ARI.
Therefore, we can conclude that our approach discovers label refinements that are more
similar to the ground truth labels compared to existing approaches, as expected. Our
approaches are able to completely rediscover the ground truth clustering for the majority
of the artificial event logs.
5.2.2.5

Simplicity Evaluation

In this section, we evaluate if the label refinement leads to process models with a greater
simplicity. We use the simplicity metric implemented in PM4PY [29] which is based on
the inverse arc degree of the petri net. We expect that the label refinements leads to
simpler models with less complex structures like loops.
Again, we depicted the boxplots of the simplicity over all configurations for the different
algorithms and boxplots for the maximal simplicity found for each event log (Figure 5.7).
For reference, we also include the simplicity of the process models discovered from the
ground truth event logs and from the process models mined from the unrefined event
log. Although we can observe an increase in simplicity on average in Figure 5.7a, compared to other label refinement algorithms, the increase is lower compared to the other
metrics. For the maximal simplicity found on each event log we observe that the boxplots of our proposed approaches are almost similar to the boxplot of the ground truth
model. Interestingly, the approach by Lu et al. [2] leads to simpler process models on
average using connected components instead of community detection. However, if we look
at the maximum simplicity in Figure 5.7b, community detection outperforms connected
components.
We are able to find an increase in simplicity from our label refinement approach compared
to the unrefined event log, although the improvements are lower compared to our other
findings. However, we note that the simplicity measurement is only based on the average
degree of places and transitions. While this is an indicator, there are other criteria like
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less parallel activities and loops that are not necessarily reflected through this metric.
Additionally, a maximal simplicity might have a lower precision as a trade-off. Therefore,
we cannot assume that we want to use the model with the maximal simplicity.

5.3

Qualitative Analysis on a Real Life Event Log

In this section we present the evaluation of our approach on a real life road traffic event
log [32]. The event log is publicly available4 . First, we present our experimental setup
and give an introduction to the used real life event log. Then, we present our results of
applying our label refinement approach to the event log.

5.3.1

Experimental Setup

We applied our label refinement approach to a real life event log which contains the handling of over 150.000 road traffic fines [32]. The event log was taken from the information
system of the Italian police. A process execution always starts with the creation of a fine.
After that, a fine notification can be sent to the offender, the offender can try to appeal
to a judge and a penalty for not paying the fine in within 180 days can be added. The
process ends by full payment from the offender, by a successful appeal to a judge and /
or the prefecture or if the offender does not pay the fine the case is handed over to credit
collection. The offender can pay the fine at multiple points in the process. Therefore, the
payment can appear in different contexts in the event log which makes it an interesting label refinement candidate for our label refinement approach. A more detailed introduction
to the event log can be found in [32].
In contrast to the artificial event logs, we do not have a ground truth label refinement
which we aim to discover through label refinement. Therefore, we cannot use the ARI
metric that we used before. However, Mannhardt et al. [32] present a manually created
process model with the help of domain knowledge which we can use as a comparison
point. Although metrics like precision and fitness offer a good reference to the quality of
the model, optimizing them is not the goal of our qualitative analysis. We want to show
that we can find a process model, that is better at representing the underlying process,
compared to a process model mined from the unrefined event log, and contains behavior
not visible without label refinement. Similar to the evaluation on the artificial event log,
we apply our label refinement approach with different configurations. We use the same
parameter space for the similarity threshold ts , distance metric dm and context size k
as for the artificial event logs (depicted in Table 5.1). Additionally, we are also testing
different noise threshold parameters for the inductive miner because the event log contains
noise, which was not a problem in the artificial event logs. For computational reasons, we
did all our experiments on the complete event log with our variants-based approach. It
was infeasible to apply our event-based approach to the whole event log on a big parameter
space, and we demonstrated in the previous sections that they lead to results of similar
quality. We were also unable to apply the approach from Lu et al. [2] to the complete
event log because of the computational complexity on large event logs.
4

https://data.4tu.nl/articles/dataset/Road_Traffic_Fine_Management_Process/12683249
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Table 5.2: Average precision, fitness and F1 -score of the refined event log compared to the
unrefined event log with the inductive miner noise thresholds {0, 0.05, . . ., 0.35, 0.4}.
Noise
Threshold

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

Refined
Event Log

Precision
Fitness
F1 -score

0.642
1.0
0.78

0.743
0.999
0.851

0.691
0.996
0.813

0.715
0.995
0.831

0.704
0.979
0.817

0.759
0.944
0.839

0.76
0.935
0.836

0.781
0.821
0.797

0.836
0.801
0.814

Unrefined
Event Log

Precision
Fitness
F1 -score

0.696
1.0
0.821

0.7
1.0
0.823

0.564
0.994
0.72

0.601
0.998
0.75

0.601
0.998
0.75

0.636
0.947
0.76

0.64
0.923
0.756

0.783
0.845
0.813

0.793
0.845
0.818

5.3.2

Results

In this section, we evaluate our approach on the real life road traffic fines event log.
First, we provide an overview of the average quality metrics of the process model after
performing the label refinement. Secondly, we conduct a qualitative analysis of a process
model discovered after performing our label refinement compared to the unrefined event
log process model and to the manually created process model [32].

5.3.2.1

Quantitative Results

In this section, we give an overview over the average precision, fitness and F1 -score metrics after applying our label refinement algorithm and mining a process model with the
inductive miner [4] with different noise thresholds. The F1 -score is the harmonic man beitness·precision
tween precision and fitness which is defined as 2· ffitness+precision
. It offers a way to mediate
between precision and fitness. Applying our variants-based approach to the whole event
log took around seven minutes per configuration, which includes mining a process model
from every label refinement and calculating the different quality metrics.
We expect to see an increased precision for the process models after performing the label
refinement because the process model can represent the Payment task less generalized. At
the same time, we expect to see a trade-off between precision and fitness.
Table 5.2 show the average precision, fitness and F1 -score for the process models mined
by the inductive miner after performing the label refinement with various parameter configurations, compared to the same metrics on the process model mined from the unrefined
event log. We observe that the precision with label refinement is increased compared to
the unrefined event log but that the fitness of the unrefined event log is slightly higher.
The combined indicator for both, F1 -score, is overall increased for most noise thresholds.
Only for a noise threshold of 0 and a high noise threshold of 0.35 and 0.4 is the F1 -score
for the unrefined event log higher.
We can confirm our hypothesis that the label refinement leads to process models with a
higher precision, although this seems to come at the cost of a lower fitness. But overall, the
F1 -score is still increased for most noise thresholds if we perform label refinement.
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5.3.2.2

Qualitative Results

In this section, we analyze a process model discovered from the event log after performing
the label refinement and compare it to the unrefined event log and the manually created
process model. The manually created process model for the road traffic fines process with
the help of domain knowledge and information on traffic regulations from Mannhardt et
al. [32] can be found in Appendix A, Figure A.1.
We expect that our label refinement leads to a process model that is better at representing
the different points in the process where the offender can make a payment and that it,
therefore, has a higher precision.

Figure 5.8: Process model discovered by the inductive miner with a noise threshold of 0.2
from the unrefined event log.
Figure 5.8 (see also Appendix A, Figure A.2) shows the process model mined from the
unrefined event log by the inductive miner with a noise threshold of 0.2. It contains one
Payment activity at the end of the process in a group of parallel activities. We notice,
that the model has a large parallel structure which allows executing most activities in
an arbitrary order. The model has a precision of about 0.601 and a fitness of about
0.998.

Figure 5.9: Process model discovered by the inductive miner with a noise threshold of
0.2 from the refined event log with the set distance, a context size of 2 and a similarity
threshold of 0.5.
Figure 5.9 (see also Appendix A, Figure A.3) depicts a process model we mined with the
inductive miner and a noise threshold of 0.2 after performing the label refinement. For
this label refinement, we used the set distance, the similarity threshold ts =0.5 and the
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context size k=2. The process model has a precision of about 0.802 and a fitness of about
0.999. We notice, that we have four Payment activity tasks in this model and not one
large parallel structure but multiple parallel structures. Although the model still contains
many silent transitions, it is more sequential and we can see four decision points where the
offender can make a payment. These decision points correspond to the points in Figure A.1
where an offender can make a payment. For 30% of the cases the process ends after two
activities, Create Fine and Payment. This corresponds to the Payment task after the
Create Fine task in our process model discovered from the refined event log. The manually
created process model also contains a 2nd and a 3rd option to pay after Send Fine and
Insert Fine Notification which is also visible in our discovered model by a Payment task
parallel to Send Fine and another Payment task after Insert Fine Notification. Lastly, the
offender can pay after getting the result from the appeal to a judge or to the prefecture,
if the appeal was denied, or after a penalty was added, which is also represented in the
discovered process model by a skippable Payment after the offender was informed of the
result of the appeal. The manually created process model in Figure A.1 also contains these
options at the end of the process. Thus, our discovered model contains similar options for
the offender to make a payment to the options identified by Mannhardt et al. [32]. This is
not the case in the process model without label refinement. It only contains one Payment
at the end of the process parallel to Send Fine and Insert Fine Notification. Interestingly,
it also models the appeal to a judge or to the prefecture before sending the fine and the
fine notification, although this is inverted in the real process.
Our experiments confirm our hypothesis that the process model mined from the refined
event log, is better at modeling the different decisions points for the offender to pay the
road traffic fine. We are also able to improve the precision of the model by about 33.4%
compared to the model without label refinement. But we also notice that the model
remains complicated to read after the label refinement with silent transitions and multiple
parallel activities. One explanation for this is the noise in the event log which makes it
harder to find good label refinements with our algorithm.

5.4

Threats to Validity

In this section, we present limitations that apply to our evaluation on the artificial event
logs and the real life event log.

5.4.1

Imprecise Label Selection

One weak point of the artificial log generation is the random selection of imprecise labels,
especially when declaring the ground truth model as the output goal. Figure 5.10 shows a
random imprecise label selection which we do not want to rediscover. The original process
model in Figure 5.10a has an exclusive choice between the two tasks A and D. In the
random imprecise label selection, we assign the label A to the task with label D in the
original model, as depicted in Figure 5.10b. After inserting the imprecise label, we do
not need this choice anymore and can merge the two tasks together into one to obtain a
behaviorally similar process model. Because we always want to merge these tasks into one
task, it does not make sense to try to rediscover them. Therefore, we excluded random
imprecise label selections that contain an exclusive choice between two imprecise labels
in our experiments, to simplify the comparison between a discovered label refinement and
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(a) Original process model.

(b) Process model with random imprecise labels.

Figure 5.10: Example random imprecise label selection that leads to an unrealistic model.
the ground truth model. However, there are still other unrealistic random imprecise label
selections, which we want to avoid, e.g., many imprecise labels in a sequence, which can
still appear in our experiments.

5.4.2

Scope of the Evaluation

Another limitation is the usage of the inductive miner [4] to mine process models from
the event logs with the refined labeling functions. A comparison between different process
discovery algorithms is not included in this thesis. However, it would be interesting to see
if other process discovery algorithms benefit more or less from our label refinement. The
possibility to apply any process discovery technique to the refined event log independent
of a specific algorithm is a major advantage of our label refinement approach in the preprocessing stage.
Furthermore, it would be interesting to see the performance of our approach compared to
process discovery techniques that already include label refinement in the discovery step or
in the post-processing step. Due to the complexity, the comparison in this thesis is limited
to the current state-of-the-art label refinement pre-processing algorithm from Lu et al. [2]
in different variations.
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Discussion
In this section, we discuss the core findings after evaluating our approach on a wide set of
event logs and comparing it to other state-of-the-art label refinement algorithms.
Parameter Configuration One interesting finding of our evaluation is the performance
of different parameter configurations. Although we applied our algorithms with a vast
amount of different parameters, we were not able to identify optimal parameter configurations. On the contrary, most configurations appear to yield the same performance on
average and the best configuration is highly dependent on the input event log. One solution to this problem is to try different configurations as part of the algorithm. We can
discover different label refinements and only return promising refinements, e.g., where the
resulting process model has a high precision. However, this can lead to high runtimes on
large event logs, and we do not have a reliable metric to assess the quality of a discovered
label refinement.
Dealing with Parallel Activities Even though we are able to rediscover many ground
truth models, there are imprecise labels for which our algorithm was not able to find the
correct label refinement. Figure 6.1 shows an example of a ground truth model, that we did
not fully rediscover. Figure 6.1a shows the model with the original labels, and Figure 6.1b
depicts the transformed process model after inserting random imprecise labels. Two of
the imprecise labels are part of a parallel structure of in total 7 labels. We can see in
Figure 6.1c, that our approach was not able to rediscover both of them correctly and,
instead, refined them both as one imprecise label, which leads to a loop in the process
model. Many activities that can appear in any order are hard to discover for our approach
because their local context is highly variable. This poses the problem that different labels
are part of our selected context on different traces and that they appear not only before the
imprecise label but also afterwards. To address one part of this problem, we can redefine
the event distance to compare the combination of prefix and suffix, instead of comparing
them separately. However, imprecise labels that appear in parallel with many other labels
will still remain a problem for our approach.
Imprecise Labels in Loops A problem of the approach proposed by Lu et al. [2] are
imprecise labels in loops. Their label refinement approach performs notably worse on event
logs with imprecise labels in loops because it is not able to properly capture the intra-case
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(a) Original ground truth model.

(b) Random imprecise label selection.

(c) Discovered model.

Figure 6.1: Example process model not rediscovered correctly.
relationships between events. This is why their work includes separate evaluations on
process models with imprecise labels in loops and on process models without imprecise
labels in loops. Our experiments were conducted with event logs from both classes, and we
did not see a significant difference in the quality of the found label refinement. The average
and maximal precision discovered for each input event log is very similar, regardless of
the presence of imprecise labels in loops. Therefore, we can conclude that our approach
is able to successfully overcome the weakness of existing approaches to handle imprecise
labels in loops.
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Conclusion
In this thesis, we proposed a new approach for refining imprecise event labels in event logs
to deal with the common inability of process discovery algorithms to mine multiple tasks
with the same label. The core of our novel approach is the proposal of a local control-flow
context distance between two events and the definition of a graph representation which can
capture these relationships. This enables us to take intra-case relationships into account
and to refine event logs with complex underlying structures. Additionally, we introduced a
variants-based approach of our technique which leads to equally high quality results with
improved runtime for large event logs, another common problem of other label refinement
techniques.
Applying our proposed label refinement algorithms significantly improves the quality of
process models. For most artificial event logs, we were able to completely rediscover the
original labels. We also consistently outperformed existing state-of-the-art pre-processing
label refinement approaches, in terms of the different quality dimensions of the mined
process models after performin the label refinement. Our case study on a real life event
log with over 150000 traces with our variants-based approach showed that it is feasible to
apply our technique to large event logs and that our label refinement leads to more precise
models. Overall, we were able to show that our approach leads to improved process models
and solves issues of current label refinement techniques, especially handling imprecise
labels in loops.
Future Work While we were already able to produce good results using only the controlflow context of events, we are not using the other data dimensions that are part of an event
log, e.g., the resource executing an event. As mentioned in the related work section, Tax
et al. [9] were able to achieve good results on certain event logs using only the timestamp
of events. Combining other data dimensions with our approach could further improve the
quality of our label refinements.
Another open research area is the optimal parameter selection for our algorithm. Currently, we have to apply a range of parameter configurations to each event log and choose
the best results. This can be computational infeasible for large event logs. Thus, it is an
interesting research area to find methods for limiting the parameter space before applying
the algorithm.
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Appendix A

Experiments on The Real Life
Event Log

Figure A.1: Manually created process model by Mannhardt et al. [32] by using domain
knowledge and information about traffic regulation.
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Figure A.2: Process model discovered by the inductive miner with a noise threshold of 0.2
from the unrefined event log.
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Figure A.3: Process model discovered by the inductive miner with a noise threshold of 0.2
from the refined event log with the set distance, the context size k=2 and the similarity
threshold ts =0.5.
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