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Abstract
The execution of business processes generates large amounts of event data that is stored in
information systems. The extraction and analysis of process behavior contained in event
data can lead to valuable insights and uncover how processes are executed in the real world.
Incremental process discovery algorithms aim to gradually construct process models from
event data. For this purpose, the observed process behavior is incrementally incorporated into a process model by repairing nonconforming parts. In this thesis, we therefore
investigate how different orderings of incrementally added traces, i.e., observed process
behavior, influence the quality, i.e., recall and precision, of process models. We propose
a framework for constructing trace ordering strategies that can be used as extensions to
an incremental process discovery algorithm. Furthermore, we present instantiations of the
framework based on multiple introduced trace ordering methods. We apply different trace
ordering strategies on real-life event data using an incremental process discovery algorithm
and evaluate the constructed process models. The results of the evaluation show that the
quality of the constructed process models can be significantly improved by using different
trace ordering strategies based on the proposed trace ordering methods.
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Chapter 1

Introduction
Nowadays, companies often organize their operations on the basis of business processes.
A single business process is a collection of structured activities performed with the aim of
producing a product or service. With the advance of digitalization in recent decades and
the ubiquitous presence of interconnected technologies, the execution of business processes
generates huge volumes of data that are stored in information systems. These data are
referred to as event data. Due to the amount of event data recorded and the complexity of
the underlying processes, the data can no longer be assessed by humans. To gain valuable
insights into how processes are executed in the real world, with the goal of uncovering
hidden inefficiencies and ultimately optimizing them, data science methods are required
to analyze event data. Since traditional data science techniques are not sufficient to address
end-to-end processes, process science aspects need to be integrated to provide a holistic
approach to business process analysis and improvement. Process Mining bridges the gap
between the two disciplines and provides techniques to extract process-related information
from event data [1].
Process discovery, a key discipline within the field of process mining, focuses on the construction of process models based on event data. Process models are descriptions of processes from a particular point of view and play an important role in organizations, e.g.,
for analyzing design flaws in processes. Therefore, the goal is to discover, i.e., construct,
process models that accurately reflect the observed process behavior contained in the event
data. Conventional process discovery algorithms discover process models in a fully automated fashion and act as black-boxes from a user’s perspective. Since event data often
contain complex process behavior and has quality issues, e.g., incomplete process behavior, the application of many conventional process discovery algorithms to such event data
results in process models of low quality.
Incremental process discovery [2] aims to overcome the limitations caused by the black-box
architecture of conventional process discovery algorithms by incorporating user feedback
into the discovery of process models. Incremental process discovery algorithms therefore
allow the user to incrementally select the process behavior to be added to the process
model under construction. Thus, the phases of event data preprocessing and discovery
are combined. By incrementally adding the process behavior to the model, the order
of the selected process behavior affects the process discovery and may lead to different
process models as the order is changed. Therefore, if the user has no preferences on which
1
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process behavior to select next, or if the discovery algorithm is to add the process behavior
automatically, a trace ordering strategy is required to recommend the appropriate process
behavior to add.
In this thesis, we investigate the impact of different trace orderings, i.e., orderings of
single process executions, incrementally added to a process model, on the quality of the
discovered process models. We propose a general framework for the construction of trace
ordering strategies used as extensions to incremental process discovery algorithms with
the goal of selecting traces such that the discovered process models are of high quality.
Further, we present instantiations of the framework, i.e., multiple trace ordering strategies,
based on different trace ordering methods proposed in our work. With the design of our
framework, we are able to combine different trace ordering methods, gradually filter trace
candidates, and influence the required computation time for the calculation of a trace
order by configuring specific filter rates.
We evaluate the proposed framework on real-life event data. Therefore, we construct trace
ordering strategies based on different combinations of trace ordering methods and apply
the incremental process discovery algorithm [2] on event data using the corresponding trace
orders. We compare the performance of different trace ordering strategies by evaluating
the quality of the incrementally discovered process models and computation time required
for the calculation. Our conducted experiments show that the usage of trace ordering
strategies, according to our proposed framework and ordering methods, leads to process
models of significantly better quality compared to applying incremental process discovery
algorithms using randomly selected trace orders.

1.1

Motivation

As previously mentioned, incremental process discovery algorithms allow process models
to be discovered gradually based on the process behavior contained in the event data.
Therefore, traces are incrementally fed into the discovery algorithm, which incorporates the
process behavior into a process model by modifying nonconforming process model parts.
Thus, the order of incrementally selected traces affects the process discovery by causing the
discovery algorithm to modify certain parts of the process model, potentially resulting in
different process models if traces are added in a different order. In general, the incremental
discovery approach enables the user to select appropriate trace candidates to be added
next. However, in the case that no preferences can be made or automated addition of
the remaining traces is desired, a trace ordering strategy is needed to recommend an
appropriate order of trace candidates. As to the best of our knowledge, no strategy for the
ordering of traces within the context of incremental process discovery has been evaluated,
no systematic approach for the recommendation of trace orderings exists which aims to
improve the quality of the learned process models. To motivate the relevance of trace
ordering strategies, we show the results evaluating the quality of incrementally discovered
process models based on random orderings of traces in Figure 1.1. For this purpose, we
incrementally discover process models using an incremental process discovery algorithm by
adding the same process behavior in different order. For each trace order, we evaluate the
quality of the resulting process models using the F-measure, with higher values reflecting
high quality. We plot the quality of process models relative to the percentage of variants
processed, i.e., unique traces. Each blue line represents a particular ordering of traces. We
2
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Figure 1.1: F-Measure values of incrementally discovered process models based on random
orderings of the same process behavior

observe that the trace order has a significant impact on the F-measure and a wide range of
quality values is obtained. Thus, applying incremental process discovery algorithms with
no systematic strategy for selecting trace candidates, the quality of the resulting process
models varies greatly. Therefore, the goal of this thesis is to investigate the influence of
different orderings of trace candidates on the quality of incrementally discovered process
models, to propose a framework for defining trace ordering strategies, and to provide
instantiations of the framework that lead to incrementally discovered process models of
high quality.

1.2

Problem Statement

As shown in the previous section, the order of incrementally added traces has a significant
impact on the quality of discovered process models. Therefore, this thesis aims to define
a trace ordering strategy for incremental process discovery with the goal to improve the
quality of incrementally learned process models. In Figure 1.2, we depict the general
application of a trace ordering strategy within the context of incremental process discovery.
In each calculation step of an incremental process discovery algorithm, a trace ordering
strategy is given a process model M , event data in form of an event log L containing all
observed process behavior, a set of previously added traces VP , and a set of trace candidates
V . Based on the inputs, the trace ordering strategy selects a trace from the set V that is
subsequently added to the process model using an incremental process discovery algorithm.
So far, no trace ordering strategy has been proposed that conforms to the presented
general functionality of trace ordering strategies. Thus, in the context of incremental
process discovery, no approach exists for the systematic recommendation of appropriate
trace orderings that evaluates all trace candidates prior to the execution of an incremental
process discovery algorithm and returns a trace that leads to the discovery of a high-quality
process model.
3
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Figure 1.2: General application of a trace ordering strategy within the context of incremental process discovery

1.3

Research Questions

This thesis deals with the systematic ordering and selection of traces within the context
of incremental process discovery. This leads to different research questions. Suitable characteristics for the ordering of traces have to be found and formalized to trace ordering
methods for incremental process discovery. For the defined trace ordering methods, the
impact on the quality of incrementally discovered process models has to be evaluated. Further, trace ordering methods need to be combined to holistic trace ordering strategies and
be analyzed regarding the quality of the discovered process models and total computation
time. Therefore, the following research questions need to be addressed:
1. What characteristics can be used to order traces?
2. How can different ordering characteristics be combined to a trace ordering strategy?
3. What impact does the ordering of incrementally selected process behavior has on
the quality of learned process models?
4. How does the computation time of trace ordering strategies influence the quality of
learned process models?

1.4

Research Goals

The main goal of this thesis is to propose a framework for a trace ordering strategy used
as an extension for incremental process discovery algorithms based on the combination of
suitable trace ordering methods. In the following, we define the research goals:
• Conduct an evaluation of the impact of random trace orderings on the quality of
incrementally discovered process models
4
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• Design a general framework for trace ordering strategies within the context of incremental process discovery
• Define trace ordering methods based on different characteristics
• Show the effectiveness of the designed framework for trace ordering strategies using
different trace ordering methods on real-life event data

1.5

Contributions

This thesis has three contributions. First, we define a general framework for trace ordering
strategies within the context of incremental process discovery. The framework introduces
a flexible and extensible mechanism for sequentially combining different trace ordering
methods to form trace ordering strategies that can be applied to any incremental process
discovery algorithm that allows traces to be added incrementally to a process model. In
each incremental step within the incremental process discovery, the framework is executed
first with the goal of selecting a trace to be added next by an incremental process discovery
algorithm in order to discover a process model of high quality.
Second, we propose six ordering methods for calculating trace orders based on different
characteristics. We present generally applicable trace ordering methods that are independent of a particular incremental process discovery algorithm, as well as trace ordering
methods that are algorithmic specific to the incremental process discovery algorithm presented in [2]. We define methods that base their ranking of traces on properties of the
incrementally discovered process model, on characteristics of the observed process behavior
recorded in the event log, and on combined knowledge from both.
Finally, we apply the proposed trace ordering methods on real-life event data and evaluate
their impact on the quality of the incrementally discovered process models. Furthermore,
we construct trace ordering strategies based on different combinations of trace ordering
methods and evaluate their application on event data. We evaluate the advantages of
trace ordering strategies and assess the trade-off between the quality of discovered process
models and the total computation time required to compute the trace orders.

1.6

Thesis Structure

The remainder of this thesis is structured as follows. In Chapter 2, we present related work
in the field of process discovery, event data preprocessing, and incremental learning. In
Chapter 3, we define notations and concepts used in this thesis. In Chapter 4, we formally
present the framework for trace ordering strategies within the context of incremental
process discovery and propose multiple trace ordering methods. In Chapter 5, we present
the technologies used for the implementation of the proposed trace ordering methods and
framework for trace ordering strategies. In Chapter 6, we evaluate the impact of random
trace orderings on the quality of incrementally discovered process models, evaluate the
proposed trace ordering methods and apply trace ordering strategies on real-life event
data. In Chapter 7, we discuss the general limitations of the framework proposed in this
thesis. In Chapter 8, we conclude this thesis and present directions for future works.
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Related Work
A general introduction to the field of process mining is presented in [1]. Process discovery
algorithms and data preprocessing have extensively been studied. The combination of trace
filtering methods in context of incremental process discovery have received less to none
attention, e.g., the focus of trace filtering has been put on filtering infrequent behavior as an
initial step of discovery algorithms. In this chapter, we present scientific contributions on
process discovery, model repair, preprocessing concepts, and ordering effects of incremental
learning which are relevant to the proposed trace ordering strategy.

2.1

Process Discovery and Process Model Repair

Process discovery has been studied comprehensively, leading to the development of various
discovery algorithms. An overview of conventional process discovery algorithms and their
performance measures is given by [3] and [4]. The general principle of conventional process
discovery algorithms follows a three-step structure: preprocessing, algorithm execution
and post processing. First, event data is transformed into an internal algorithm specific
abstraction. Then, the algorithm is executed and last the discovered model is modified
or graphically illustrated. Conventional process discovery algorithms are defined as endto-end algorithms, acting as black-boxes to the user without providing any intermediate
mechanisms to control the discovery procedure.
Incremental process discovery is first introduced in [5], describing a discovery approach
based on merging multiple discovered process models into existent ones. The approach is
designed to be executed in an automated way without any intermediate decisions made
by the user.
Schuster et al. [2] propose an approach to incremental process discovery based on hierarchical process models, allowing the user to extend a process model incrementally by
adding one trace after another. The approach consists of three main steps. In the first
step, a trace is selected that is not accepted by the current process model. In the second
step, an optimal alignment is calculated. In the third step, nonconforming process model
structures are identified based on the alignment. These model parts are modified in order
to accept the added trace. In detail, this step contains the execution of an discovery algorithm on sub-parts of the trace and the replacement of the correspondent model parts by
the newly discovered sub-model. The authors mention the influence of the provided trace
6
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order on the quality of the process model but do not investigate further. In [6], Schuster
et al. extend the discussed incremental discovery algorithm by the option to freeze parts
of the discovered model. They allow the user to mark specific sub-models, prohibiting the
algorithm to modify them further and, thus, to steer the discovery process.
Process model repair was first introduced by Fahland et al. [7] and the proposed algorithm extended in [8]. The main focus of the presented approach is the modification of
existent process models with the goal of incorporating additional behavior, e.g., adding
traces, while preserving similarity to the previous discovered model. In detail, a log L
and a process model N, here a Petri net, are given. It is assumed that model N does not
accept all traces from L. The goal is to identify sub-processes and repair model N, such
that the derived model N’ accepts the previously not accepted trace from L while maintaining similarity between N and N’. The discussed approach fulfills the requirement of
our framework regarding the incremental model modification, however, our work does not
impose the similarity of the resulting model to the original model as a requirement.
In our work, we base the proposed framework for trace ordering strategies as an extension
of incremental process discovery. Further, several of our presented trace ordering methods
are based on the functionality of the incremental process discovery algorithm presented
by Schuster et al. [2].

2.2

Event Data Preprocessing

A common approach for reducing the variety of observed behavior in event logs, avoiding
spaghetti-like process models and to select appropriate event data is to preprocess event
data before executing discovery algorithms. We distinguish between algorithm specific
preprocessing, general event data cleansing and trace clustering.
Leemans et al. [9] introduce an extension for the process discovery algorithm Inductive
Miner [10], which is capable of filtering out infrequent behavior. The approach utilizes
frequencies of traces and events to determine undesired traces. A user-defined threshold
defining the granularity of filtering allows to vary the amount of filtered behavior. Weijters
et al. [11] use frequencies of events and sequences to identify infrequent paths that should
not be included in the discovered model. In detail, a dependency relation between any
pair of activities is calculated, the corresponding dependency graph built and each arc, not
meeting the configured threshold, removed. While algorithm specific filters mainly focus
on the number of process instances and the number of activities, our proposed framework
allows combining additional parameters, e.g., the number of activity duplicates.
Preprocessing event data has gained attention in the last years. Conforti et al. [12] introduce an automated approach to filter out infrequent behavior from event logs by constructing an automaton capturing all direct follows dependencies. Based on a configured
threshold, infrequent transitions are removed and the event log replayed with the goal to
identify non-fitting events. Bauer et al. [13] propose statistical preprocessing of event logs
using random sampling based on traces. The goal is to reduce the run time and memory
footprint. The method allows to configure sampling thresholds and provides guarantees
on the introduced error regarding missing information. In [14], the authors present a
general purpose filtering method that integrates the conditional probabilities between sequences of activities. The technique determines whether activities are likely to appear
7
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based on its preceding activities, and are removed if given thresholds are not met. Sani et
al. [15] evaluate various subset selection methods, such as random sampling, length-based
and structure-based selection. They describe how each of the methods works and compare their performance. Similar to the discussed methods, our proposed framework also
uses thresholds to determine the number of filtered traces. Among others, we combine
similarity-based and ranking-based sampling.
Greco et al. [16] introduce the clustering of traces to discover expressive process models
by abstracting traces through vectors and applying clustering algorithms to mine groups
of similar traces. They base the vector only on activities and their transitions. Song et
al. [17] base their clustering approach on constructing vector-space model for traces in
the event log, using so-called profiles. Profiles are a set of related items, each assigning a
numeric value, that describe a trace from a specific perspective. Among others, metrics
as the number of events in a trace and case duration are used. Further, the authors use
distance metrics and clustering methods to determine groups of similar traces. Bose et al.
[18] introduce a generic edit distance approach, based on the Levenshtein distance [19], to
derive clusters of traces while observing context awareness. The algorithm includes the
computation of costs for substitutions, insertions and deletions of symbols to incorporate
the behavior in the event log. Chatain et al. [20] present an alignment-based trace clustering approach that considers existing, previously discovered process models for computing
clusters. Unlike other discussed clustering techniques, they incorporate possible model
traces and utilize alignments to compute distances. The majority of clustering techniques
presented were developed with the goal of partitioning the event log into sub-logs and
discovering a model for each of these logs, while our framework uses methods for trace
ordering in a repetitive manner to filter and select appropriate traces from an event log
with the objective of determining one process model.

2.3

Incremental Learning

Recently, incremental learning has gained attention in the field of machine learning. As
we aim to define a strategy for the incremental ordering of process behavior in this thesis,
we present related work addressing ordering effects of incremental learning next.
An overview of incremental learning is provided by [21]. In general, incremental learning
techniques focus on solving tasks where the data required to solve them becomes available
over time. As more data is acquired, incremental learning algorithms aim to continuously
extend the knowledge of the existing model by sequentially processing new input data,
while preserving the previously learned knowledge. Giraud-Carrier [22] presents order
effects as a design problem of incremental learning methods caused by the sequential acquisition of new data. The author highlights that the order in which knowledge is acquired
can affect the correctness of the decisions made and also has an impact on the efficiency of
computation. In [23], the impact of different order of training examples on the performance
of incrementally learned models is evaluated and heuristics for selecting the optimal order
are proposed. Cornuéjols [24] provides a formal analysis of the conditions that must be
satisfied to reduce order effects. In [25] and [26], algorithm specific strategies are proposed
to overcome the problems caused by the ordering of data using the buffering of a limited
amount of previously learned data in order to postpone its integration, and implementing
a backtracking strategy to revise decisions and explore alternative orderings.

8
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Preliminaries
In this chapter, the notations and concepts used in this thesis are defined. First, we introduce general mathematical notations. Then, we present basic concepts of event data and
event logs. Furthermore, process models, alignments and quality measures, and the edit
distance are introduced. Finally, we explain conventional process discovery and incremental process discovery.

3.1

Basic Mathematical Notations

We denote the universe of natural numbers {1,2,3,...} by N and the universe of natural
numbers including 0 by N0 , where N0 = N ∪{0}.
A set is a collection of distinct elements of any type. Given a set X containing n∈N elements, we write X = {x1 , x2 , ..., xn } with |X| = n. We denote ∅ as the empty set with |∅|=0.
We denote the power set P(X), the set of all possible subsets of X, as P(X)= {X ′ | X ′ ⊆X}.
Given a base set X, we denote a strictly totally ordered set as (X, <X ) and the universe
of all strictly totally ordered sets by Θ(X). For each X∈Θ(X), we define a function
that returns a set containing the i minimum elements of X, i.e., f irst((X, <X ), i)=X ′ s.t.
|X ′ |=min{i, |X|} ∧ x<X y ∀x∈X ′ ∀y∈X\X ′ . Further, for each X∈Θ, we define a function
that returns a minimal element, i.e., min((X, <X ))=x∈X s.t. x<X y ∀y∈X\{x}.
A sequence is an ordered collection of elements, in which elements may occur multiple times. Given a set X, a finite sequence over X of length n is defined as a mapping σ : {1, ..., n}→X, where n∈N. The mapping assigns each element x∈X an index
i∈{1, ..., n}. A sequence is denoted as σ = ⟨σ1 , σ2 , ..., σn ⟩, where |σ|=n. We denote the
empty sequence as ⟨ ⟩. For a given sequence σ, σ(i) represents the i-th element of σ,
where 1≤i≤|σ|. We write x∈σ if ∃i∈{1, ..., |σ|} such that σ(i)=x. Given a set X, let
X ∗ represent the set of all sequences over X. For instance, given the set X = {x, y},
σ = ⟨x, y, y, x⟩ is a sequence of length 4, where σ(2) = y. Further, the set of all sequences over X is given by X ∗ = {⟨⟩, ⟨x⟩, ⟨y⟩, ⟨x, y⟩, ⟨y, x⟩, ⟨x, x, y⟩, ...}. We define the
concatenation of two sequences σ and σ ′ as σ ◦ σ ′ , e.g., given σ = ⟨σ1 , σ2 ⟩ and σ ′ = ⟨σ3 ⟩,
then σ ◦ σ ′ = ⟨σ1 , σ2 , σ3 ⟩. We denote the set of all interleaved sequences of two sequences σ and σ ′ as σ ⋄ σ ′ , e.g., ⟨x, y⟩ ⋄ ⟨z⟩ = {⟨x, y, z⟩, ⟨x, z, y⟩, ⟨z, x, y⟩}. Further, let
X1 , ..., Xn ⊆ X ∗ be sets of sequences, then X1 ◦ ... ◦ Xn = {σ1 ◦ ... ◦ σn | σi ∈Xi , 1 ≤ i ≤ n}
and X1 ⋄ ... ⋄ Xn = {σ1 ⋄ ... ⋄ σn | σi ∈Xi , 1≤i≤n}.
9
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A multiset is an unordered collection of elements, which allows multiple appearances of the
same element. Formally, a multiset M over the set X is a function M : X→N0 mapping
elements of the set X to its number of occurrences. For a multiset M , M (x) denotes the
occurrence of element x in the multiset M . We write a multiset M over the set X as
M = [xj11 , ..., xjnn ], where xi ∈X and M (xi )=ji ∈N, ∀i∈{1, ...n}. To get the size of a multiset
M we write |M |. For example, given the set X = {x, y, z}, M (X) = [x3 , z 2 ] denotes a
multiset over X, which contains three times an element x, no y and two z, where M (x)=3,
M (y)=0, and M (z)=2, and |M |=5. Further, we define the set of all possible multisets
over the set X as B(X). Assuming two multisets X and Y , X⊎Y denotes the union of
two multisets, e.g., [a3 , b5 ]⊎[a2 , c2 ]=[a5 , b5 , c2 ]. The set of elements present in multiset M
is defined as the set M = {x∈X | M (x)>0}.
A tuple is a finite list of elements, which may contain multiple instances of the same element. An n-tuple is a sequence of n elements, denoted by (x1 , x2 , ..., xn )∈X1 ×X2 ×...×Xn .
Given n arbitrary sets X1 , ..., Xn , we denote the Cartesian product of these sets as X1 ×
... × Xn = {(x1 , ..., xn ) | x1 ∈X1 , ..., xn ∈Xn )}. For example, given X={a, b} and Y ={c, d},
then X × Y = {(a, c), (a, d), (b, c), (b, d)} is the Cartesian product of X and Y defining the
set of all ordered pairs (x, y), where x∈X and y∈Y .
Next, we define projection functions recursively based on [2]. Given a set X, a sequence
σ∈X ∗ and a subset X ′ ⊆X, we define σ↓X ′ ∈X ′∗ as follows:
• ⟨ ⟩↓X ′ = ⟨ ⟩
• (⟨x⟩ ◦ σ)↓X ′ = ⟨x⟩ ◦ σ↓X ′ , if x∈X ′
• (⟨x⟩ ◦ σ)↓X ′ = σ↓X ′ , if x∈X
/ ′
For example, given the set X = {x1 , x2 , x3 }, the subset X ′ = {x2 , x3 }⊆X, and the sequence
σ = ⟨x2 , x1 , x3 ⟩. Then, applying the projection function over set X ′ on sequence σ results
in σ↓X ′ = ⟨x2 , x3 ⟩.
m
Further, let σ = ⟨(x11 , ..., x1n ), ..., (xm
1 , ...xn )⟩ be a sequence of length m with n-tuples. We
∗
1
m
∗
define π1∗ (σ) = ⟨x11 , ..., xm
1 ⟩, ..., πn (σ) = ⟨xn , ..., xn ⟩. For example, π1 (⟨(x, y), (x, z), (y, z)⟩) =
⟨x, x, y⟩.
In this thesis, we order sequences of elements based on assigned values. Occasionally, the
same value is assigned to multiple sequences. To uniquely order all sequences, we need a
second ordering criterion. For this purpose, we define the lexicographic order for sequences
next (based on [27]).
Definition 3.1 (Lexicographic Order). Assume a set A and an arbitrary strict total order
relation <A on A, and let X⊆A∗ be a set of sequences over A. Given two sequences of X,
⟨x1 , x2 , ..., xm ⟩ and ⟨y1 , y2 , ..., yn ⟩ for m, n∈N, we define the lexicographic order ≺ on X.
We write ⟨x1 , x2 , ..., xm ⟩ ≺ ⟨y1 , y2 , ..., yn ⟩ iff
• m≤n and xi =yi ∀i∈{1, ..., m} or
• ∃k∈{1, ..., min(m, n)} such that ∀i∈{1, ..., k−1} xi =yi and xk ̸=yk with xk <A yk .
For instance, assume the set X={σ1 , σ2 , σ3 }⊆A∗ of sequences with σ1 =⟨a, b, b, c⟩, σ2 =
⟨a, b, c, c⟩ and σ3 =⟨a, b⟩ over the strictly ordered set (A, <)∈Θ(A) with A={a, b, ..., z}
that denotes our usual alphabet with its order relation <, where a < b < ... < z. Given
sequences σ1 , σ2 , σ3 ∈X, we write σ1 ≺σ2 , σ3 ≺σ1 and σ3 ≺σ2 .
10
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Table 3.1: Excerpt of an artificial event log
Case id

Event id

Activity

...
21
24
21
37
24
21
...

...
041
042
043
044
045
046
...

...
create payment (c)
receive payment (r)
send invoice (s)
check payment (p)
notify supervisor (n)
receive payment (r)
...

3.2

Timestamp
...
2021-10-26
2021-10-27
2021-10-27
2021-10-27
2021-10-27
2021-10-28
...

03:25:34
02:20:25
08:07:32
10:21:02
11:29:08
06:26:31

Resource

...

...
Felix
Gil
Javid
Shelly
Justus
Ron
...

...
...
...
...
...
...
...
...

Event Data and Event Logs

Process mining techniques intend to extract knowledge from a specific type of data, the
event log. When business processes are executed, corresponding event data is recorded
and stored by information systems [1]. In general, a process is a sequence of activities
that is performed with a specific goal to achieve. We call a single process execution a
process instance. Each entry of an event log describes an event that consists of multiple
data attributes related to the execution of an activity. An event contains at least the
activity executed, a timestamp, and a case id to associate each event with a specific
process instance called case. In addition, an event log can store other properties of events,
such as the resource performing the activity or cost related to the performed activity. We
call a sequence of events performed within a particular process instance a trace. In our
thesis, we represent events by their activities and thus traces as sequences of activities,
e.g., ⟨receive payment, notify supervisor⟩. An event log can contain multiple cases with
the same sequence of activities. We refer to a unique sequence of activities that can occur
multiple times in an event log as a variant. In the context of this thesis, we formally
introduce event logs as multisets of sequences of activities.
In Table 3.1, we present an excerpt from an artificial event log that describes the payment
processing of a company. Each row corresponds to an event, capturing the case id, event
id, the activity performed, the timestamp of its execution and the employee performing
the activity. For example, consider all events performed in the context of the case 21. We
observe three events that form the trace ⟨create payment, send invoice, receive payment⟩.
First, Felix creates a payment. Then, Javid sends an invoice and Ron receives the payment.
The three events mentioned correspond to one and the same case with id 21, e.g. which
may be related to payments in this context for a single order or a specific person. Next,
we formally define the concept of traces, event logs and activities. In the remainder of
this thesis, we denote the universe of activities by A and assume that A is strictly totally
ordered, i.e., <A is a strict total order such that (A, <A )∈Θ(A), and all sets of sequences
over A, i.e., X⊆A∗ , can be lexicographical ordered.
Definition 3.2 (Trace). A trace σ is a finite sequence of activities over A, i.e., σ∈A∗ .
Definition 3.3 (Event Log). An event log L is defined as a multiset of traces, i.e.,
L∈B(A∗ ).
11
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Definition 3.4 (Variants and Activities of Event Logs). Let L be an event log. We denote
the set of all unique traces, i.e., all contained variants, of L by VL ={σ∈L}⊆A∗ . We denote
the set of all activities in L as AL = {a∈σ | σ∈L}.
Consider the given set of activities A={c, s, r, n, p}⊆A. For better readability, we abbreviate in our work activities with single letters or use acronyms. Further, consider the event
log L = [⟨c, s, r, p⟩5 , ⟨c, s, n⟩3 , ⟨c, p⟩] over set A. Hence, we observe the set of activities
present in event log L is the set AL = {c, s, r, n, p}. L contains nine traces, which map to
the following three variants ⟨c, s, r, p⟩, ⟨c, s, n⟩ and ⟨c, p⟩. Thus, based on L, we derive the
set of unique traces in event log VL = {⟨c, s, r, p⟩, ⟨c, s, n⟩, ⟨c, p⟩}.

3.3

Process Models and Process Trees

A process model is the description of a process which specifies its behavior from a certain
point of view. Process models can be used, among other tasks, for qualitative process
analysis to generate insights, as a documentation tool to train employees or to investigate
performance and identify optimization potential. Depending on the view to be analyzed
and the characteristics of the process model required for this purpose, many types of
process model notations are available for use, ranging from graphical process representations to precise, mathematical models. These process models can be classified as informal
models, used for discussions and documentation purposes, or formal models, used for
quantitative analysis and the actual execution of processes [1]. In our work, we focus
on executable, formal process models. We present methods for ordering traces based on
characteristics of process models in general and of special process models in the form of
process trees. Therefore, in the remainder of this thesis, we denote the universe of process
models by M. For a process model M ∈M, we denote the set of activities modeled by M
as AM ⊆A∪{τ } and the language of M as L(M )⊆A∗M , i.e., the set of accepted traces over
AM .
Process trees, as introduced in [28], are a tree-based, hierarchical-structured and sound
representation of Workflow-nets [29]. A process tree corresponds to a connected graph
with a root node, inner nodes defining the control-flow behavior, and leaf nodes. The
nodes are either operator nodes, which contain an operator describing the execution behavior of their child nodes, or leaf nodes, which represent single activities from the set of
activities the model is based on or the silent activity. Consider Figure 3.1 that is the visual
representation of the textual-based process tree → (×(→ (a, b, c), ∧(d, e)), ⟲ (f, τ )). The
process tree P induced by root node v0 contains five operator nodes, illustrated by grey
squares, and seven leaf nodes, illustrated by circles. Note that the leaf node representing
the silent transition τ is filled in black to distinguish between observable and unobservable
model behavior. In the following, we formally define process trees based on [2].
Definition 3.5 (Process Tree). Let A⊆A be a finite subset of activities and τ ∈A.
/ Further,
let ⊕ = {→, ×, ∧, ⟲} be the set of process tree operators. We define a process tree as follows:
• Given a∈A ∪ {τ }, then a is a process tree
• If n∈N with n≥1, P1 , ..., Pn are process trees and • ∈ {→, ×, ∧} a process tree operator, then P = • (P1 , ..., Pn ) is a process tree
• If P1 , P2 are process trees, then P = ⟲ (P1 , P2 ) is a process tree.
12
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v0

v11

v21

P

v12

P11

v22

P21

P12

P22

a

b

c

d

e

v31

v32

v33

v34

v35

f

τ

v23

v24

Figure 3.1: An example process tree (visualization based on [2])
We define the set of all process trees over A as PA . Further, we denote for a process tree
P ∈PA the set of leaf nodes as LP each containing an activity label a∈A∪{τ }. We define
the height of a process tree P as the maximum distance from its root node v to a leaf node
and write heightP (P ). The height of process trees consisting of one leaf node is zero. For
process trees P and P ′ , we refer to P ′ as a subtree of P if P ′ is contained in P . Next,
we define the lowest common ancestor (LCA) based on [2]. For a given process tree P
and two subtrees P1 , P2 of P , we denote the LCA as the tree PLCA such that the distance
between the root node of P and the root node of PLCA is maximal and P1 , P2 are subtrees
of PLCA . Next, we formally define leaf node labels and duplicate leaf nodes for a given
process tree.
Definition 3.6 (Leaf Node Label, Duplicate Leaf Nodes). Let P ∈PA be a process tree
over the set of activities A⊆A and let τ ∈A
/ be the silent activity. We denote the activity
label a∈A∪{τ } of a leaf node v∈LP of process tree P as label(v). We denote the set of
duplicate leaf nodes, i.e., leaf nodes with the same activity label as at least another leaf
∗
∗
∗
node, as LDup
P ={v∈LP | ∃v ∈LP ∧ v̸=v ∧ label(v)=label(v )}.
For instance, consider the process tree P induced by root node v0 , as shown in Figure 3.1.
The set of leaf nodes LP of P is given by LP = {v31 , v32 , v33 , v34 , v35 , v23 , v24 }. Further, for
leaf node v32 we write label(v32 )=b. The height of P corresponds to the height of root
node v0 . We write heightP (P ) = 3 and observe further heightP (P22 ) = 1. Consider the
process tree P11 with its root node v11 and the process tree P12 with its root node v12 .
We call P11 , P12 subtrees of P . Further, P is the LCA of P11 , P12 .
The semantic meaning of the individual process tree operators is explained using the
example process tree provided. The root node v0 , which contains the sequence operator
→, specifies that all subtrees of this node must be executed sequentially, starting with
the leftmost child and ending with the rightmost child. This means that the subtree with
root node v11 must be executed first, and subsequently the subtree with the root node
v12 . The × label of node v11 represents the exclusive choice operator which specifies that
exactly one subtree must be executed. Accordingly, either the subtree with root v21 or
the subtree with root v22 must be executed. The ∧ operator specifies a parallel construct
used to model concurrent behavior where subtrees are executed in arbitrary order. For
example, consider node v22 and leaf nodes v34 and v35 . Both leaf nodes can be executed
13
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in any order. The process operator ⟲ represents a loop construct, which specifies a loop
subtree and a redo subtree. The first subtree must be executed at least once, while the
execution of the second subtree is optional. If the redo part is executed, the entire loop
construct is executed again. Consider node v12 , its loop subtree consisting of leaf node v23
and its redo part consisting of leaf node v24 . Valid execution sequences, represented by
the corresponding activities, are given by ⟨f, τ, f ⟩ and ⟨f ⟩. In the following, the semantics
of process trees is formally defined according to [1] and [2].
Definition 3.7 (Process Tree Semantics). Let A⊆A a finite subset of activities and P ∈PA
a process tree. We denote the language of P as L(P ), i.e., the set of accepted traces over
A. Language L(P )∈P(A∗ ) is defined recursively:
• L(P ) = {⟨ ⟩}, if P = τ
• L(P ) = {⟨a⟩}, if P = a∈A
• L(P ) = L(P1 ) ◦ L(P2 ) ◦ ... ◦ L(Pn ), if P = → (P1 , P2 , ..., Pn )
• L(P ) = L(P1 ) ⋄ L(P2 ) ⋄ ... ⋄ L(Pn ), if P = ∧ (P1 , P2 , ..., Pn )
• L(P ) = L(P1 ) ∪ L(P2 ) ∪ ... ∪ L(Pn ), if P = × (P1 , P2 , ..., Pn )
• L(P ) = {σ1 ◦ σ1′ ◦ σ2 ◦ σ2′ ◦ ... ◦ σm | m ≥ 1 ∧ ∀1 ≤ i ≤ m (σi ∈ L(P1 ))
∧ ∀1 ≤ i ≤ m (σi′ ∈ L(P2 ))}, if P = ⟲ (P1 , P2 )
Consider the process tree P ∈PA with root node v0 illustrated in Figure 3.1. According to the Definition 3.7, the traces ⟨a, b, c, f ⟩, ⟨d, e, f, f ⟩, ⟨e, d, f, f, f ⟩∈L(P ) but traces
⟨a, b, c, d, e⟩, ⟨a, c, d, f ⟩∈L(P
/
).

3.4

Alignments, Precision and F-Measure

In this section, we present several quality measures for evaluating the quality of process
models in relation to their underlying event logs. First, we introduce alignments, which
we use as a technique for associating process trees and traces and for computing replay
fitness. We then informally introduce the concept of precision and present a definition of
the F-measure.

3.4.1

Alignments

Conformance checking methods measure and quantify the degree of alignment between a
process model and the event log the model is based on. Therefore, behavior recorded in the
event log must be compared to potential behavior of the model by relating single traces to
the execution sequences of process models. Alignments, first introduced in [30], represent
a technique to align traces and process models by relating single activities of traces to
executed model activities, and determining deviations. The concept of alignments allows
to distinguish between aligned, misaligned or skipped behavior.
For instance, consider the process tree P ∈PA with root node v0 illustrated in Figure 3.1.
Further, let σ1 = ⟨a, b, b, f, f ⟩ be a trace. In Table 3.2, two possible alignments for process
tree P and trace σ are presented. We denote the left alignment as γ1 and the right
alignment as γ2 . We illustrate alignments as tables with two rows, where the first row
corresponds to a trace σ and the second row corresponds to a trace of the process model
14
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Table 3.2: Two possible alignments for process tree P (Fig. 3.1) and trace ⟨a, b, b, f, f ⟩.
γ1 =

a
a

b
b

b
≫

≫
c

f
f

≫
τ

f
f

γ2 =

a
a

b
≫

b
b

≫
c

f
f

≫
τ

f
f

language, with both ignoring ≫ entries. The ≫ symbol indicates a skipped move. Each
column represents an alignment move. We differentiate between four types of alignment
moves. The first and second alignment move of γ1 represent synchronous moves, which
specify that the activities of the trace, i.e., a and b, can be replayed in the process model.
A log move occurs if an activity can not be replayed by the process model. We indicate the
deviation by the skip symbol ≫ in the bottom row of the corresponding alignment move.
For instance, the third alignment move of γ1 represents a log move, where activity b can
not be replayed by process tree P . Model moves indicate missing trace behavior and are
illustrated by the ≫ symbol in the top row. We further distinguish between visible model
moves, indicating deviations due to the absence of modeled behavior, and invisible model
moves, indicating the execution of silent activities. For instance, the fourth alignment
move of γ1 represents a visible model move executing activity c. The sixth alignment
move represents an invisible model move, since the executed activity is the silent activity
τ . Next, we formally define alignments in terms of process models based on [2].
Definition 3.8 (Alignments). Let A⊆A be a finite subset of activities and τ ∈A.
/
Further,
let σ∈A be a trace and let M ∈M be a process model over the set AM of activities. We
call a sequence γ∈((A ∪ {≫}) × (AM ∪ {≫}))∗ an alignment if and only if:
• σ = π1∗ (γ)↓A
• π2∗ (γ)↓AM ∈L(M )
• (≫, ≫)∈γ
/
• (x1 , x2 )∈γ,
/ x1 ∈A, x2 ∈AM , x1 ̸=x2
In our work, we denote the universe of all alignments by Γ . Note that multiple alignments
can exist for a given process model and trace. For instance, in addition to γ1 , alignment γ2
of Table 3.2 represents a valid alignment for process tree P and trace ⟨a, b, b, f, f ⟩.
In the context of conformance checking and our thesis, we are interested in optimal alignments, i.e., alignments with minimal costs. In order to calculate optimal alignments and
quantify deviations, we introduce a cost function. We assign a cost of 0 to each synchronous and invisible model move, and a cost of 1 to each visible model and log move.
Thus, alignments which minimize the number of deviations are considered to be optimal
alignments.
Definition 3.9 (Cost Function Alignments). Let γ =⟨(x1 , y1 ), ..., (xn , yn )⟩∈Γ be an alignment of a trace over a set of activities A and a process model M . We define the cost of
an alignment move (x1 , x2 )∈γ as follows:


0, if x1 = x2




0, if x = ≫, x = τ
1
2
cost(x1 , x2 ) =

1, if x1 = ≫, x2 ̸= τ






1, if x1 = a∈A, x2 ̸= ≫
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Based on the cost of alignment moves, we define the function costΓ : Γ → N0 that returns
the cost c∈N0 for an alignment γ∈Γ as follows:
X

costΓ (γ) =

cost(x, y)

(3.1)

(x,y)∈γ

We denote the set of optimal alignments for a trace σ and process model M as Γ (σ, M )⊆Γ .
As introduced by Adriansyah [30], optimal alignments can be calculated by solving a
shortest path problem. For instance, reconsider alignments γ1 and γ2 in Table 3.2. γ2 has
cost of 2 and we write costΓ (γ2 )=2. γ1 and γ2 are both optimal alignments.

3.4.2

Fitness, Precision and F-Measure

Process discovery techniques aim to discover process models that accurately reflect the
observed behavior in the event log. The quality of process models is expressed by the
assessment of several quality dimensions, each measuring specific quality aspects using
different quality metrics. In this thesis, we focus on the quality dimensions fitness and
precision, both needed for the calculation of the performance measure F-measure.
Fitness expresses to what degree process behavior contained in the event log is reflected
by a process model. In the context of fitness, we consider a process model to be high
quality, the more behavior of the event log can be replayed by the process model. Several
notions exist for the quantification of fitness. In our work, we use an alignment-based
fitness measure as described in [31], that determines a value between 0 and 1, where 0
means poor fitness, i.e., no behavior in the event log can be replayed by the process model,
and 1 means perfect fitness, i.e., all behavior observed in the event log can be replayed by
the process model. The alignment-based fitness measure utilizes alignments to align each
trace in the event log and the process model, and a distance function to assign cost to each
alignment move. We assume the cost function of Definition 3.9 as the underlying distance
function. To determine the normalized fitness value, the cost of an optimal alignment is
divided by the maximum possible alignment cost.
Precision determines the degree to which additional process behavior not observed in
the event log is accepted by the process model. In the context of this thesis, we use
the precision algorithm, introduced in [32], that is based on the combination of a prefix
automaton, the process model and event log. The algorithm replays all prefixes of the
observed behavior in the event log on the model, quantifies the set of enabled transitions
in the model, and compares it to the set of activities succeeding the prefix. The precision
measure determines a value between 0 and 1, where 0 means that the process model is
imprecise, i.e., the model is underfitting the event log, and 1 means the process model is
precise, i.e., all accepted behavior is observed in the event log.
In our work, we use the F-measure, also called F1 score, to determine the quality of
discovered process models. F-measure, which is frequently used in data science [33], takes
the harmonic mean of precision and fitness with respect to a process model and an event
log. The computed value is between 0 and 1. Process models with higher F-measure values
are of better quality based on the precision and fitness values.
F-measure = 2 ×

precision × f itness
precision + f itness
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3.5

Levenshtein Distance

As part of our work, we examine the similarity of traces to select those traces that are
most similar to the others in the event log. A syntactic concept for quantifying the
similarity of two given sequences of words, in our work sequences of activities, is the
Levenshtein distance, also called edit distance. The Levensthein distance is defined as the
minimal number of edit operations, excluding matches of symbols, needed to transform one
sequence into the other, where edit operations include insertion, deletion and substitution
of elements [18]. We define the Levenshtein distance as a function distLev : A∗ ×A∗ → N0 .
The function takes two sequences and determines the minimal number of edit operations
needed to transform one to the other. For instance, consider a set A = {a, b, c, d, e, f, g}
of activities and two sequences σ1 , σ2 ∈A∗ with σ1 = ⟨a, b, d, e, f ⟩ and σ2 = ⟨a, b, g, e⟩. The
sequences σ1 and σ2 have the activities a, b and e in common. Activity d is present only
in σ1 , while activity g is present only in σ2 . Note that the two sequences are of different
lengths, respectively |σ1 | = 5 and |σ2 | = 4. To transform one sequence into the other, a
sequence of edit operations must be applied to one of the two sequences. Therefore, we
infer that multiple sequences of edit operations with the same number of changes can exist
that result in the same transformation. Consider the transformation of σ1 into σ2 . We
can replace σ1 (3) = d by activity σ2 (3) = g and delete activity σ1 (5) = f. Next, we define
edit operations based on [18].
Definition 3.10 (Edit Operations). Let A⊆A be a set of activities and σ1 , σ2 ∈A∗ sequences over A. For a=σ1 (i) and b=σ2 (j), where 1≤i≤|σ1 | and 1≤j≤|σ2 |, we define edit
operations as follows:
• (a, b) denotes a match of symbols, where a=b. Thus, no change required.
• (a, b) denotes the substitution of activity a in σ1 with an activity b in σ2 , where a̸=b
• (−, b) denotes the insertion of activity b of σ2 in sequence σ1
• (a, −) denotes the deletion of activity a in σ1
For instance, consider σ1 , σ2 ∈A∗ with σ1 = ⟨a, b, d, e, f ⟩ and σ2 = ⟨a, b, g, e⟩. One possible
sequence of edit operations to transform σ2 into σ1 is ((a,a), (b,b), (g,d), (e,e), (−,f)). The
Levenshtein distance for σ1 and σ2 is distLev (σ1 , σ2 ) = 2.

3.6

Process Discovery

Process discovery is a type of process mining which deals with the construction of process
models from event logs. Process discovery aims to discover process models which accurately reflect the recorded process behavior. Many process discovery algorithms exist that
discover process models in an automated fashion and base their construction phase on
different process model notations, as discussed in Section 2.1. Next, we provide a formal
definition of process discovery algorithms, based on [28].
Definition 3.11 (Process Discovery Algorithm). Let L∈B(A∗ ) be an event log. A process
discovery algorithm defines a function disc, that takes the event log L as input and returns
a process model, i.e., disc : B(A∗ ) → M where M is the class of process models considered.
The set of all candidate process models M is called representational bias, which restricts
the search space of possible models.
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Figure 3.2: Directly-follows graph G(L)
with L=[⟨a, b, b, c⟩5 , ⟨a, b, c⟩3 ]

τ

Figure 3.3: Resulting process tree of the
application of Inductive Miner on L

A frequently used algorithm for process discovery is the Inductive Miner, as introduced
in [10]. The Inductive Miner algorithm takes an event log as input, and discovers a
block-structured, sound process tree which reflects all observed behavior in the event log.
The discovery process follows a divide and conquer approach. An event log is recursively
split into smaller event logs by applying cuts, i.e., a partition into pairwise disjoint sets,
based on the corresponding directly-follows graph, i.e., each node represents an activity
present in L and an edge from node a to node b indicates that a is directly followed by
b. After each splitting, the sublogs are combined with process tree operators, yielding a
process tree at the end. For instance, assume the event log L=[⟨a, b, b, c⟩5 , ⟨a, b, c⟩3 ] given.
Applying the Inductive Miner on L, the algorithm constructs the directly-follows graph G
for L, illustrated in Figure 3.2. Then, the algorithm recursively checks if the conditions
for applying cuts are fulfilled, splits the event log recursively based on the constructed
directly-follows graphs, and combines the sublogs with process tree operators. At the end,
the Inductive Miner returns the process tree →(a, ⟲(b, τ ), c), shown in Figure 3.3.
As mentioned in Section 2.1, recent contributions to the field of process discovery have
proposed techniques that allow process models to be discovered incrementally. These
techniques, in contrast to conventional discovery algorithms that conform to Definition
3.11, are not structured as end-to-end algorithms that discover models in an automated
fashion, but construct process models incrementally, adding observed process behavior by
modifying existent process models. The framework we introduce in this thesis, serves as an
extension for incremental process discovery, and therefore we require a general definition
of incremental process discovery algorithms.
Definition 3.12 (Incremental Process Discovery Algorithm). An incremental process discovery algorithm defines a function discinc : A∗ ×P(A∗ )×M→M, that takes a trace σ∈A∗ ,
a set of previously added traces VP ∈P(A∗ ), and a process model M ∈M perfectly fitting
VP , i.e., VP ⊆L(M ), as input, and returns a process model M ′ ∈M with VP ∪{σ}⊆L(M ′ ).
In our work, we present trace ordering methods which are based on characteristics of the
incremental process discovery algorithm proposed by Schuster et al. [2]. The algorithm
takes a set of previously added traces VP ∈P(A∗ ), a process tree P ∈PA perfectly fitting
VP , and a trace σ∈A∗ to be added as input. The algorithm adds the trace to the process tree language by identifying subtrees that do not fit and replacing them with process
trees discovered by a process discovery algorithm that yields perfectly fitting process trees,
such as the Inductive Miner does. The incremental algorithm returns a modified process
model P ′ ∈PA that reflects the observed process behavior of the event log and the added
trace, i.e., VP ∪{σ}⊆L(P ′ ). First, an optimal alignment for the trace σ and process tree
P is calculated. Based on the alignment, the algorithm repairs the first occurring devi18
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Table 3.3: Optimal alignment for process tree P (Fig. 3.4) and trace ⟨a, b, b, c, d⟩.
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a
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b
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b
b

c
c
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d

τ
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b

b
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Figure 3.5: Modified process tree P ′

Figure 3.4: Process tree P

ation or block of consecutive deviations from left to right, i.e., log moves and/ or visible
model moves, where the directly preceding and following alignment steps do not represent
deviations, i.e., synchronous moves or invisible model moves. Therefore, the algorithm
computes the lowest common ancestor (LCA) of the leaf node executed before and the
leaf node executed after the deviation(s). The computed LCA is the subtree of P which
causes the deviation(s) and has to be modified. Next, the algorithm computes the sub
event log of the LCA and extends it by the part of trace σ that causes the deviation(s),
including the activity before and after the deviation(s). Then, a discovery algorithm is
applied to the sub event log to discover a process tree to replace the LCA, resulting in
a modified process tree P ′ . The algorithm then calculates an optimal alignment for the
trace σ and the modified process tree P ′ and repeats the repair procedure in case of further
deviations. If a deviation occurs at the beginning or end of an alignment, no LCA can be
calculated because no activity is executed before or after the deviation and thus no subtree
exists that encompasses the deviation. Therefore, each deviation is repaired individually.
In case of a model move, i.e., (≫, a), a leaf node a is made optional by replacing it with
×(a, τ ). In case of a log move, i.e., (a, ≫), the leaf node b executed before a is replaced
by →(b, ×(a, τ )) if b̸=τ or by ×(τ, a) if b=τ . If the log move (a, ≫) represents the first
alignment step, the whole process tree P is modified to →(×(a, τ ), P ).
For instance, assume the set of previously added traces VP ={⟨a, b, c, d, d⟩}∈P(A∗ ), the process tree P ∈PA with VP ⊆L(P ), illustrated in Figure 3.4, and the trace σ=⟨a, b, b, c, d⟩∈A∗
to be added to P by the incremental process discovery algorithm. First, the algorithm
computes the optimal alignment γ, shown in Table 3.3. The alignment yields a deviation
in form of a log move, i.e., (b, ≫). Next, the algorithm computes the LCA of the leaf
node representing activity a and the leaf node representing activity b, both enclosing the
deviation in alignment γ. The resulting LCA is the subtree →(a, b) with sub event log
LLCA =[⟨a, b⟩]. The algorithm adds the trace ⟨a, b, b⟩ to LLCA and applies a discovery algorithm. Assume, the discovery algorithm returns the process tree P ∗ =→(a, ⟲(b, τ )). The
algorithm replaces the LCA by P ∗ , resulting in the modified process tree P ′ , illustrated in
Figure 3.5. Then, the algorithm computes an optimal alignment for the trace σ and process
tree P ′ and returns P ′ since the alignment does not contain further deviations.

19

Chapter 4

Trace Ordering Strategy
In this chapter, we introduce our framework for trace ordering strategies in the context
of incremental process discovery and propose multiple trace ordering methods. First,
in Section 4.1, we present the architecture of our framework, explain the context of its
application and illustrate the concept of a sequential composition of independent trace
ordering methods for the selection of single traces. Second, in Section 4.2 we introduce six
methods for ordering traces. Further, in Section 4.3, we present our proposed method for
the selection of the initial trace required for the discovery of an initial process model.

4.1

Framework

In this section, we present a flexible and extensible framework for combining trace ordering
techniques to a holistic approach for trace ordering and selection that can be adapted to
specific discovery algorithms and process model notations. In the context of incremental
process discovery, an incremental process discovery algorithm adds a trace not yet added
to the accepted behavior of an existing process model in each step and returns the resulting
modified model. Our proposed framework is structured as an extension for incremental
process discovery, allowing independent trace ordering methods to be combined to a chain
of trace ordering methods forming a trace ordering strategy, with the goal of selecting
traces to be added to a process model in a reasonable order to ensure that the modified
process model is of good quality.
The framework is illustrated in Figure 4.1, showing the input parameters on the left side,
a strategy for ordering traces in the middle part, and the selected trace that is passed to
the incremental discovery algorithm on the right side. The arrows indicate the execution
sequence. The design of the framework is based on the concept of ordering traces by
different ordering methods in each step and gradually filtering them to reduce the number
of traces to one at the end of the sequential execution of the ordering methods. In every
incremental step, our framework is executed first and selects the trace to be added next
by the incremental process discovery algorithm.
With each execution, our framework gets an event log L∈B(A∗ ) which contains all traces
that should be replayable by the final process model after incrementally adding all trace,
a set VP ⊆VL containing all traces that have been added in previous incremental steps,
a set V ⊆VL of trace candidates yet to be added, the previously modified process model
20
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Figure 4.1: Framework of a trace ordering strategy for incremental process discovery based
on the sequential combination of different trace ordering methods
M ∈M, and filter rates x1 , ..., xn−1 with xi ∈(0, 1) ∀i∈{1, ..., xn−1 } for the first n−1 of the
n trace ordering methods order1 , ..., ordern , as input. Then, the framework performs the
ordering and selection of traces in V in the form of a sequential execution of the n trace
ordering methods and the corresponding filtering after each ordering step, and returns a
trace σ∈V that is passed to the incremental process discovery algorithm.
In detail, each executed trace ordering method orderi in our proposed sequential pipeline
of trace ordering methods gets a set of traces Vi ⊆V , the event log L, the set VP , and the
previously modified process model M , and ranks the traces contained in Vi according to
certain characteristics, e.g., the length of traces or the alignment cost of traces and process
model. An ordering method orderi assigns each trace σj ∈Vi an unique rank rk(σj )∈ N
with 1≤rk(σj )≤|Vi | and rk(σj )̸=rk(σl ) ∀σj , σl ∈Vi , where rank of 1 is the highest and rank
of |Vi | is the lowest. Last, a trace ordering method returns the strictly totally ordered set
(Vi , <Vi ), where the order relation <Vi orders traces based on the assigned ranks. Next,
we formally define the presented concept of a trace ordering method.
Definition 4.1 (Trace Ordering Method). A trace ordering method is a function order :
B(A∗ )×P(A∗ )×P(A∗ )×M → Θ(A∗ ) that takes an event log L∈B(A∗ ), a set VP ∈P(A∗ )
of previously added traces, the set of trace candidates Vi ∈P(A∗ ), and the process model
M ∈M as input and returns the strictly totally ordered set (Vi , <Vi )∈Θ(Vi ) of traces where
the order <Vi corresponds to the assigned ranks, i.e., σa <Vi σb iff rk(σa )<rk(σb ) ∀σa , σb ∈Vi ,
and the minimal trace σ=min(Vi , <Vi )∈Vi is the highest ranking trace. We denote the
universe of trace ordering methods by OR.
After the execution of a trace ordering method orderi , the framework passes a set V(i+1)
containing the traces with highest ranks, according to the ordering of trace ordering
method orderi , to the next method order(i+1) in line. The number of passed variants
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is based on the individually configurable filter rate xi for method orderi and is equal to
⌈|Vi | × xi ⌉. The set of passed variants V(i+1) after the execution of orderi , where orderi is
not the last method of the incremental trace ordering strategy, is defined in Equation 4.1.
V(i+1) = f irst((Vi , <Vi ), ⌈|Vi | × xi ⌉)

(4.1)

Thus, the number of traces to be ordered is reduced gradually, such that in each step
2≤i≤n, the corresponding ordering method orderi gets a set of unique traces Vi ⊆V(i−1)
of size |Vi |=⌈|V(i−1) | × x(i−1) ⌉, where V1 =V . Note that the proposed incremental filtering
requires only n−1 filter rates, since the trace order computed by the last trace ordering
method ordern is used to select one trace that is passed to the incremental process discovery algorithm. After the execution of the last ordering method ordern , the framework
selects the trace of the highest rank according to the computed order of trace ordering
method ordern , i.e., trace σi ∈V , where min(Vn , <Vn )=σi . If an ordering method orderi
receives a set Vi containing only one trace, i.e., |Vi |=1, the calculation can be omitted, as
only one rank is assigned. Next, we formalize the concept of our proposed framework as
an incremental trace ordering strategy consisting of trace ordering methods.
Definition 4.2 (Trace Ordering Strategy). A trace ordering strategy is a function strategy :
OR∗ ×B(A∗ )×P(A∗ )×P(A∗ )×M×(0, 1)∗ →A∗ that takes a sequence of n∈N trace ordering methods, i.e., ⟨order1 , ..., ordern ⟩∈OR∗ , an event log L∈B(A∗ ), a set VP ∈P(A∗ ) of
previously added traces, a set of trace candidates V ∈P(A∗ ), a process model M ∈M, and
filter rates ⟨x1 , ..., x(n−1) ⟩∈(0, 1)∗ as input. The function sequentially executes the trace
ordering methods by passing a number of highest ranking traces of the resulting ordered
sets to the next method after each execution, based on the corresponding filter rate, and
returning the highest ranking trace σ∈A∗ after the execution of the last method, which is
passed to the incremental process discovery algorithm.
The architecture of the proposed framework for a trace ordering strategy is quiet flexible
and allows a high degree of variation and adjustment. First, the framework is designed
as an extension for incremental discovery, but does not prescribe a specific incremental
process discovery algorithm. This enables the adaptation of the framework depending on
the chosen algorithm. As explained earlier, an arbitrary number of ordering methods can
be combined allowing multiple metrics and characteristics to be used for the prioritization
of traces. Furthermore, our design of sequential execution of methods allows to vary the
order of ordering methods, e.g., to execute cost effective methods in terms of run time at
the beginning with many traces and cost intensive methods on smaller sets of traces at the
end. Another concept introduced to adjust the trace order is the individually configurable
filter rate of each method. This allows to weight the methods and to filter more or less
traces in each step. In conclusion, the aforementioned properties of our framework support
a high degree of variation in the implementation and customization of a trace ordering
strategy.
For example, consider the execution of an exemplary trace ordering strategy in the context
of an incremental step of incremental process discovery shown in Figure 4.2. The trace
ordering strategy consists of three trace ordering methods order1 , order2 and order3 , each
ordering traces according to certain characteristics by assigning ranks to them. Furthermore, consider the inputs provided to the framework in this incremental step, as shown on
the left side: the event log L=[⟨a, b, c⟩4 , ⟨a, a, a⟩2 , ⟨a, b⟩, ⟨b, b⟩3 ], the set VP ={⟨a, a, a⟩}, the
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Figure 4.2: Execution of an exemplary incremental trace ordering strategy

set V ={⟨a, b, c⟩, ⟨a, b⟩, ⟨b, b⟩}, the process model P , and filter rates ⟨0.5, 0.5⟩. First, the set
V1 =V containing unique trace candidates is passed to the trace ordering method order1 .
The method assigns a rank rk(σi )∈{1, 2, 3} to each trace σi ∈V1 , as shown below the box
representing the method order1 and returns the corresponding ordered set (V1 , <V1 ), where
the order relation <Vi is based on the assigned ranks. Based on the filter rate x1 =0.5 of
order1 , the first ⌈|V1 | × 0.5⌉ = 2 of the highest ranked traces are passed to the next method
order2 in form of the set V2 , i.e., f irst((V1 , <V1 ), 2)=V2 ={⟨a, b, c⟩, ⟨b, b⟩}. Then, order2
ranks each trace in V2 and the framework passes V3 =f irst((V2 , <V2 ), ⌈|V2 | × 0.5⌉)={⟨b, b⟩}
to order3 . V3 contains only one trace because ⌈|V2 | × 0.5⌉ = 1. Subsequently, the trace
σ=⟨b, b⟩∈V3 is assigned rank 1 by order3 . After the execution of order3 , the trace ordering
strategy selects the trace σ=⟨b, b⟩ due to its rank, i.e., min(V3 , <V3 )=σ, and passes σ to
the incremental process discovery algorithm. Note that due to the small number of traces
passed to the trace ordering strategy and the filter rates set, trace ordering method order3
has no effect on the selection of the trace returned.

4.2

Trace Ordering Methods

In this section, we propose six methods for trace ordering that can be combined to a trace
ordering strategy according to our framework presented in the previous section. Each trace
ordering method calculates a trace order using certain characteristics and metrics related
to the event log L containing all observed process behavior, a set Vi that contains unique
traces yet to be ordered and added to the process model, the set VP that contains all
previously added traces, and the process model M discovered in the previous incremental
step. Next, we explain the general operation of a trace ordering method.
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Formally, each trace ordering method presented in this section is a function as defined in
Definition 4.1. To rank the given traces, a trace ordering method orderi ∈OR first computes
a cost cost(σ)∈N0 for each trace σ∈Vi according to its specific characteristics and metrics.
Due to the specific cost calculations, multiple traces can have the same cost. In order to
assign an unique rank to each trace based on the calculated cost, we use the lexicographic
order ≺ on Vi , as defined in Definition 3.1, as a second ordering criterion for traces with
the same cost. Thus, a trace ordering method assigns a rank rk(σj )∈{1, ..., |Vi |} to each
trace σj ∈Vi , according to Equation 4.2, and returns the ordered set (Vi , <Vi ) where the
order <Vi corresponds to the assigned ranks, i.e, σa <Vi σb iff rk(σa )<rk(σb ) ∀σa , σb ∈Vi .

rk(σj )<rk(σl ) iff ∀σj , σl ∈Vi σj ̸=σl (cost(σj )<cost(σl )) ∨ (cost(σj )≤cost(σl ) ∧ σj ≺ σl )
(4.2)
In the following, we introduce generally applicable trace ordering methods that are independent of a particular incremental process discovery algorithm, as well as trace ordering
methods that are algorithmic specific to a particular incremental process discovery algorithm. In the latter case, we assume that the algorithm introduced in [2] is used as
the incremental process discovery algorithm and the Inductive Miner [10] is used as the
underlying process discovery algorithm to construct the parts of the process model to be
modified. In the following, we introduce each trace ordering method by first describing
the general idea of the proposed trace order, providing a detailed description and showing
how the method works on an example.

4.2.1

Levenshtein Distance

In this subsection, we present a method for trace ordering based on the event log L∈B(A)
and the set of unique trace candidates Vi ∈P(A∗ ) passed to it. The trace ordering method
ranks the traces in Vi according to their similarity to other traces and aims to prioritize
traces that have the greatest similarity to all other traces in Vi . The objective of the
proposed ordering is based on the idea that traces that are similar to others cover a high
degree of the observed behavior in the event log. By adding a trace to the process model
whose similarity to all other traces is highest, an incremental algorithm yields a process
model that can replay a large fraction of the behavior observed in the event log and
consequently has good fitness, as discussed in Section 3.4.2. Another objective is that
the resulting process model needs less modification in subsequent incremental steps as
more traces are added, since the language of the model is similar to the traces yet to be
added and contains corresponding process model constructs. For this method, we assume
that the Inductive Miner, as presented in Section 3.6, is used as the process discovery
algorithm.
A common approach to measure the similarity of traces is to compare traces on the syntactic level and quantify their differences in terms of certain distance measures. In this
method, we use the Levenshtein distance to measure the similarity between two traces
by counting the minimum number of edit operations required to transform one trace into
another, as defined in Definition 3.10. The proposed method assigns a rank to each trace
in two steps. First, for each trace in the passed set Vi , we calculate the Levenshtein distance to every other trace in the set Vi . To achieve a higher degree of robustness for the
Levenshtein distance with respect to measuring distances between traces with loops of
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Figure 4.3: Process trees discovered by the Inductive Miner
identical activities when using the Inductive Miner as a discovery algorithm, we replace
all sequences of identical activities of length three or more by a sequence of length two
of the same activity in all traces. Second, we weight the distance by multiplying it by
the occurrence of the analyzed traces in the event log. We rank the traces based on their
weighted distance measure, prioritizing traces with small distance measures and assigning
a low rank to traces with large distance measures.
The preprocessing of traces for the calculation of the Levenshtein distance is based on
the representational bias of the Inductive Miner. The Inductive Miner, as discussed in
Section 3.6, discovers a process tree for a given event log by iteratively partitioning the log
into sublogs based on its directly-follows graph and applying cuts. A characteristic of the
algorithm is the construction of a loop pattern for a subsequence of two or more consecutive
occurrences of the same activity in a trace. Thus, traces that differ only in the length of
successive, repetitive occurrences of the same activity result in the same process model.
Accordingly, a comparison on a purely syntactic level of traces with successive repetitions
of the same activity without the semantic consideration regarding the resulting, discovered
process model lead to a bias.
For instance, assume three traces σ1 =⟨a, b, c⟩, σ2 =⟨a, b, b, c⟩ and σ3 =⟨a, b, b, b, c⟩ over the
set A={a, b, c}⊆A of activities. We compute the Levensthein distance, according to Definition 3.10, for all pairs of traces and obtain distLev (σ1 , σ2 )=1, distLev (σ1 , σ3 )=2 and
distLev (σ2 , σ3 )=1. Further, we apply the Inductive Miner algorithm to each of the three
traces to discover three process models. The discovered process tree for trace σ1 , shown
in Figure 4.3a, consists of a sequence construct and leaf nodes a, b, and c. Applying the
Inductive Miner to σ2 and σ3 yields the same process tree, shown in Figure 4.3b, consisting
of a sequence construct, a loop construct, and leaf nodes a, b, τ and c. The loop construct ⟲(b, τ ) is caused by the application of a redo-loop cut on the repetitive occurrence
of activity b in trace σ2 and σ3 . Despite the different number of occurrences of activity b,
the same loop construct is discovered. Although the resulting process trees of σ2 and σ3
are identical and the process tree of σ1 differs, distLev (σ2 , σ3 ) and distLev (σ1 , σ2 ) are the
same. Moreover, distLev (σ1 , σ3 ) is larger than distLev (σ1 , σ2 ), although σ2 and σ3 lead to
the same process model. Consequently, we obtain distances that do not reflect the actual
similarity between traces regarding the resulting process model.
To overcome the described bias, we transform each trace for the calculation of the Levenshtein distance. We define a function floop that maps a trace to a trace containing only
two consecutive occurrences of the same activity. Assuming a trace σ=⟨a, b, b, b, b, c⟩, then
floop (σ) yields a trace floop (σ)=⟨a, b, b, c⟩. We use Algorithm 1 to explain the transfor25
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Table 4.1: Exemplary application of floop to traces σ∈A∗ .
σ∈A∗
σ1 =⟨a, d⟩
σ2 =⟨a, b, b, b, c, c, c, d⟩
σ3 =⟨a, a, b, b, b⟩
σ4 =⟨a, a, a, b, b⟩
σ5 =⟨a, a, b, b⟩

floop (σ)∈A∗
floop (σ1 )=⟨a, d⟩
floop (σ2 )=⟨a, b, b, c, c, d⟩
floop (σ3 )=⟨a, a, b, b⟩
floop (σ4 )=⟨a, a, b, b⟩
floop (σ5 )=⟨a, a, b, b⟩

mation calculated by floop . First, we create a new trace containing only the first activity
of the given trace (2). Then we store the activity as the last seen (3) and set a counter
that keeps count of the consecutive occurrences of the last seen activity to zero (4). We
loop over all remaining activities of the given trace (5), and compare the current activity
to the last seen activity. If the activity is the same, we increase the counter by one (7).
Otherwise, we set the counter to zero since the current activity is not the same as the last
seen (10). If the counter is less than two, the currently observed activity is added to the
new trace (13). This is the case when an activity occurs at most two times in a row. At
the end of the loop, we save the current activity as the last one seen (15). After traversing
the passed trace, we return the new trace (17).
Table 4.1 shows the application of floop to five traces, with the input on the left side and
the corresponding output of the transformation function on the right side. The first row
illustrates the transformation of σ1 =⟨a, d⟩. Since |σ|≤2, floop (σ1 ) returns ⟨a, b⟩ without
any modification. The second row shows the transformation of σ2 =⟨a, b, b, b, c, c, c, d⟩ to
floop (σ2 )=⟨a, b, b, c, c, d⟩ by replacing the subsequence ⟨b, b, b⟩ with ⟨b, b⟩, and the subsequence ⟨c, c, c⟩ with ⟨c, c⟩. The application of floop to σ3 , σ4 and σ5 , depicted in the last
three rows, yield to the same output floop (σ3 )=floop (σ4 )=floop (σ5 )= ⟨a, a, b, b⟩.
After defining the required transformation function, we present the two steps of assigning a
rank to each trace. First, for each trace σ∈Vi , the Levenshtein distance between its floop (σ)
representation and floop (σ ∗ ) of each variant σ ∗ ∈Vi \{σ} yet to be added to the process
model is calculated, i.e., distLev (floop (σ), floop (σ ∗ )). In the second step, we weight the
distance between a trace σ, σ ∗ ∈Vi by multiplying the distance by the number of occurrence
of σ ∗ in event log L, i.e., L(σ ∗ ). By this multiplication we achieve that distances to traces
that are frequently represented in the event log L have more weight and distances to rarely
occurring traces have less weight. If we add a trace whose distance to other traces which
do not occur often is low, but the distance to traces which occur often is high, the resulting
process model tends to have poorer fitness and thus the quality with respect to the FMeasure is lower because we do not take the importance of individual traces, expressed
by their frequency, into account. Thus, the cost calculated by the trace ordering method
for a trace σ∈Vi is defined in Equation 4.3 and is used for the ranking of traces according
to Equation 4.2.
cost(σ)=

X

distLev (floop (σ), floop (σj )) × L(σj ) ∀σ∈Vi

σj ∈Vi σj ̸=σ
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Algorithm 1: Replacing the consecutive occurrence of the same activity of length
three or more by two consecutive occurrences of the same activity in a trace.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

Function floop (σ∈A∗ ):
cleanedT race ← ⟨σ(1)⟩
lastActivity ← σ(1)
consecutive ← 0
for i in {2, ..., |σ|} do
if σ(i) = lastActivity then
consecutive ← consecutive + 1
end
else
consecutive ← 0
end
if consecutive < 2 then
cleanedT race ← cleanedT race ◦ σ(i)
end
lastActivity ← σ(i)
end
return cleanedT race

For example, assume the event log L=[⟨a, b, b, c⟩3 , ⟨a, b⟩2 , ⟨a, a, a, a⟩4 , ⟨a, b, b, c, c, c⟩5 ]∈B(A∗ )
and the set Vi ={σ1 , σ2 , σ3 }⊆A of trace candidates with σ1 =⟨a, b⟩, σ2 =⟨a, a, a, a⟩ and σ3 =
⟨a, b, b, c, c, c⟩. Further, let <A be the order relation that orders activities in A according
the alphabetic order, i.e., a<A b<A ...<A z. First, for each trace σ∈Vi , we calculate floop (σ),
i.e., floop (σ1 )=⟨a, b⟩, floop (σ2 )=⟨a, a⟩, floop (σ3 )=⟨a, b, b, c, c⟩. Next, for each trace σj ∈Vi ,
we calculate the Levenshtein distance between its floop (σj ) representation to the floop (σl )
representation of every other trace σl ∈Vi with σj ̸=σl , i.e., distLev (floop (σ1 ), floop (σ2 ))=1,
distLev (floop (σ1 ), floop (σ3 ))=3, distLev (floop (σ2 ), floop (σ3 )) = 4. Then, the trace ordering
method assigns to each σ∈Vi a cost value, according to Equation 4.3, i.e., cost(σ1 ) =
1·4 + 3·5 = 19, cost(σ2 ) = 1·2 + 4·5 = 22, and cost(σ3 ) = 3·2 + 4·4 = 22. Last, the trace
ordering method ranks the traces based on the cost values assigned and the lexicographic
order on Vi , i.e., rk(σ1 ) = 1, rk(σ2 ) = 2, and rk(σ3 ) = 3 since cost(σ1 )≤cost(σ2 )≤cost(σ3 )
and σ2 ≺σ3 . The trace ordering method returns (Vi , <Vi ), where the order relation <Vi
corresponds to the assigned ranks.

4.2.2

Missing Activities

In this subsection, we propose a trace ordering method that computes the set of activities
modeled by the process model and ranks each trace by the number of activities present in
the model. In general, the first steps of the incremental process discovery often result in
the discovery of process models that do not contain all of the process activities observed in
the event log. This results from the fact that in many real-life event logs not every trace
contains all observed process activities. The trace ordering method is applicable to all
types of process models and is independent of the incremental process discovery algorithm
used. The trace ordering method consists of two steps. First, the trace ordering method
determines the set of activities modeled by the given process model. Second, for each
trace yet to be added, the trace ordering method compares the set of activities contained
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Figure 4.4: Process tree P passed to the trace ordering method Missing Activities
in the trace with the set of activities modeled by the process model and ranks the traces
according to the number of missing activities, i.e., activities not modeled by the process
model, favoring traces with fewer missing activities.
In the first step, the trace ordering method determines the set of modeled activities by the
process model M ∈M, which is passed to the framework at the beginning of an incremental
step. According to Section 3.3, the set of activities of a model M is given by the set
AM . Based on the type of process model used, the calculation of this set varies in its
implementation. For instance, assume process trees are used as the type of process model
and are passed to the framework. In order to determine the set of activities modeled by a
process tree P ∈PA , the function analyzes the set of leaf nodes LP , as defined in Section
3.3, and derives the set of activities represented by the leaf nodes.
In the second phase, for each trace σ∈Vi ∈P(A∗ ), the trace ordering method determines
the set of activities contained in σ, i.e., Aσ as shown in Equation 4.4.
Aσ = {σ(i) | i∈{1, ..., |σ|} } ∀σ∈Vi

(4.4)

Next, for each trace σ∈Vi , the method computes the set Aσ containing all activities of Aσ
that are not present in the process model M , i.e., Aσ =Aσ \AM . Finally, the method assigns
to each trace σ∈Vi the number of activities contained in Aσ as cost, i.e., cost(σ)=|Aσ |∈N0 ,
which corresponds to the number of activities not modeled by the process model M . Thus,
traces that contain activities that are all present in M are assigned a cost of 0. The assigned
costs are further used for the ranking according to Equation 4.2.
For instance, let L=[⟨a, c, c⟩5 , ⟨b, c⟩3 , ⟨a, c, d⟩2 , ⟨a, d, e⟩, ⟨b, f, f ⟩]∈B(A∗ ) be the event log
containing all traces in the context of the incremental process discovery. Further, let
Vi ={⟨a, c, d⟩, ⟨a, d, e⟩, ⟨b, f, f ⟩}∈P(A∗ ) be the set of trace candidates passed to the method
and let <A be the order relation that orders activities in A according the alphabetic
order, i.e., a<A b<A ...<A z. Further, let process tree P ∈PA be the given process model,
illustrated in 4.4. First, the method computes the set of activities modeled by process
tree P by analyzing the activity labels of leaf nodes, i.e., AM ={a, b, c, τ }. Note that the
silent activity τ ∈A
/ but τ ∈AM . Further, for each trace σ∈Vi , the method determines
the set Aσ . Given σ1 =⟨a, c, d⟩, σ2 =⟨a, d, e⟩ and σ3 =⟨b, f, f ⟩, the method computes Aσ1 =
{a, c, d}, Aσ2 ={a, d, e}, and Aσ3 ={b, f }. Next, for each σ∈Vi , the method determines the
set Aσ containing all activities of σ that are not present in P and assigns to each trace
the cardinality of Aσ as cost. This step yields cost(σ1 )=|{d}|=1, cost(σ2 )=|{d, e}|=2 and
cost(σ3 )=|{f }|=1. Last, the method assigns to each σ∈Vi a rank rk(σ)∈{1, 2, 3} based on
the cost value and the lexicographic order on Vi and <A . The trace ordering method yields
rk(σ1 )=1, rk(σ2 )=3, rk(σ3 )=2 since cost(σ1 )≤cost(σ3 )≤cost(σ2 ) and σ1 ≺σ3 . The method
returns (Vi , <Vi ), where the order relation <Vi corresponds to the assigned rank.
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Table 4.2: Three optimal alignments for process tree P (Fig. 4.5) and traces σ1 , σ2 , σ3
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Alignment Costs

When incrementally discovering a process model, the intention is to first add trace candidates to the process model that are similar to the language of the model, i.e., the behavior
modeled by the current process model. In order to quantify the degree of similarity between
traces and the behavior specified by a process model, conformance checking techniques
relate single traces to execution sequences of process models. Alignments, as defined in
Definition 3.8, are a conformance checking technique that relate single trace activities to
activities modeled by the process model and determine deviations. Optimal alignments
combined with a cost function, as defined in Definition 3.9, quantify the degree of conformance between a trace and the closest process model execution. Therefore, we propose
a trace ordering method that assigns alignment costs to each trace candidate and ranks
trace candidates based on cost values, favoring trace candidates with low costs.
In the first step, for each trace candidate σj ∈Vi and the given process model M ∈M,
the trace ordering method calculates an optimal alignment γj ∈Γ(σj , M ). Then, for each
optimal alignment γj , the trace ordering method calculates the cost of γj . Based on the
cost function introduced in Definition 3.9, the trace ordering method therefore computes
the alignment cost costΓ (γj )∈N0 for each calculated optimal alignment γj .
In the second step, the trace ordering method assigns the corresponding alignment cost
to each trace candidate σ∈Vi as a cost value, which is used for the ranking according to
Equation 4.2. Thus, each trace candidate σj ∈Vi is assigned the cost(σj )∈N0 as defined by
Equation 4.5.
(4.5)
cost(σj ) = costΓ (γj ) for γj ∈Γ(σj , M )
For instance, consider the set of trace candidates Vi ={σ1 , σ2 , σ3 }∈P(A∗ ) with σ1 =⟨c, b, d, e⟩,
σ2 =⟨a, b, d, d, d, e⟩, and σ3 =⟨c, c, c, d, d, e⟩ passed to the trace ordering method. Further,
assume process model P ∈PA , illustrated in Figure 4.5, given. First, for each trace candidate σj ∈Vi , the trace ordering method computes an optimal alignment γj ∈Γ (σj , P ).
Assume, the calculation of optimal alignments yields the optimal alignments γ1 , γ2 , and
γ3 , as shown in Table 4.2. Next, for each γj , the trace ordering method calculates the
alignment cost costΓ (γj ) and assigns the cost value to the corresponding trace candidate,
i.e., cost(σ1 )=costΓ (γ1 )=1, cost(σ2 )=costΓ (γ2 )=2, and cost(σ3 )=costΓ (γ3 )=3. Last, the
trace ordering ranks the trace candidates based on the assigned cost values, as shown in
Equation 4.2, i.e., rk(σ1 )=1, rk(σ2 )=2, and rk(σ3 )=3 since cost(σ1 )≤cost(σ2 )≤cost(σ3 ).
The trace ordering method returns the ordered set (Vi , <Vi ), where the order relation <Vi
corresponds to the assigned rank.

4.2.4

LCA Height

In this subsection, we introduce a trace ordering method specific to the incremental process discovery algorithm introduced by Schuster et al. [2]. As presented in Section 3.6, the
incremental algorithm aims to add a trace to the language of an existent process tree by
identifying subtrees that need to be modified such that the added trace fits the language of
29

Chapter 4. Trace Ordering Strategy

c
a

d
e

b

τ

τ

Figure 4.5: Process tree P passed to the trace ordering method Alignment Costs
the process tree. Therefore, for each trace to be added to the process model, the incremental process discovery algorithm computes the corresponding LCA for each deviation block
in the optimal alignment and alters the LCA by applying a process discovery algorithm.
The objective of the incremental algorithm is to modify the process model locally and to
rediscover only non-fitting subtrees to avoid the rediscovery of the entire process tree and
loss of process tree constructs learned so far. For this purpose, we present a trace ordering
method that first computes, for each trace candidate, the height of the first LCA, i.e., the
first subtree in the process tree to be modified based on the corresponding optimal alignment between the trace and the process tree, and then orders the traces according to the
height of the corresponding LCA, favoring traces that lead to LCAs with low height. If the
alignment contains a deviation but no LCA exists, the trace ordering method assigns cost
of 1 to the trace candidate. If the alignment contains no deviation, the method assigns
cost of 0. Note that to add a trace to the process tree incrementally, multiple LCAs may
need to be changed. Without fully executing the incremental process discovery algorithm
for a trace, we can only compute the first LCA that needs to be altered, and thus base
the ranking only on the first LCA.
In the first step, for each trace σ∈Vi ∈P(A∗ ) and the given process tree P ∈PA , the trace
ordering strategy determines the corresponding LCA. Therefore, let
fLCA : A∗ × PA ↛ PA
be the partial function that takes a trace σ∈A∗ and a process tree P ∈PA as input and
returns a process tree representing the first LCA, in case a LCA exists. Otherwise, the
function is undefined and we write ⊥. Thus, the trace ordering method applies fLCA (σ, P )
for each σ∈Vi and gets the LCA P ′ if existent.
In the second step, the trace ordering method assigns a cost value to each trace, indicating
the height of the corresponding LCA. If no LCA exists and the corresponding optimal
alignment contains at least one deviation, a cost of 1 is assigned to a trace as single
deviations are repaired individually according to the four cases described in Section 3.6,
resulting in local modifications of at most one leaf node. Since the minimum height of a
LCA is 1 and we do not intend to prioritize the repair of individual deviations, we assign a
cost of 1 to traces that lead to the individual repair of single deviations and thus treat them
the same as traces that lead to a LCA of height 1. If no LCA exists and the corresponding
optimal alignment contains no deviations, a cost of 0 is assigned to a trace because its
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Figure 4.6: Process tree P passed to the trace ordering method LCA Height
incremental addition requires no change to the process model. For each calculated LCA
P ′ , the trace ordering method computes its height. As defined in Section 3.3, the height
of a process tree P is denoted by heightP (P ). Then, the trace ordering method assigns
a cost value to each trace σ∈Vi , as shown in Equation 4.6, which is further used for the
ranking of traces according to Equation 4.2.

cost(σj ) =




heightP (Pj ), if fLCA (σj , P )=Pj ∈PA

1, if f

(σ , P )= ⊥ ∧ cost (γ)≥1 for γ∈Γ(σ , P )

j
LCA j
Γ


0, if f
(σ
,
P
)=
⊥
∧
cost
(γ)=0
for
γ∈Γ(σ
j, P )
LCA j
Γ

(4.6)

For instance, consider event log L = [⟨a, b, c, e⟩, ⟨a, c, d, b, e⟩, ⟨d, a, c, e, d⟩, ⟨a, a⟩]∈B(A∗ ) and
the set Vi ={σ1 , σ2 , σ3 }∈P(A∗ ) of trace candidates with σ1 =⟨a, b, c, e⟩, σ2 =⟨a, c, d, b, e⟩,
σ3 =⟨d, a, c, e, d⟩. Let <A be the order relation that orders activities in A according the
alphabetic order, i.e., a<A b<A ...<A z. Further, assume the process tree P ∈PA illustrated
in Figure 4.6. First, for each σj ∈Vi , the trace ordering method computes the LCA Pj ,
i.e., fLCA (σ1 , P )=P21 , fLCA (σ2 , P )=P , fLCA (σ3 , P )= ⊥. Further, let γ∈Γ(σ3 , P ) be the
corresponding optimal alignment of trace σ3 and P with costΓ (γ)=2. Then, the trace
ordering method calculates the height of each computed LCA Pj , i.e., heightP (P21 )=1
and heightP (P )=3. Further, the trace ordering method assigns a cost value to each trace
σ∈Vi , according to Equation 4.6, i.e., cost(σ1 )=1, cost(σ2 )=3 and cost(σ3 )=1. Based on
the assigned cost values, the trace ordering method assigns an unique rank rk∈{1, 2, 3}
to each trace σ∈Vi , i.e., rk(σ1 )=1, rk(σ2 )=3, rk(σ3 )=2 since cost(σ1 )≤cost(σ3 )≤cost(σ2 )
and σ1 ≺σ3 . The trace ordering method returns (Vi , <Vi ), where the order relation <Vi
corresponds to the assigned rank.

4.2.5

Duplicates

In this subsection, we introduce a trace ordering method specific to the incremental process discovery algorithm introduced by Schuster et al. [2]. As previously explained, the
incremental algorithm aims to add a trace to the language of an existent process model by
altering the corresponding LCA using a process discovery algorithm. The calculated LCA
is a subtree that may contain duplicate leaf nodes, i.e., multiple leaf nodes with the same
activity label. Generally, duplicate nodes increase the quality of a process model in terms
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of precision and are a desired outcome of the incremental process discovery algorithm. Due
to the representational bias of the process discovery algorithm used to rediscover the LCA,
the resulting process tree does not contain duplicate leaf nodes. Thus, adding a trace by
modifying a LCA that contains duplicate leaf nodes results in the loss of duplicate leaf
nodes that have been discovered in previous incremental steps. Therefore, we propose a
trace ordering method that ranks each trace according to the number of duplicate leaf
nodes present in the first LCA, i.e., the first subtree in the process tree, that must be
modified based on the corresponding optimal alignment between the trace and the process
tree, favoring traces that lead to a LCA with fewer duplicate leaf nodes. Note that to
add a trace to the process tree incrementally, multiple LCAs may need to be changed.
Without fully executing the incremental process discovery algorithm for a trace, we can
only compute the first LCA that needs to be altered, and thus base the ranking only on
the first LCA. The trace ordering method consists of two steps. First, for each trace, the
trace ordering method determines the LCA and calculates the set of duplicate leaf nodes.
Second, the trace ordering method assigns the respective number of duplicate leaf nodes
to each trace and ranks them.
In the first step, for each trace σ∈Vi ∈P(A∗ ) and the given process tree P ∈PA , the trace
ordering strategy determines the corresponding LCA. Therefore, let
fLCA : A∗ × PA ↛ PA
be the partial function that takes a trace σ∈A∗ and a process tree P ∈PA as input and
returns a process tree representing the first LCA, in case a LCA exists. Otherwise, the
function is undefined and we write ⊥. Thus, the trace ordering method applies fLCA (σ, P )
for each σ∈Vi and gets the LCA P ′ if existent.
In the second step, the trace ordering method assigns a cost value to each trace, indicating
the number of duplicate leaf nodes of the corresponding LCA. If no LCA exists for the
first deviation in the corresponding optimal alignment, a trace is assigned a cost of 0 as no
duplicate leaf nodes learned in previous incremental steps are lost by repairing deviations
that occur at the beginning or end of an alignment, as explained in Section 3.6. Moreover,
if the corresponding optimal alignment does not contain any deviations and thus no LCA
exists, adding the trace candidate to the process model does not cause any change to
the process model. Therefore, based on Definition 3.6, for each LCA P ′ computed in the
first step, the trace ordering method calculates the set LDup
P ′ containing all duplicate leaf
nodes of P ′ . Then, the trace ordering method assigns a cost value cost(σ)∈N0 to each
trace candidate σ∈Vi as shown in Equation 4.7 based on the number of duplicate nodes
′
contained in the set LDup
P ′ of the corresponding LCA P . The cost assigned to each trace
candidate is further used for the ranking according to Equation 4.2.

|LDup |, if f
LCA (σj , P )=Pj ∈PA
Pj
cost(σj ) =
0, if fLCA (σj , P )= ⊥

(4.7)

For instance, consider event log L = [⟨a, b, c, a, c, e, a, b, e⟩6 , ⟨a, c, a, b, c, e⟩3 , ⟨a, b, c, c, a, c, e⟩
⟨a, b, c, a, c, b, e⟩, ⟨a, b, b, c, a, c, e⟩8 ]∈B(A∗ ) given. Further, assume the set Vi ={σ1 , σ2 , σ3 }∈
P(A∗ ) with σ1 =⟨a, b, c, c, a, c, e⟩, σ2 =⟨a, b, c, a, c, b, e⟩, and σ3 =⟨a, b, b, c, a, c, e⟩, containing the trace candidates passed to the trace ordering method. Let P be the process
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Figure 4.7: Process tree P passed to the trace ordering method Duplicates
tree passed to the trace ordering method, illustrated in Figure 4.7. First, for each
σ∈Vi , the trace ordering method computes the corresponding LCA, i.e., fLCA (σ1 , P )=P11 ,
fLCA (σ2 , P )=P , fLCA (σ3 , P )=P21 . Further, for each computed LCA Pj , the trace orderDup
ing method computes the set of duplicate leaf nodes LDup
Pj , i.e., LP11 ={v31 , v33 , v34 , v35 },
Dup
LDup
P ={v31 , v32 , v33 , v34 , v35 , v36 , v37 }, and LP21 =∅. Last, for each trace σ∈Vi , the trace
ordering method computes the cost, i.e., cost(σ1 )=4, cost(σ2 )=7, and cost(σ3 )=0. Based
on the cost values, the trace ordering method assigns a rank rk(σ)∈{1, 2, 3} to each trace
σ∈Vi , favoring traces with low cost values, i.e., rk(σ1 )=2, rk(σ2 )=3, and rk(σ3 )=1. The
trace ordering method returns (Vi , <Vi ), where the order relation <Vi corresponds to the
assigned rank.

4.2.6

Brute Force

In this subsection, we propose a method for trace ordering that follows the brute-force
concept. The trace ordering method applies the incremental process discovery algorithm to
each trace yet to be added and discovers a process model. Then, the trace ordering method
evaluates the quality of the modified process model and ranks the traces according to the
quality of the corresponding discovered model, giving preference to traces that lead to
higher quality process models. The proposed method is applicable for different incremental
process discovery algorithms, according to Definition 3.12, and types of process models.
In addition, the quality metrics used to evaluate the process models are adjustable.
In the first step, the trace ordering method discovers for each trace yet to be added
the resulting process model discovered by applying the incremental process discovery algorithm. Let discinc be the function, according to Definition 3.12, representing the incremental algorithm. For each trace σj ∈Vi ∈P(A∗ ), the method applies discinc to σj ,
VP and the process model M perfectly fitting VP , and gets a process model Mj , i.e.,
discinc (σj , VP , M )=Mj .
In the second step, the method evaluates the quality of each discovered process model
Mj with 1≤j≤|Vi |. The quality metric used for this purpose can be individually adapted
depending on the characteristics of the process model to be analyzed and the incremental
algorithm applied. A frequently used quality metric is the F-measure, as discussed in
Section 3.4.2. Therefore, let f measure : B(A∗ )×M→[0, 1] be the function, which takes
an event log L∈B(A∗ ) and process model M ∈M as input and yields the corresponding
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F-measure value between 0 and 1. For each process model Mj discovered in the first
step, the trace ordering method calculates the F-measure value f measure(L, Mj ). Then,
the trace ordering method assigns to each trace candidate σ∈Vi the F-measure value of
the corresponding discovered process model as cost, as defined in Equation 4.8, which is
further used to assign ranks to the traces.
cost(σj ) = f measure(L, discinc (σj , VP , M ))

(4.8)

As the trace ordering method aims to favor trace candidates that lead to high quality
process models, i.e., traces that are assigned high cost values, the trace ordering method
assigns a rank rk(σj )∈{1, ..., |Vi |} to each trace σj ∈Vi , according to Equation 4.9.
rk(σj )<rk(σl ) iff ∀σj , σl ∈Vi σj ̸=σl (cost(σj )>cost(σl )) ∨ (cost(σj )≥cost(σl ) ∧ σj ≺ σl )
(4.9)
For example, let the event log L∈B(A∗ ), the set VP ∈P(A∗ ) of all previously added traces,
the set Vi ∈P(A∗ ) of trace candidates, and process tree P ∈PA be given as follows:
• L=[⟨a, b, c, d, e, e⟩, ⟨d, a, b, c, e⟩, ⟨a, c, d, e⟩, ⟨a, b, b, c, d, e⟩, ⟨a, b, d, e, e⟩,
⟨a, b, b, b, c, d, e⟩20 ]
• VP ={⟨a, b, c, d, e, e⟩, ⟨d, a, b, c, e⟩}
• Vi ={⟨a, b, b, c, d, e⟩, ⟨a, b, d, e, e⟩}
• P , illustrated in Figure 4.8
For each trace σj ∈Vi , the trace ordering method applies the incremental discovery algorithm discinc and gets a process tree Pj , i.e., for σ1 =⟨a, b, b, c, d, e⟩ and σ2 =⟨a, b, d, e, e⟩,
we get discinc (σ1 , VP , P )=P1 , shown in Figure 4.9, and discinc (σ2 , VP , P )=P2 , shown in
Figure 4.10. Then, the method computes the F-measure value for each yielded process tree
Pj by applying f measure(L, Pj ), i.e., f measure(L, P1 )=0.81 and f measure(L, P2 )=0.76.
According to Equation 4.8, the method assigns to σ1 and σ2 the F-measure of the corresponding process tree as cost, i.e., cost(σ1 )=0.81 and cost(σ2 )=0.76. Last, the method
ranks the traces according to Equation 4.9, i.e., rk(σ1 )=1 and rk(σ2 )=2, and returns
(Vi , <Vi ), where the order relation <Vi corresponds to the assigned rank.

4.3

Initial Trace Selection

In this section, we propose a trace selection method for the case where no initial process
model exists. Since our framework for a trace ordering strategy presented in this thesis
represents a holistic extension for incremental process discovery, and an initial process
model is required to execute an incremental process discovery algorithm, we also cover
the special case of the initial trace selection in our work. We assume the Inductive Miner
as the process discovery algorithm used. In this initial case, our trace selection method
selects a trace, which is further passed to the Inductive Miner, as introduced in Section
3.6. The Inductive Miner discovers a process model that serves as the initial process
model for the incremental process discovery algorithm. In contrast to trace ordering
methods in the context of a trace ordering strategy, as presented in Section 4.2, the initial
trace selection method is designed as a standalone method separated from the proposed
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Figure 4.10: Discovered process tree P2 by adding ⟨a, b, d, e, e⟩ to P (Fig. 4.8)
framework, taking only an event log as input and basing its selection only on characteristics
and metrics related to the event log.
The input of the proposed method is an event log L∈B(A∗ ) and the output is a trace
σ∈L. The goal of the proposed initial trace selection is to select a trace that is structurally most similar to all trace candidates and results in a discovered process model, such
that the remaining traces that are incrementally added require only local changes to the
existing process model. A common approach to measuring similarity between traces and
identifying frequent behavior in event logs is to analyze directly follows relations of each
trace. Furthermore, we consider the start and end activities of the occurring traces as an
additional factor for quantifying similarity. Therefore, for each unique trace σ∈VL , the
trace selection method first counts each directly following relation present in σ and weights
each based on its occurrence in L. Then, the method adds a weight to each variant based
on its start and end activity in relation to the occurrence of the corresponding start and
end activity in L. Last, the method returns the variant with the highest weight.
As discussed in Section 4.2.1, the Inductive Miner discovers a loop pattern for a subsequence of two or more consecutive occurrences of the same activity. Thus, traces that
differ only in the length of successive, repetitive occurrences of the same activity result in
the same process model. Accordingly, a comparison of traces with successive repetitions
of the same activity based on a purely syntactic level quantifying directly follows relations
lead to a bias. Therefore, we replace all sequences of identical activities of length three or
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more by a sequence of length two of the same activity in all traces. For the remainder of
this Section, let floop : A∗ →A∗ be the function that maps a trace σ∈A∗ to a trace σ ′ ∈A∗
replacing all sequences of identical activities of length three or more by a sequence of
length two of the same activity, as previously defined in Section 4.2.1.
We first define the number of times an activity a∈A is directly followed by an activity
b∈A in trace σ∈A∗ as follows:
|a>σ b| = { 1≤i≤|σ| σ(i)=a ∧ σ(i+1)=b } for a, b∈A , σ∈A∗
We define the number of times an activity a∈A is directly followed by an activity b∈A
in an event log L∈B(A∗ ) in terms of the floop (σ∈VL ) representation of traces as follows:
|a>L b| =

X

L(σ) · |a>floop (σ) b| ∀a, b∈A, L∈B(A∗ )

(4.10)

σ∈VL

In the first step, for each unique trace σ∈VL and pair of activities (a, b)∈A×A, the trace
selection method counts each directly-follows relation a>floop(σ ) b in floop (σ) and weights
it in relation to the occurrence of σ in the event log L as well as to the occurrence of the
directly-follows relation in the event log L. Thus, in the first step, each trace σ∈VL is
assigned a weight according to Equation 4.11.
weight1 (σ) = L(σ) ·

X

|a >floop (σ) b| · |a >L b| for σ∈A∗

(4.11)

a,b∈A

In the second step, the trace selection method considers the start and end activities of
traces. A start activity is the first occurring activity in a trace σ∈A∗ , i.e., σ(1)∈A, and
an end activity is the last occurring activity, i.e., σ(n)∈A with n=|σ|. We define the set
containing all traces σ∈VL with start activity a∈A as follows:
VLStart (a) = {σ | σ∈VL ∧ σ(1)=a} for a∈A
Next, we define the set containing all traces σ∈VL with end activity b∈A as follows:
VLEnd (b) = {σ | σ∈VL ∧ σ(|σ|)=b} for b∈A
Thus, the number of occurrences of start activity a∈A in event log L∈B(A∗ ) is defined by
startL (a) =

X

L(σ) for a∈A,

(4.12)

σ∈VLStart (a)

and the number of occurrences of end activity b∈A in event log L∈B(A∗ ) is defined by
endL (b) =

X

L(σ) for b∈A.

(4.13)

σ∈VLEnd (b)

The trace selection method adds to the weight weight1 of each trace σ∈VL calculated in
the first step the number of occurrences of its start activity and end activity in the event
log L, as shown in Equation 4.14, yielding the cost used for the ranking of traces.
cost(σ) = weight1 (σ) + startL (σ(1)) + endL (σ(n)) for σ∈A∗ , |σ|=n

(4.14)

The trace selection method ranks the traces in VL , according to Equation 4.15, favoring
traces with high cost values, and constructs the ordered set (V, <V ) where the order <V
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corresponds to the assigned ranks. Finally, the trace selection method returns the trace
with highest rank, i.e., min((V, <V )).
rk(σj )<rk(σl ) iff ∀σj , σl ∈VL σj ̸=σl (cost(σj )>cost(σl )) ∨ (cost(σj )≥cost(σl ) ∧ σj ≺ σl )
(4.15)
For example, assume the set of activities A={a, b, c, d, e}∈P (A) and the event log L∈B(A)
over the set A with L=[⟨a, b, b, b, b, c, d⟩5 , ⟨a, c, d⟩10 , ⟨b, d, d, d⟩2 , ⟨a, b, c, d, e⟩3 ] given. We
derive the set VL ={σ1 , σ2 , σ3 , σ4 }, where σ1 =⟨a, b, b, b, b, c, d⟩, σ2 =⟨a, c, d⟩, σ3 =⟨b, d, d, d⟩,
σ4 =⟨a, b, c, d, e⟩, containing all unique traces of event log L. The calculation of the
floop (σ) representation of each trace σ∈VL yields floop (σ1 )=⟨a, b, b, c, d⟩, floop (σ2 )=⟨a, c, d⟩,
floop (σ3 )=⟨b, d, d⟩, and floop (σ4 )=⟨a, b, c, d, e⟩. Based on the event log L, the set VL , and
the calculated floop (σ) representations of all σ∈VL , the trace selection method calculates |a>L b| for all pairs of activities (a, b)∈A×A according to Equation 4.10, depicted
in Table 4.3. Based on the calculated number of times an activity a∈A is directly followed by an activity b∈A, for each trace σ∈VL , the trace selection method calculates the
weight weight1 (σ) according to Equation 4.11, i.e., weight1 (σ1 )=195, weight1 (σ2 )=280,
weight1 (σ3 )=8, and weight1 (σ4 )=111. Further, for each activity a∈A, the number of occurrences of start activity a in L and number of occurrences of end activity a in L is
calculated, depicted in Table 4.4. Based on the results, for each trace σ∈VL , the trace
selection method calculates the final cost(σ) according to Equation 4.14, i.e., cost(σ1 )=
weight1 (σ1 )+18+17=230, cost(σ2 )=weight1 (σ2 )+18+17=315, cost(σ3 )=weight1 (σ3 )+2+
=27, and cost(σ4 )=weight1 (σ4 )+18+3=132.
The trace selection method ranks the traces by assigning unique ranks according to Equation 4.15, i.e., rk(σ1 )=2, rk(σ2 )=1, rk(σ3 )=4, rk(σ4 )=3, and constructs the strictly ordered set (VL , <V ), where the order <V corresponds to the assigned ranks. Last, the
method returns the trace with highest rank min(VL , <V )=σ2 , which is further passed to
the Inductive Miner.
Table 4.3: Calculation of |a>L b| for event log L and all pairs of activities (a, b)∈A×A.
|a>L a| = 0
|a>L b| = 8
|a>L c| = 10
|a>L d| = 0
|a>L e| = 0

|b>L a| = 0
|b>L b| = 5
|b>L c| = 8
|b>L d| = 2
|b>L e| = 0

|c>L a| = 0
|c>L b| = 0
|c>L c| = 0
|c>L d| = 18
|c>L e| = 0

|d>L a| = 0
|d>L b| = 0
|d>L c| = 0
|d>L d| = 2
|d>L e| = 3

|e>L a| = 0
|e>L b| = 0
|e>L c| = 0
|e>L d| = 0
|e>L e| = 0

Table 4.4: Calculation of startL (a) and endL (a) for all activities a∈A.
startL (a) = 18
startL (b) = 2
startL (c) = 0
startL (d) = 0
startL (e) = 0
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endL (a) = 0
endL (b) = 0
endL (c) = 0
endL (d) = 17
endL (e) = 3

Chapter 5

Implementation
In this chapter, we present the implementation of our proposed framework and introduced
trace ordering methods. We introduce the underlying platform on which our implementation is based and present packages used for the computation of trace orderings.

5.1

Code Implementation

Our framework for trace ordering strategies and the proposed trace ordering methods are
developed using the Python 3.81 [34] programming language.
The core of our implementation is based on the Process Mining for Python 2 (PM4PY)
[35] library. PM4PY implements state-of-the-art process mining algorithms and provides
functions for processing event data and process models. We use PM4PY for managing
event logs, its implementation of the Inductive Miner [10] and the incremental process
discovery algorithm [2], the calculation of alignments, and the processing and evaluation
of process models. Note that the implementation of the incremental process discovery
algorithm used is not publicly available.
We base mathematical calculations of our proposed trace ordering methods on NumPy3
[36]. NumPy is a Python package for scientific computing which provides a multidimensional array object and offers a wide range of statistical operations.
The implementation of our proposed trace ordering method Levensthein is based on the
python-string-similarity 4 (strsimpy) library that implements several string similarity and
distance measures. We use the algorithm to calculate the Levenshtein distance between
two words from strsimpy, which uses dynamic programming.

1

https://www.python.org/downloads/release/python-380/
https://pm4py.fit.fraunhofer.de/
3
https://numpy.org/
4
https://github.com/luozhouyang/python-string-similarity
2
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Chapter 6

Evaluation
In this chapter, we evaluate the proposed trace ordering methods on real-life event data and
analyze the combination of them forming trace ordering strategies within the context of
incremental process discovery. In Section 6.1, we present the process discovery algorithms
used for the evaluation, introduce the quality criteria for evaluating ordering methods, and
present the data sets used. In Section 6.2, we evaluate random trace orderings to obtain
average qualities for each data set serving as baselines for the comparison of the calculated
trace orderings in the remainder of the evaluation. In Section 6.3, we analyze the initial
selection of traces used for our experiments. In Section 6.4, we evaluate each proposed
trace ordering method by applying it on event logs. In Section 6.5, we evaluate all possible
combinations of trace ordering methods forming trace ordering strategies. In Section 6.6,
we discuss threats to validity of our experiments performed in this chapter.

6.1

General Experimental Setup

In this section, we present the process discovery algorithms used in our evaluation, provide
an overview of quality criteria and the corresponding algorithms used to calculate these,
and present the event logs used in our various experiments.

6.1.1

Process Discovery

As introduced in Chapter 4, the proposed framework for trace ordering strategies does not
prescribe specific incremental process discovery algorithms in general, however, several
proposed trace ordering methods, such as LCA Height and Duplicates, require specific
algorithms to be used. Therefore, for the evaluation presented in this chapter, we apply
trace ordering strategies consisting of our proposed trace ordering methods on event logs
using a PM4PY1 -based implementation of the incremental process discovery algorithm
introduced by Schuster et al. [2]. Furthermore, we use the PM4PY implementation of
the Inductive Miner [10] as the underlying process discovery algorithm used to rediscover
subtrees that need to be modified, as shown in Section 3.6. Further, we apply our initial
trace selection method on event logs using the Inductive Miner as the process discovery
algorithm to discover the initial process model needed for the execution of the incremental
process discovery algorithm.
1

https://pm4py.fit.fraunhofer.de/
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6.1.2

Quality Criteria

In order to evaluate the trace orders calculated by our proposed trace ordering strategies,
in this chapter, we analyze the resulting process models after applying our strategies and
quantify their quality in terms of the F-measure, as introduced in Section 3.4.2. Therefore,
after calculating a trace order and applying a process discovery algorithm to the highestranked trace, we measure the replay-fitness and precision for the resulting process model
and the complete event log. For the evaluation, we use the PM4PY implementation of an
alignment-based fitness measure as described in [31] and the PM4PY implementation of
the precision algorithm introduced in [32]. After the computation of both quality measures,
we calculate the F-measure according to Equation 3.2.
Additionally, we evaluate the performance of our trace ordering strategies in terms of
computation time. Therefore, we measure the time that a trace ordering strategy takes
to compute a trace order. The calculation time depends strongly on the hardware and
operating system used, thus the reader requires the information of the system used to
interpret the results in this chapter. For the evaluation in this chapter, we execute each
trace ordering strategy as a single process on a system with an Intel Xeon Gold 5115 2.40
GHz processor, 503GB of memory, and Ubuntu 18.04.5 as the operating system.

6.1.3

Data Sets

In this section, we present the event logs used to evaluate our trace ordering strategies. To
analyze the performance of trace ordering strategies and evaluate the influence of different
characteristics of event logs on the quality of the calculated trace orders, we apply the trace
ordering strategies on three complete and two sampled real-life event logs. An overview
of the event logs and their key characteristics is shown in Table 6.1.
For the evaluation, we use the real-life event logs Road Traffic Fine Management [37],
which contains recorded event data of an information system managing road traffic fines,
Request For Payment [38] and Domestic [39] both which contain recorded events of an
information system of a university dealing with expense reports and payment reimbursements. Further, we sample the real-life event logs Sepsis [40], which contains events of
sepsis cases recorded by the ERP (Enterprise Resource Planing) system of a hospital,
and Hospital Billing [41], which contains events related to the billing of medical services
recorded by the ERP system of a hospital. Since both event logs contain a high amount
of trace variants, i.e., 1020 in Hospital Billing and 846 in Sepsis, the evaluation of the
resulting process models in relation to the F-measure takes a significant amount of time.
Therefore, we use the process mining software tool Disco2 to sample the event logs based
on trace variant filtering. For the event log Hospital Billing, we apply a filter on trace
variants and derive the event log containing only variants which are shared by at least 79
and at most 1555 cases. For the event log Sepsis, we apply a filter on trace variants and
derive the event log containing only variants which are shared by at least three cases.
Our selection of event logs covers a wide range of observed real-world processes with
different levels of variability and allows us to evaluate trace ordering strategies with respect
to various event log properties. For instance, our set of event logs contains event logs with
a high number of traces and variants, e.g., Road Traffic Fine Management, but also event
logs with a small number of traces and trace variants, e.g., Sepsis (sampled). Moreover,
2

https://fluxicon.com/disco/
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Table 6.1: Summary of event logs used for the evaluation and their key characteristics

Event Log
Abbreviation
# Traces
# Trace Variants
# Activities
# Start Activities
# End Activities
Min. # Activities
in a Trace Variant
Max. # Activities
in a Trace Variant
Avg. # Activities per
Trace Variant
Avg. # Activities per
Trace

Road Traffic
Fine
Management
R.T.F.M.

Request
For
Payment
R.F.P.

Domestic

Sepsis
(sampled)

Domestic

Sepsis

Hospital
Billing
(sampled)
Hospital

150370
231
11
1
7

6886
89
19
2
10

10500
99
17
2
6

196
27
11
1
8

9024
33
13
1
7

2

1

1

3

3

20

20

24

13

13

8.19

7.9

8.83

8.15

7

3.73

5.34

5.37

6.53

6.37

all event logs contain variants consisting of few activities and long variants containing
multiple appearances of the same activities. Furthermore, the selected event logs have
different ratios between the number of contained activities and, for instance, the number
of different end activities. Last, we observe that the average length of trace variants
are similar, but the average length of traces in event logs differ. This is due to the
different distribution of occurrences of traces in event logs. Thus, we cover event logs
whose frequently occurring trace variants make up a significant portion of the event log,
and event logs whose trace variants are evenly distributed. In the remainder of this thesis,
the event logs are abbreviated as shown in Table 6.1.

6.2

Random Trace Ordering

In order to analyze the performance of trace ordering strategies, we require a baseline
to which we can compare the strategies. Therefore, we apply a trace ordering strategy
that orders traces randomly, multiple times on event logs and calculate the average of the
quality of the resulting process models. In the remainder of the evaluation, we then use the
calculated average as a baseline to compare the performance of trace ordering strategies
based on the quality of the resulting process models. We consider the quality of a trace
ordering strategy to be good if the quality of the resulting process models based on its
calculated trace order is above the baseline. If the quality of the resulting process models
is worse than the baseline, it implies that a randomly chosen trace order leads on average
to process models with better quality than the calculated trace order of the corresponding
trace ordering strategy. In the following, we introduce the experimental setup for the
application of random trace orderings and present the obtained results.
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Table 6.2: Experimental setup for the evaluation of random trace ordering. The table
shows for each event log (columns) the applied discovery algorithms and experimental
parameters (rows).
Event Log
Discovery algorithm
applied to first trace
Discovery algorithm
applied in incremental
step
Selection of first trace
Selection of traces
in incremental steps
# of experiments

6.2.1

R.T.F.M.

R.F.P.

Domestic

Sepsis

Hospital

Inductive Miner [10]
Incremental Process Discovery Algorithm [2]
Random
Random
600

450

450

600

600

Experimental Setup

An overview of the experimental setup is depicted in Table 6.2. For this experiment, we
use all five event logs presented in Section 6.1.3. In order to apply the incremental process
discovery algorithm based on a random ordering of traces to the event logs, we first need
to discover a process model that serves as the initial process model for the incremental
process discovery. Therefore, we randomly select one unique trace contained in the event
log and apply the Inductive Miner on the trace to discover the initial process tree. Then,
we apply the incremental process discovery algorithm by randomly selecting a unique
trace candidate in each incremental step that has not yet been added. For each resulting
process tree, including the initial process tree, we calculate the F-measure by computing
the replay-fitness and precision for the process tree and the entire event log. We execute
the experiment 600 respectively 450 times for each event log.

6.2.2

Results

In the following, we present the results of the experiments performed. We show the computed F-measure values of the discovered process trees and present the average F-measure
of the random trace orderings, which serves as the baseline for further experiments, as
explained earlier. Applying the incremental process discovery algorithm multiple times to
an event log, based on different random trace orders, we expect the quality of the resulting
process models to vary significantly.
In Figure 6.1, we depict the results for the event logs R.T.F.M., Domestic and Hospital.
The results for the event logs R.F.P. and Sepsis are shown in Figure A.1. We plot the
results of all the experiments performed, with each blue line representing a specific ordering
of traces and the computed average of the random trace orderings represented by the red
line. Per event log, we provide two different x-axis scales. On the left side, the F-measure
values are shown in relation to the percentage of processed traces and on the right side,
the F-measure values are shown in relation to the percentage of unique processed traces,
i.e., variants. As the results are similar for all event logs, we describe the findings using
the event logs shown in Figure 6.1.
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(a) R.T.F.M.

(b) Domestic

(c) Hospital

Figure 6.1: F-Measure values of incrementally discovered process models based on random
trace orderings
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Table 6.3: Mean values of baselines (avg. F-Measure values of the incrementally discovered
process models using random trace orderings) for all event logs
Event Log
Average of baseline
(in relation to
processed variants)
Average of baseline
(in relation to
processed traces)

R.T.F.M.

R.F.P.

Domestic

Sepsis

Hospital

0.73

0.53

0.55

0.63

0.59

0.74

0.54

0.55

0.65

0.61

Considering Figure 6.1, we observe that for all three event logs, the ordering of trace
candidates has a significant impact on the F-measure, cf. the large area covered by the
blue lines. For each event log, we observe a wide range of F-measure values, e.g., for the
R.T.F.M. event log (cf. Fig.6.1a) the computed F-measure values are in the range between
0.58 and 0.97. Examining the left plots in Figure 6.1, we notice single trace orders that lead
to maximum F-measure values at the beginning and then drop to lower values. This is due
to the fact that the corresponding trace orderings select the most occurring trace variants
as the initial traces for discovering the initial process models. Applying the Inductive
Miner to these trace candidates yields initial process models with a high F-measure value,
since the selected traces make up a significant part of the event logs, e.g., for the R.T.F.M.
event log, the most occurring variant covers around 40% of the traces contained in the
event log.
The red line represents the average of the blue lines and is used as the baseline for the
corresponding event log in the remainder of this chapter. In order to compare the average
quality of a specific ordering of traces to the baseline, we integrate the baseline over the
interval [0,1] with respect to the processed traces and calculate the average of all F-measure
values with respect to the processed variants, deriving its mean value. The calculated mean
values for all event logs are summarized in Table 6.3. Further, we observe that for all event
logs, the baseline decreases as we incrementally add more trace candidates since traces are
added randomly without considering the trace structures or the process models.
Note that we conducted the presented experiment 600 respectively 450 times for each
event log, which only covers a fraction of all possible trace orderings on the event logs, e.g.
for the Domestic event log 99! possible trace orderings exist since the event log contains
99 trace variants and, thus, only 4.82×10−154 percent of possible trace orderings are at
most covered with 450 experiments.

6.3

Initial Trace Selection

In this section, we present the evaluation of the initial trace selection method introduced
in Section 4.3. In order to apply a trace ordering strategy, as introduced in Section 4.1,
using an incremental process discovery algorithm, an initial process model is required. By
selecting the initial trace according to the presented method, we aim to discover an initial
process model of better quality than a randomly discovered process model. Therefore, we
apply the initial trace selection method as an auxiliary method at the beginning of the
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Table 6.4: Experimental setup for the evaluation of the initial trace selection
Event Log
Discovery algorithm
applied to first trace
Discovery algorithm
applied in incremental
step
Selection of first trace
Selection of traces
in incremental steps
# of experiments

R.T.F.M.

R.F.P.

Domestic

Sepsis

Hospital

Inductive Miner [10]
Incremental Process Discovery Algorithm [2]
Initial Trace Selection Method (Section 4.3)
Random
200

incremental process discovery and select a trace from the event log that is used to discover
the initial process model. In the following, we introduce the experimental setup for the
analysis of the initial trace selection method, and present the corresponding results.

6.3.1

Experimental Setup

An overview of the experimental setup is depicted in Table 6.4. For the evaluation of
the initial trace selection method, we apply the method to all event logs presented in
Section 6.1.3, as described in the following. First, for a given event log, the initial trace
selection method proposed in Section 4.3 is executed to obtain the initial trace. Then, we
apply the Inductive Miner to the trace and discover the initial process model. Further, we
apply the incremental process discovery algorithm by randomly selecting a unique trace
candidate in each incremental step that has not yet been added. Thus, each experiment
yields an order of traces, with the first added trace candidate selected by the initial trace
selection method and the remaining traces randomly ordered. For each resulting process
tree, including the initial process tree, we calculate the F-measure by computing the
replay-fitness and precision for the process tree and the entire event log. We execute the
experiment 200 times for each event log.

6.3.2

Results

In the following, we present the results of the experiments performed to evaluate the initial
trace selection method. Applying the initial trace selection method to derive a trace for
discovering the initial process model, we expect the quality of the resulting initial process
model to be higher than the baseline for the first added trace.
In Figure 6.2, we depict the results for the event logs R.T.F.M., Domestic and Sepsis.
The results for the event logs R.F.P. and Hospital are shown in Figure A.2. We plot
the results of all the experiments performed, with each blue line representing a specific
ordering of traces, the average of the blue lines depicted by the black line, and the baseline
of the corresponding event log represented by the red line. Per event log, we provide two
different x-axis scales. On the left side, the F-measure values are shown in relation to
the percentage of processed traces and on the right side, the F-measure values are shown
in relation to the percentage of unique processed traces, i.e. variants. As the results are
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similar for all event logs, we describe the findings using the event logs shown in Figure
6.2.
Considering the F-measure in relation to the percentage of processed trace variants (cf.
plots on the right), we observe that for all three event logs the F-measure of the first
discovered process model, i.e., the initial process model, is higher than the baseline. We
determine this by analyzing the average represented by the black line, since all calculated
trace orderings share the same first trace, i.e., the first trace selected by the initial trace
selection method. Considering the F-measure in relation to the percentage of processed
traces (cf. plots on the left), we observe that adding the trace variant selected by the
initial trace selection method covers a great percentage of all traces contained in the event
log, e.g., for the Domestic event log we observe that the added trace accounts for over
40% of the event log. We analyzed the selected initial trace candidates for all three event
logs and noticed that the trace variant selected by the initial trace selection method is
the most frequently occurring trace variant in the event log. The selection of this trace is
based on the weighting according to the number of occurrences of each trace variant, as
introduced in Section 4.3. Since all three event logs contain a trace variant that occurs
significantly more often than all other trace variants, the trace variant is given the highest
weight and is selected, e.g., for the Domestic event log the most occurring trace variant
appears 4618 times in the event log, while the second most occurring variant occurs 2473
times. Furthermore, we observe that as more traces are incrementally added to the process
model, the average of the blue lines converges to the baseline as the remaining traces are
randomly ordered.
In the remainder of the chapter, we evaluate trace ordering strategies on event logs, using
the initial trace selection method to determine the first trace. Note that by selecting
the first trace, the solution space of all possible trace orderings of the remaining traces
is constrained, as shown in Figure 6.2. Thus, the quality of a trace ordering strategy is
influenced by the selection of the initial trace due to its discovered initial process model
serving as the starting point for the incremental process discovery algorithm.

6.4

Trace Ordering Methods

In this section, we individually evaluate each trace ordering method proposed in Section
4.2. We aim to assess whether the proposed trace ordering methods are capable of computing trace orders that result in better quality of the incrementally discovered process models
than the application of a random trace order, and whether the application of a single trace
ordering method can achieve this goal for all event logs. In the following, we introduce
our experimental setup for the analysis of each trace ordering method and present the
results of each trace ordering strategy applied on event logs using the incremental process
discovery algorithm [2].

6.4.1

Experimental setup

An overview of the experimental setup is depicted in Table 6.5. For the evaluation of each
trace ordering method presented in Section 4.2, we construct a trace ordering strategy, as
introduced in Section 4.1, consisting of only the trace ordering method to be evaluated.
Thus, a constructed trace ordering strategy selects the highest ranked trace candidate
based on the trace order computed by the only trace ordering method contained. For
46

Chapter 6. Evaluation

(a) R.T.F.M.

(b) Domestic

(c) Sepsis

Figure 6.2: F-measure values of incrementally discovered process models using the initial
trace selection method and further random trace orderings
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Table 6.5: Experimental setup for trace ordering method analysis
Event Log
Discovery algorithm
applied to first trace
Discovery algorithm
applied in incremental
step
Selection of first trace
Selection of traces
in incremental steps
# of experiments

R.T.F.M.

R.F.P.

Domestic

Sepsis

Hospital

Inductive Miner [10]
Incremental Process Discovery Algorithm [2]
Initial Trace Selection Method (Section 4.3)
Trace ordering strategies consisting of a single trace ordering
method from the set {Levenshtein Distance, LCA Height,
Alignment Costs, Duplicates, Missing Activities, Brute Force}
(Section 4.2)
One experiment for each trace ordering strategy (total: 6)

each event log presented in Section 6.1.3 and each trace ordering strategy constructed,
we perform the experiment as described in the following. To ensure the comparability of
results of experiments applying different trace ordering strategies, each experiment needs
to start with the same initial process model, since the selection of the first trace affects the
subsequent trace ordering, as discussed in Section 6.3. Therefore, for a given event log, the
initial trace selection method proposed in Section 4.3 is first executed to obtain the initial
trace. Then we apply the Inductive Miner to the trace and discover the initial process
model. Further, we apply the incremental process discovery algorithm, using the trace
ordering strategy in each incremental step to select the trace candidate to be added to
the process model. Thus, each experiment yields an order of trace variants, with the first
variant selected by the initial trace selection method and the remaining variants ordered
by the trace ordering strategy. For each trace ordering strategy, we analyze the number
of trace candidates with the same minimum cost assigned in an incremental step to assess
the factor of randomness introduced by the evaluated ordering method. Furthermore, in
each incremental step, we measure the computation time that a trace ordering strategy
takes to return a trace candidate. For each resulting process tree, including the initial
process tree, we calculate the F-measure. We perform the experiment once for each trace
ordering strategy and event log.

6.4.2

Results

In the following, the results of the conducted experiments are presented. We evaluate
the performance of each trace ordering strategy, examine the factor of randomness, and
analyze the computation time. We expect that applying the trace ordering strategies leads
to better results on average than using a random ordering of traces, however, due to the
ordering being based on only one characteristic, we expect to observe a factor of randomness in selecting the most appropriate trace candidate. Further, we expect differences in
the computation times due to the different trace ordering methods used.
In Figure 6.4 and Figure 6.5, we depict the results regarding the F-measure of the resulting process trees. We plot the results of the baseline, i.e., the average of random
trace orderings, and the trace ordering methods Alignment Costs, Levenshtein Distance,
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Table 6.6: Average F-measure values of incrementally discovered process trees using the
proposed trace ordering strategies (upper row: in relation to processed variants; lower
row: in relation to processed traces)
Event Log
Baseline
Levenshtein Distance
LCA Height
Alignment Costs
Duplicates
Missing Activities
Brute Force

R.T.F.M.
0.73
0.74
0.77
0.76
0.7
0.79
0.77
0.78
0.74
0.79
0.71
0.83
0.94
0.86

R.F.P.
0.53
0.54
0.54
0.89
0.62
0.8
0.68
0.88
0.61
0.78
0.60
0.82
0.78
0.86

Domestic
0.55
0.55
0.71
0.92
0.48
0.73
0.53
0.89
0.62
0.8
0.47
0.84
-

Sepsis
0.63
0.65
0.82
0.84
0.85
0.85
0.86
0.86
0.82
0.84
0.85
0.85
0.81
0.83

Hospital
0.59
0.61
0.67
0.69
0.61
0.64
0.62
0.64
0.63
0.67
0.69
0.69
0.77
0.75

LCA Height, Duplicates, Missing Activities and Brute Force applied as stand-alone trace
ordering strategies. Per event log, we provide two different x-axis scales: percentage of
processed traces and percentage of processed variants. Figure 6.3 shows the legend for the
results. Further, Table 6.6 shows for all event logs and applied trace ordering strategies
the average value of the corresponding F-measure values of the resulting process trees,
calculated by integrating over the interval [0,1] with respect to the processed traces and
calculating the average of all F-measure values with respect to the processed variants. For
better comparison, we also include the baseline values from Table 6.3. In Figure 6.6 and
Figure 6.7, we depict the number of trace candidates with the same minimum/ maximum
cost assigned in an incremental step. In Figure 6.8, we show the computation time for the
calculation of a trace order per incremental step. Further, in Figure 6.9, we depict the
total computation time of all trace ordering methods per event log.
6.4.2.1

Performance Of Trace Ordering Methods

Applying the trace ordering strategy solely consisting of the trace ordering method Levenhtein Distance, we observe that the F-measure values of the resulting process models are
on average higher than the baseline (cf. Table 6.6) and, thus, applying the trace ordering
strategy is better than randomly selecting trace candidates. Considering the curve of the
trace ordering strategy (dark blue line) in relation to processed variants (cf. Fig. 6.4 and
Fig. 6.5), we observe that the line is clearly above the baseline for the event logs Domestic, Hospital and Sepsis. For the event log R.F.P., we observe that after incrementally
adding 38% of all trace variants, the quality of the resulting process trees drops below the
baseline. Comparing this observation in relation to the percentage of processed traces,
we note that the drop in quality occurs only after 95% of traces contained in the event
log are added. For the R.T.F.M. event log, we observe that after adding the second trace
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Figure 6.3: Legend for the results shown in Figure 6.4 and Figure 6.5
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Figure 6.4: F-measure values of the incrementally discovered process models using the
trace ordering strategies (cf. Figure 6.3)

50

1.0

1.0

0.9

0.9

0.8

0.8

F-Measure

F-Measure

Chapter 6. Evaluation

0.7
0.6

0.7
0.6

0.5

0.5
0

20

40
60
% of processed traces

80

100

0

20

40
60
% of processed variants

80

100

0

20

40
60
% of processed variants

80

100

1.0

1.0

0.9

0.9

0.8

0.8
F-Measure

F-Measure

(a) Sepsis

0.7

0.7

0.6

0.6

0.5

0.5

0.4

0.4
0

20

40
60
% of processed traces

80

100

(b) Hospital

Figure 6.5: F-measure values of the incrementally discovered process models using the
trace ordering strategies (cf. Figure 6.3)

variant, the line drops below the baseline. The decrease in the F-measure results from the
fact that the weighting of the calculated Levenshtein distances introduced in Equation 4.3
leads to the selection of the second most frequently occurring trace variant, which leads to
a loss of precision of the process tree when added incrementally. With more trace variants
being added, the line continues slightly below the baseline until it clearly rises above the
baseline again at about 57% of processed trace variants. We conclude that the evaluated
method for trace ordering achieves higher quality on average than a random ordering of
traces, but leads to local quality drops when adding all observed trace variants.
Examining the average F-measure values of the discovered process models, we observe that
applying the incremental process discovery algorithm using the trace ordering strategy
consisting of only the trace ordering method LCA Height results in process models with
higher F-measure values in terms of the percentage of processed traces for all event logs
than using a random ordering of trace candidates (cf. Table 6.6). Analyzing the average
F-measure values in relation to the percentage of processed variants, we observe that for
the event logs R.T.F.M. and Domestic the average F-measure value is slightly lower than
the baseline value. Considering the curve (purple line) in relation to processed traces for
the R.T.F.M. event log (cf. Fig. 6.4a), we notice that for 90% of traces contained in the
event log the F-measure is clearly above the baseline, meaning that by adding the first six
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trace variants according to the calculated trace order, we achieve a high F-measure value
for 90% of observed process behavior. For the Domestic event log, we observe that by
adding the first five trace candidates according to the calculated trace order, we achieve a
high F-measure value for 65%, until the F-measure drops below the baseline (cf. Fig. 6.4c).
Thus, we conclude that the trace ordering method is capable of computing an ordering of
traces that leads to a high quality of the resulting process models for a substantial subset
of the event log, but quality decreases when adding all trace variants.
Analyzing the application of the trace ordering strategy consisting of the trace ordering
method Alignment Costs, we observe for all event logs, except the Domestic event log, that
the F-measure values are on average higher than the baseline (cf. Table 6.6). Considering
the trace ordering strategy curve (light blue) in relation to the processed variants for the
Domestic event log (cf. Fig. 6.4c), we note that the curve drops below the baseline for the
remaining incremental steps after adding the first eleven trace variants. Looking at the
curve in relation to the percentage of processed traces, we see that this drop occurs after
almost 90% of the traces have already been added to the process model. Thus, if the goal
of process discovery is not to include all traces from the event log, e.g., due to data quality
issues, this trace ordering strategy is suitable even for the Domestic event log.
Applying the incremental process discovery algorithm using the trace ordering strategy
consisting solely of the trace ordering method Duplicates results in process models with
higher F-measure values on average for all event logs than using a random selection of
trace candidates (cf. Table 6.6). Analyzing the curve (dark red line) for the event logs
R.T.F.M. and Domestic (cf. Fig. 6.4a and Fig. 6.4c), we observe that the high average
F-measure value is due to the high quality achieved by adding the first 60% respectively
40% of trace variants. However, for both event logs, the curve drops below the baseline
when incrementally adding the remaining trace variants.
Applying the trace ordering strategy consisting of the trace ordering method Missing
Activities leads to process models with higher average F-measure values in terms of the
percentage of processed variants than using a random trace ordering strategy for all event
logs except R.T.F.M. and Domestic (cf. Table 6.6). Analyzing the trace ordering strategy
curve (yellow line) in relation to the percentage of processed traces for these two event
logs (cf. Fig. 6.4a and Fig. 6.4c), we note that for both event logs, the incremental process
discovery using the computed trace order results in high quality for almost 95% of the
traces contained in the event log and the curve falls below the baseline for the remaining
5%. Considering the curve in relation to processed variants, we observe that the trace
ordering strategy leads to process models with higher quality than the baseline only for
3% respectively 25% of the trace variants incrementally added.
Applying the trace ordering method Brute Force as a stand-alone trace ordering strategy,
we observe for all event logs, that the F-measure values of the discovered process models
are on average significantly higher than the baseline (cf. Table 6.6). For the Domestic
event log, the Brute Force method could not be used as the calculation was still not
completed after several days. Furthermore, we observe that the brute force approach as
a stand-alone trace ordering strategy performs often better than the other trace ordering
strategies evaluated in this section, although the approach can be considered as a greedy
algorithm making the local optimal choice in each incremental step. Thus, for most of the
event logs used, the brute force method is a suitable approach to calculate the trace order,
which leads to the best result compared to other methods proposed in this thesis.
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6.4.2.2

Randomness

In Figures 6.6a and 6.6b, we depict the number of trace candidates with the same minimal
cost assigned in an incremental step by the trace ordering method Levenshtein Distance,
according to Equation 4.3, for the R.T.F.M. and Domestic event log. For the remaining
event logs, the results are shown in Figure A.3. We note that for the R.T.F.M. event log,
in a number of incremental steps the trace ordering method assigns the same minimum
cost to multiple trace candidates. This is due to the nature of the event log which contains
trace variants with a similar structure and number of occurrences. Moreover, due to the
presented removal of the occurrence of the same activities of length three or more in each
trace candidate, according to Algorithm 1, multiple trace candidates result in the same
shortened representation, such that they are assigned the same cost. Consequently, the selection of the highest ranked trace candidate in these steps depends on the second ordering
criterion. Note that adding another trace candidate with the same minimum cost often
results in the same F-measure value, reducing the factor of randomness as incremental
process discovery yields the same process model. Thus, the number of trace candidates
with the same minimum cost does not reflect the actual factor of randomness. For the
Domestic event log, we observe that only in a few incremental steps, trace candidates are
assigned the same cost. The results for the remaining event logs (cf. Fig. A.3) behave
similarly. Note that for the Hospital event log, a unique trace candidate is selected in each
step, making the trace order computation deterministic.
In Figures 6.6c and 6.6d, we show the number of trace candidates with the same minimal
cost assigned by the trace ordering method LCA Height, according to Equation 4.6, for
the event logs R.T.F.M. and R.F.P. The results for the remaining event logs are shown in
Figure A.4. We observe that the trace ordering method assigns the same minimum cost to
multiple trace candidates in almost all incremental steps for both event logs. A reason for
this is the fact that after adding a trace candidate such that the process tree is modified,
multiple trace candidates are already included in the language of the resulting process tree
and thus the corresponding optimal alignment of these trace candidates and the resulting
process tree do not have any deviations. Thus, these trace candidates are assigned a cost
of 0 and are incrementally added to the process tree without any further changes. We note
that if no trace candidates exist with a cost of 0 and the majority of trace variants have
not yet been added, in several incremental steps multiple trace candidates are assigned
the same minimum cost. Hence, prior filtering of considered trace candidates can reduce
the number of traces which are assigned the same minimum cost.
In Figures 6.6e and 6.6f, we plot the number of trace candidates with the same minimal
cost assigned by the trace ordering method Alignment Cost, according to Equation 4.5, for
the event logs R.T.F.M. and R.F.P. The results for the remaining event logs are shown in
Figure A.5. We observe for both event logs that in several incremental steps, multiple trace
candidates have the same alignment cost. Furthermore, note that for event log R.T.F.M.,
triangular-shaped patterns are observed between 37% and 78% of processed variants, i.e.,
in each sequential increment step, the number of trace candidates with minimal cost is
reduced by one. This is due to the fact that trace candidates having an alignment cost of
0 are incrementally added to the process tree without any change of the process model.
Within such a pattern, selecting any trace candidate with minimal cost results in the same
process tree. Thus, we note that alignment costs are a suitable characteristic for ranking
traces in terms of the quality achieved relative to the low factor of randomness.
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In Figures 6.7a and 6.7a, we depict the number of trace candidates with the same minimal
cost assigned by the trace ordering method Duplicates, according to Equation 4.7, for the
event logs R.T.F.M. and Hospital. The results for the remaining event logs are shown in
Figure A.6. We note for all event logs that in almost every incremental step, multiple trace
candidates have the same minimum cost assigned due to the same number of duplicate
nodes, thus the selection of the trace candidate depends on the second-order criterion. We
observe that due to the number of trace variants contained in the R.T.F.M. event log,
the number of trace candidates with same minimal cost is significantly higher than for
the Hospital event log. Considering this observation together with the average F-measure
of the trace ordering strategy, we note that using the trace ordering method Duplicates
can lead to significantly better results than using a randomly calculated trace order, but
requires further preprocessing effort to reduce the number of trace candidates in order to
make the selection unique and reduce the factor of randomness.
In Figures 6.7c and 6.7d, we present the number of trace candidates with the same minimal
cost assigned by the trace ordering method Missing Activities, as shown in Section 4.2.2,
for the event logs R.T.F.M. and Hospital. The results for the remaining event logs are
shown in Figure A.7. For all event logs, we observe the same repeating pattern, i.e., in each
sequential increment step, the number of trace candidates with minimal cost is reduced by
one until there is only one trace candidate left and the pattern starts again in the next step.
This pattern is due to the fact that a trace candidate is first added to the process model,
which contains activities that have not yet been modeled by the process model. Adding the
trace candidate, the resulting process model incorporates additional modeled activities.
Consequently, in the next incremental step, trace candidates containing only activities
modeled by the process model receive a cost of 0. The trace ordering strategy selects
these trace candidates with the same cost one after another and adds them incrementally.
Thereafter, the pattern starts over. Note that despite multiple trace candidates with the
same minimum cost, the same process model is often discovered. We observe that the
fewer traces are ranked, the more unique the calculated trace order.
In Figures 6.7e and 6.7f, we plot the number of trace candidates with the same maximal
cost assigned in an incremental step by the trace ordering method Brute Force, according to
Equation 4.8, for the event logs R.T.F.M. and Sepsis. The results for the remaining event
logs are shown in Figure A.8. For all event logs, we observe that in several incremental
steps multiple trace candidates result in the same maximum quality due to the same
discovered process tree. Thus, even though the trace candidate incrementally added to
the process model is selected by the second ordering criterion of the trace ordering method,
the same process model with the best possible F-measure is discovered. Therefore, the
brute force approach introduces only a minor factor of randomness in the selection of the
most appropriate trace candidate.
6.4.2.3

Computation Time

Analyzing the time required for the computation of a trace order in an incremental step
by the trace ordering methods Levenshtein Distance (cf. Fig. 6.8a for R.T.F.M. and Fig.
A.9 for remaining event logs) and Missing Activities (cf. Fig. 6.8e for R.T.F.M. and Fig.
A.13 for remaining event logs), we observe that in general the computation time decreases
almost linearly as the number of processed trace variants increases. This is due to the fact
that in each advancing step of the incremental process discovery less trace candidates are
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Figure 6.8: Computation time for the calculation of a trace order in an incremental step
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passed to the trace ordering strategies and the trace order calculations only depends on the
trace candidates, as shown in Sections 4.2.1 and 4.2.2. Examining the total computation
time for both trace ordering strategies (cf. Fig. 6.9), we note that the more trace variants an
event log contains, the longer the total computation time of all trace orders. Furthermore,
we observe that the trace ordering method Missing Activities takes the least computation
time compared to all presented trace ordering methods.
Analyzing the computation time of the alignment-based trace ordering methods LCA
Height (cf. Fig. 6.8b for R.T.F.M. and Fig. A.10 for remaining event logs), Alignment
Cost (cf. Fig. 6.8c for R.T.F.M. and Fig. A.11 for remaining event logs), and Duplicates
(cf. Fig. 6.8d for R.T.F.M. and Fig. A.12 for remaining event logs), we observe that
in general the computation time of each ordering step increases at the beginning of the
incremental process discovery, then flattens and decreases towards the end of the discovery.
This trend is due to the fact that the first discovered process trees consist of only a few
nodes and the calculation of alignments takes a short amount of time. Depending on the
complexity of the further resulting process trees and the respective process tree constructs,
the alignment calculation requires considerably more time. Note, for the trace ordering
methods Alignment Cost and Duplicates, we additionally observe a sudden local increase
due to the discovery of complex process tree structures, followed by a decrease caused by
the modification of main process tree constructs. In the end, the computation time either
drops steeply because a major part of the process tree is rediscovered by the Inductive
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Miner (cf. Fig. 6.8b), which is much less complex, or the computation time decreases
almost linearly the fewer trace candidates need to be ordered (cf. Fig. 6.8d). Considering
the total computation time of the three trace ordering strategies for all event logs (cf. Fig.
6.9), we observe that the computation time is strongly influenced by the complexity of the
resulting process trees and does not correlate with the number of different trace variants
contained in an event log, e.g., the computation time of the trace ordering method LCA
Height for the Domestic event log is almost 14 times higher than for R.F.P., even though
Domestic contains only ten more trace variants.
Examining the computation time of the trace ordering method Brute Force (cf. Fig. 6.8f
for the R.T.F.M. event log and Fig. A.14 for the remaining event logs), we notice a similar
pattern as for the alignment-based trace ordering methods due to the alignment calculation
used by the incremental process discovery algorithm [2]. Considering the total computation
time (cf. Fig. 6.9), we note that the trace ordering method Brute Force requires more than
three days to compute the trace order for the R.T.F.M. event log, since it evaluates the
resulting process model for each given trace candidate in an incremental step, i.e., a total
of 26565 process models. We note that the more trace variants to be evaluated, the longer
the trace ordering method takes to compute all trace orders. Compared to the other trace
ordering methods evaluated in this section, we note that the Brute Force method takes
the most time to compute the trace order. In short, this approach achieves the best result,
but takes the longest time.

6.5

Trace Ordering Strategies

In the previous section, we applied each trace ordering method as a standalone trace
ordering strategy and observed that, on average, most of them lead to better quality of
the resulting process models than using a random trace order. However, we have also seen
that some trace ordering methods assign the same minimum respectively maximum cost
to multiple trace candidates in many incremental steps, such that the ordering of trace
candidates often depends on the second selection criterion used, introducing a factor of
randomness. Examining the curves, we observed that several trace ordering strategies lead
to high F-measure values when adding the first trace variants, which cover a significant
portion of the total observed process behavior in the event log, but drop down when
adding the remaining trace variants. None of the proposed strategies, except Brute Force,
could achieve consistently better quality than the baseline for all event logs when all trace
variants were added incrementally. Furthermore, we noted significant differences in the
corresponding overall computation times, e.g., the best quality is achieved by the trace
ordering method Brute Force, which can take up to several days to compute. Thus,
ordering traces based on only one characteristic without any filtering of trace candidates
may lead to potential randomness, poorer quality when incrementally adding all observed
trace variants, or a vast amount of computational time.
In order to improve the quality of the resulting process trees, reduce the factor of randomness and provide the option to vary the total time of computation required for the
calculation of a trace order, we combine the proposed trace ordering methods to trace ordering strategies using the framework introduced in Section 4.1. To evaluate whether the
sequential combination of trace ordering methods can lead to better results, in this section
all possible combinations are analyzed in relation to different filtering rates. Therefore, we
59

Chapter 6. Evaluation
Table 6.7: Abbreviations of trace ordering methods
Abbreviation
L
H
C
D
M
B

Trace Ordering Method (Section 4.2)
Levenshtein Distance
LCA Height
Alignment Cost Distance
Duplicates
Missing Activities Distance
Brute Force

construct trace ordering strategies using different orders of trace ordering methods, apply
them to the presented event logs using the incremental process discovery algorithm, and
evaluate the F-measure values of the resulting process trees. We expect to observe strategies using certain combinations of trace ordering methods that result in higher average
F-measure values than average values using a random trace order. In addition, we expect
to see strategies that perform better in terms of average F-measure values relative to total
computation time required than trace ordering methods used as stand-alone strategies.
Trace ordering strategies that use a high filter rate, i.e., more trace candidates are passed
to a trace ordering method within a trace ordering strategy, should take more time to
compute a trace order. In the following, we first introduce the experimental setup and
then present the results.

6.5.1

Experimental Setup

In this section, we present the experimental setup for evaluating the combination of trace
ordering methods forming trace ordering strategies for incremental process discovery. For
ease of reading , we use the abbreviations shown in Table 6.7 for each trace ordering method
introduced in Section 4.2, e.g., the trace ordering method Brute Force is abbreviated by B.
A summary of the experimental setup is shown in Table 6.8. Given the six trace ordering
methods, we construct all potential orderings by shuffling the order of L, H, C, D, and
M. For each resulting order, we add the trace ordering method B to the end. As we
have shown in Section 6.4.2.3, the trace ordering method B is computationally expensive,
and therefore we decided to add this method at the end. The construction results in
5!=120 different orderings of trace ordering methods. For each ordering, we construct
the corresponding trace ordering strategy, as introduced in Section 4.1, and set the filter
rate for each trace ordering method contained in the strategy. To avoid further expansion
of the parameter space, we use one filter rate for each trace ordering method within a
trace ordering strategy. For instance, the trace ordering strategy C-H-L-D-M-B F-Rate:
10 (cf. Figure 6.10) represents the strategy where first the Alignment Cost trace ordering
method is applied and finally the Brute Force trace ordering method, and all filter rates
are set to 0.1=10%.
ˆ
For each calculated sequence of trace ordering methods, we apply
the corresponding trace ordering strategy on event logs using a filter rate of 0.3 and 0.5,
resulting in 2·120=240 experiments. Each experiment is structured as follows.
For each event log presented in Section 6.1.3 and each trace ordering strategy constructed,
we first apply the initial trace selection method proposed in Section 4.3 to obtain the initial
trace. Then, we apply the Inductive Miner to the trace and discover the initial process
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Table 6.8: Experimental setup for trace ordering strategies analysis
Event Log
Discovery algorithm
applied to first trace
Discovery algorithm
applied in incremental
step
Selection of first trace
Selection of traces
in incremental steps
Filter rates used for
trace ordering
methods within
a trace ordering
strategy
# of experiments

R.T.F.M.

R.F.P.

Domestic

Sepsis

Hospital

Inductive Miner [10]
Incremental Process Discovery Algorithm [2]
Initial Trace Selection Method (Section 4.3)
Trace ordering strategies based on all potential
orderings by shuffling the order of
L, H, C, D, and M, and adding
trace ordering method B at the end (cf. Table 6.7)
0.3, 0.5 (for all strategies);
0.1, 0.2, 0.4, 0.7 (for further evaluation of
well-performing strategies)
120 · 2=240 (for all strategies)
(4·4=16) (for further evaluation of
well-performing strategies)

model. Further, we apply the incremental process discovery algorithm, using the trace
ordering strategy in each incremental step to select the trace candidate to be added to
the process model. Thus, each experiment yields an order of trace variants, with the first
variant selected by the initial trace selection method and the remaining variants ordered
by the trace ordering strategy. For each resulting process tree, including the initial process
tree, we compute the F-measure. Furthermore, in each incremental step, we measure the
computation time that a trace ordering strategy takes to return a trace candidate.
Since we are interested in combinations of trace ordering methods that lead to process
models with a high F-measure, we evaluate well-performing trace ordering strategies based
on the results of the 240 experiments performed by applying them with additional filter
rates. Due to the large number of strategies and the resulting computation time, we
analyze only a subset of strategies that perform well. Therefore, our goal is to analyze the
trace ordering strategies that lead to the highest improvement in the average F-measure
for all event logs. To select these strategies, for each trace ordering strategy and event
log, we first calculate the average F-measure value of the incrementally discovered process
models. Then, for each ordering strategy and both filter rates used, i.e., 0.3 and 0.5, we
calculate the percentage representing the improvement of the average F-measure compared
to the baseline of the corresponding event log. We select four trace ordering strategies that
lead to the highest improvement of the average F-measure value applied on all event logs.
For the selected trace ordering strategies, we perform the experiment described earlier by
applying them to event logs with the additional filter rates of 0.1, 0.2, 0.4, and 0.7.
We compare the selected strategies to the static trace ordering strategy Most Occurring
First, which selects the most occurring trace variant in each incremental step. As in
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reality the most occurring process behavior is often the one we want to add, this strategy
is suitable for comparison. Therefore, we apply the strategy by first discovering the initial
process model with the Inductive Miner for the most occurring trace variant and then
adding trace variants according to their occurrence in each incremental step using the
incremental process discovery algorithm.

6.5.2

Results

In the following, we present the results of the experiments conducted for the constructed
trace ordering strategies. In Figure 6.11 and 6.12, we depict the results for the four
trace ordering strategies L-H-C-M-D-B, C-H-L-D-M-B, H-C-D-M-L-B, and C-D-L-H-M-B
regarding the F-measure of the resulting process trees. Note that we only show the trace
ordering strategies applied with the filter rates 0.1, 0.2, 0.4, and 0.7. For each event log,
we plot the results of the 16 trace ordering strategies (each trace ordering strategy with
four filter rates), the baseline, i.e., the average of random trace orderings (red line), the
Brute Force trace ordering method applied as a stand-alone strategy (black line), and the
Most Occurring First strategy (blue line). Figure 6.10 shows the legend for the results.
Furthermore, Table 6.9 shows for all event logs and applied trace ordering strategies the
average of the F-measure values of the corresponding resulting process trees, calculated by
integrating over the interval [0,1] with respect to the processed traces and calculating the
average of all F-measure values with respect to the processed variants. For comparison,
the baseline values from Table 6.3 are also included.
6.5.2.1

Performance of Trace Ordering Strategies

Analyzing the average F-measure values of the incrementally discovered process models
using the trace ordering strategies (cf. Table 6.9), we observe that all strategies for most
filter rates lead to better results on all event logs than a random ordering of traces. We
note that only when using the filter rate 0.1, some strategies lead to slightly worse average
values, e.g., L-H-C-M-D-B with filter rate 0.1 applied on the R.T.F.M. event log. In
general, we observe that an increasing filter rate leads to increasing average F-measure
values. This can be explained by the fact that each trace ordering method gets more trace
candidates to order and more trace candidates are passed to the trace ordering method
Brute Force, which is included in each strategy as the last ordering method. Due to the
same filter rate set for all ordering methods within a strategy, as more trace variants are
incrementally added, less trace candidates are passed to the Brute Force method. Note,
depending on the number of trace variants contained in an event log and the configured
filter rate, the ordering of traces depends only on a subset of trace ordering methods
contained in a trace ordering strategy. For instance, for the event log Sepsis and a trace
ordering strategy with a filter rate of 0.1=10%,
ˆ
in the first incremental step 26 trace
candidates are passed to the first trace ordering method within a strategy. After the
calculation of the first trace order, only three trace candidates are passed to the second
trace ordering method. Since only one trace candidate is then passed to the third trace
ordering method, the selection of a trace candidate in the first incremental step depends
only on the first two methods. As more trace variants are incrementally added, the less
trace ordering methods contained in the strategy influence the calculated trace order.
Thus, for event logs with a small number of trace variants, e.g., Sepsis and Hospital, using
a low filter rate causes the trace order to depend entirely on the first ordering methods.
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Table 6.9: Average F-measure values of the incrementally discovered process models using
the trace ordering strategies (cf. Fig. 6.10) (upper row: in relation to processed variants;
lower row: in relation to processed traces). Per event log, we highlight the highest average
F-measure values achieved by one of the four constructed trace ordering strategies.
Event Log
Baseline
Most Occurring First
Brute Force
10
20
L-H-C-M-D-B
40
70
10
20
C-H-L-D-M-B
40
70
10
20
H-C-D-M-L-B
40
70
10
20
C-D-L-H-M-B
40
70

R.T.F.M.
0.73
0.74
0.74
0.76
0.94
0.86
0.69
0.80
0.79
0.82
0.84
0.85
0.87
0.82
0.84
0.82
0.84
0.81
0.76
0.80
0.91
0.86
0.84
0.82
0.84
0.82
0.86
0.83
0.87
0.84
0.84
0.81
0.85
0.83
0.85
0.81
0.88
0.83

R.F.P.
0.53
0.54
0.67
0.89
0.78
0.86
0.45
0.83
0.55
0.85
0.6
0.85
0.76
0.91
0.6
0.78
0.68
0.85
0.66
0.85
0.73
0.92
0.49
0.73
0.55
0.73
0.58
0.75
0.81
0.9
0.68
0.88
0.6
0.88
0.63
0.83
0.73
0.91

63

Domestic
0.55
0.55
0.60
0.9
0.58
0.89
0.75
0.9
0.66
0.89
0.74
0.89
0.76
0.9
0.76
0.9
0.75
0.91
0.8
0.93
0.43
0.72
0.63
0.88
0.67
0.9
0.8
0.93
0.52
0.89
0.7
0.9
0.7
0.87
0.75
0.93

Sepsis
0.63
0.65
0.84
0.85
0.81
0.83
0.82
0.84
0.82
0.84
0.77
0.81
0.79
0.83
0.86
0.86
0.84
0.84
0.74
0.80
0.86
0.87
0.74
0.80
0.78
0.83
0.85
0.86
0.78
0.83
0.87
0.87
0.87
0.87
0.74
0.80
0.86
0.87

Hospital
0.59
0.61
0.57
0.61
0.77
0.75
0.67
0.69
0.64
0.67
0.66
0.67
0.74
0.74
0.66
0.66
0.68
0.68
0.67
0.66
0.75
0.74
0.68
0.68
0.68
0.67
0.64
0.63
0.76
0.74
0.62
0.64
0.63
0.64
0.67
0.67
0.74
0.72
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Most Occurring First
Brute Force
Avg. Random Ordering
L-H-C-M-D-B F-Rate: 10
L-H-C-M-D-B F-Rate: 20

L-H-C-M-D-B F-Rate: 40
L-H-C-M-D-B F-Rate: 70
C-H-L-D-M-B F-Rate: 10
C-H-L-D-M-B F-Rate: 20
C-H-L-D-M-B F-Rate: 40

C-H-L-D-M-B F-Rate: 70
H-C-D-M-L-B F-Rate: 10
H-C-D-M-L-B F-Rate: 20
H-C-D-M-L-B F-Rate: 40
H-C-D-M-L-B F-Rate: 70

C-D-L-H-M-B F-Rate: 10
C-D-L-H-M-B F-Rate: 20
C-D-L-H-M-B F-Rate: 40
C-D-L-H-M-B F-Rate: 70
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Figure 6.10: Legend for the results shown in Figure 6.11 and Figure 6.12
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Figure 6.11: F-measure values of the incrementally discovered process models
using the trace ordering strategies per event log
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Figure 6.12: F-measure values of the incrementally discovered process models
using the trace ordering strategies per event log

Due to the small number of passed trace candidates, we note that for the two event logs
mentioned the effect of increasing average F-measure values is mostly observed at higher
filter rates, e.g., 0.7. Comparing the average F-measure values for these event logs using
a low filter rate with the results of the corresponding trace ordering methods applied as
stand-alone strategies (cf. Table 6.6), we note that mostly the same results are obtained,
e.g., for the Sepsis event log applying the strategy L-H-C-M-D-B with a filter rate of 0.1
results in the same average F-measure as applying the trace ordering method Levenshtein
Distance as a stand-alone strategy, since the order of the traces is mainly influenced by
the Levenshtein distance method due to the filter rate.
Comparing the average F-measure values of the four trace ordering strategies to the average
F-measure value achieved by applying the strategy Most Occurring First, for each event
log, we observe multiple strategies with corresponding filter rates that outperform the
Most Occurring First strategy, e.g., applying C-H-L-D-M-B with a filter rate of 0.4 on
the Domestic event log leads to significantly higher average values then applying the
Most Occurring First strategy. Thus, using our framework for combining trace ordering
methods, we can construct trace ordering strategies that outperform the intuitive static
strategy of adding the most frequently occurring process behavior first.
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Considering the average F-measure values obtained by using the Brute Force method as
a stand-alone strategy, we notice that applying the four constructed strategies generally
yields lower or same values than applying the Brute Force method. This can be explained
by the fact that the Brute Force method, as the last ordering method within a strategy,
receives only a fraction, depending on the filtering rate, of the trace candidates due to the
ordering and filtering, and is only able to select the local optimum for the trace variants
provided. As more trace variants are added, depending on the filter rate and the number of
trace variants contained in the event log, the Brute Force method does not affect the order
at all. In contrast, Brute Force, as a stand-alone strategy, receives all trace candidates in
each incremental step and is able to evaluate the quality of all resulting process models.
Considering the results of the remaining trace ordering methods applied as stand-alone
strategies (cf. Table 6.6), we observe that choosing an appropriate filter rate, all four
presented trace ordering strategies are able to outperform the strategies consisting of only
one trace ordering method. We conclude that by combining the proposed trace ordering
methods, according to our presented framework, we are able to construct trace ordering
strategies that lead to incrementally discovered process models with higher F-measure
values on average than, on the one hand, using a random trace ordering and, on the other
hand, using a single trace ordering method.
While we have shown that by combining trace ordering strategies we can achieve higher
F-measure values on average than trace ordering methods applied as stand-alone strategies
(except Brute Force), with our constructed strategies we aim to consistently obtain good
quality process models when incrementally adding all trace variants. As shown in Section
6.4.2, except for the Brute Force ordering method, no ordering method was able to achieve
consistently higher F-measure values than the baseline on all event logs when incrementally
adding all trace variants. Therefore, in the following we evaluate the performance of the
presented strategies by considering the plots shown in Figure 6.11 and Figure 6.12.
We observe that most strategies are clearly above the red line (avg. of random trace
orderings). Considering the F-measure of the resulting process trees in relation to the
percentage of processed variants, we generally observe that the higher the filter rate for a
trace ordering strategy, the higher the curve is above the baseline. For all event logs, there
are strategies that result in high F-measure values when the first trace variants are added,
but drop considerably below baseline when the remaining trace variants are added, e.g.,
applying the trace ordering strategy L-H-C-M-D-B with a filter rate of 0.1=10%
ˆ
on the
R.T.F.M. event log leads to process models with high quality for the first 12% of added
variants and drops below the baseline for all remaining incrementally added trace variants.
Note that most strategies that fall below the baseline at some point use a filter rate of
0.1 or 0.2. As explained earlier, the order of trace candidates after adding the first trace
variants depends only on a subset of the ordering methods when a low filter rate is chosen,
since the same filter rate is used for all ordering methods within a strategy. Due to the
sequential ordering and filtering of traces, it is possible that a trace candidate is added in
an incremental step, such that the resulting process model discovered by the incremental
process discovery algorithm affects the entire remainder of the process discovery and can
lead to worse quality outcomes.
Further, we observe multiple trace ordering strategies with different filter rates that are
continuously well above the baseline for all event logs. For instance, consider the trace
ordering strategy C-D-L-H-M-B with a filter rate of 0.7=70%.
ˆ
Applying the trace ordering
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strategy using the incremental process discovery algorithm results in process models with
consistently higher quality than the baseline for all event logs, and partly outperforms
the stand-alone Brute Force strategy for the Sepsis event log. Considering the quality of
this strategy in terms of the percentage of processed traces, we see that for the event logs
R.F.P., Domestic, and Sepsis the strategy partially outperforms the Brute Force method
used as a stand-alone strategy and for Sepsis leads to the same final process model after
adding all observed traces. Note that several strategies using the same or lower filter
rate lead to similar curves on multiple event logs, outperforming the baseline and partly
the Brute Force but dropping significantly below the baseline when adding the last trace
variants, e.g., the trace ordering strategy H-C-D-M-L-B with a filter rate of 40=0.4.
ˆ
This
can be explained by the fact that the last trace variants cause the incremental process
discovery algorithm to modify and rediscover large parts of the process model resulting in
a precision loss due to the loss of previously learned process model constructs. However,
these strategies result in better quality than the baseline for almost all trace variants
included in the event log.
Further, comparing the trace ordering strategies to the strategy Most Occurring First,
for each event log we observe multiple trace ordering strategies outperforming the Most
Occurring First Strategy (cf. Fig. 6.11 and Fig. 6.12). We note that for the event logs
R.T.F.M., Domestic, and Hospital the Most Occurring First strategy is significantly below
the baseline when incrementally adding all trace variants. Thus, the Most Occurring
First strategy is not suitable for use on all event logs to result in high quality process
models when all trace variants are added, and often performs worse than the trace ordering
strategies presented.
6.5.2.2

Computation Time

Having seen that by combining trace ordering methods we can construct strategies that
are consistently better on all event logs than the average of random trace orderings, we
next evaluate the computation time required to compute a trace order. Since our goal is
to achieve high quality without performing the Brute Force ordering method for all trace
candidates in each incremental step, we compare the computation time of each strategy
with respect to the filter rate used to evaluate the trade-off between quality, filter rate,
and computation time.
In Figure 6.13, we depict the total computation time per trace ordering strategy. In
general, we observe for all event logs that an increasing filter rate per trace ordering method
leads to an increasing computation time. As explained earlier, this observation is due to
the increasing number of trace candidates that are passed to the Brute Force method as
part of a trace ordering strategy. For the R.T.F.M., R.F.P., and Domestic event logs, the
computation time for all four strategies presented does not increase significantly when the
filter rate is increased from 0.1 to 0.2, since the number of trace candidates passed to the
Brute Force method remains almost the same. For the Sepsis and Hospital event logs, we
observe that the computation time increases only at a filter rate of 0.7 because the Brute
Force method is not applied at a filter rate below 0.7, due to the small number of trace
variants included in the event logs. Furthermore, the calculation time is also influenced by
the combination of trace ordering methods within a strategy. As shown in Section 6.4, the
trace ordering methods differ in their computation time. Strategies containing ordering
methods with a non-decreasing computation time, e.g., the ordering method LCA Height
67

Chapter 6. Evaluation

(cf. Fig. 6.8b), as the first ordering methods tend to require more time to compute a trace
order than strategies with fast ordering methods, e.g., Missing Activities (cf. Fig. 6.8e),
as the first methods within a strategy are given more trace candidates in an incremental
step.
Considering the computation time compared to the observations regarding the F-measure
values of the incrementally discovered process models using the ordering strategies as
presented before, we observe that the ordering strategies, with a filter rate of 0.7, take
almost four times less time than the Brute Force method applied as a stand-alone strategy,
yet the application of the ordering strategies results in process models with similar or the
same F-measure values for all event logs. Decreasing the filter rate to 0.4 results in a
reduction by a factor of 62 for the R.T.F.M. event log, and by a factor of 103 for the
R.F.P. event log compared to the Brute Force strategy, while for all event logs process
models with a higher F-measure are discovered than using a random ordering of traces,
e.g., the trace ordering strategy L-H-C-M-D-B with a filter rate of 0.4. Furthermore, we
observe that applying the Most Occurring First strategy to all event logs yields the same
total computation time as applying a trace ordering strategy with a filter rate that results
in the computation of a trace order that is (almost) unaffected by the Brute Force method
within a strategy, e.g., C-D-L-H-M-B with a filter rate of 0.1 applied to Sepsis. Per event
log, we observe ordering strategies with the filter rates of 0.1 and 0.2 that outperform
the Most Occurring First strategy, e.g., L-H-C-M-D-B with a filter rate of 0.1 applied to
Hospital, taking the same computation time. Using higher filter rates, e.g., C-D-L-H-MB with a filter rate of 0.7, ordering strategies are observed to perform better than the
Most Occurring First strategy for all event logs, but have significantly longer computation
times.

6.5.3

Summary

From the observations made in this section, we conclude that sequentially combining
the proposed trace ordering methods to form a trace ordering strategy, according to our
framework presented in Section 4.1, it is possible to construct trace ordering strategies that
perform significantly better than applying the incremental process discovery algorithm
using a random trace order, lead to process models with similar F-measure values as the
best possible trace order computed by the Brute Force stand-alone strategy, all while
reducing the total computation time by at least a factor of four. We have seen that
combinations of trace ordering methods exist that perform better than the baseline on
all event logs for a certain filter rate. In addition, we have shown that we are able
to construct trace ordering strategies that outperform the static Most Occurring First
strategy without increasing the required computation time. The evaluation showed that
the proposed ordering methods can be used in combination to compute orders of traces
and select the appropriate trace candidates to pass to the Brute Force method, resulting
in process models of similar quality than applying the Brute Force method to all trace
candidates. Finally, with the proposed sequential combination using a filter rate for each
trace ordering method, we have shown that we can vary the total computation time
required to compute a trace ordering by setting an appropriate filter rate and thus control
the desired level of quality relative to computation time.
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Figure 6.13: Total computation time of the trace ordering strategies (cf. Fig. 6.10) per
event log (M.: Most Occurring First, B.F.: Brute Force). For better comparison, the
computation time is shown on a logarithmic scale.
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6.6

Threats to Validity

In Chapter 6, we evaluated the performance of the trace ordering strategies by calculating
the F-measure of the incrementally discovered process models and comparing the values to
the average F-measure values of the incrementally discovered process models using random
trace orderings. To calculate these baselines for each event log used for comparison, we
evaluated 450 resp. 600 random trace orderings, as shown in Section 6.2. This endangers
the validity of our baselines used for comparison, since the number of all possible trace
orderings is significantly higher than the number of experiments performed, e.g., for the
R.T.F.M. event log 231! possible trace orderings exist.
In addition, for the evaluation of all trace ordering strategies, we used the initial trace
selection method presented in Section 4.3 as an auxiliary method to select a trace from
the event log for the discovery of the initial process model using the Inductive Miner.
To ensure the comparability of results, we selected the first trace for each experiment
performed using the initial trace selection method. However, by selecting the first trace
used to discover the initial process model, the solution space of all possible trace orders
of the remaining traces is constrained. An order of traces calculated by a trace ordering
strategy must therefore be seen in dependence on the selection of the first trace.
As we have shown in the evaluation of each trace ordering method (cf. Section 6.4),
most trace ordering methods introduce a certain factor of randomness by assigning the
same minimum or maximum cost to multiple trace candidates. Therefore, the order of
trace candidates often depends on the second-order criterion. Using a different secondorder criterion may result in a different order of trace candidates and, thus, different
incrementally discovered process trees.
In Section 6.5, to avoid expanding the parameter space, we used the same filter rate for
each trace ordering method within a strategy. As presented in Section 4.1, our proposed
framework allows to set an individual filter rate for each trace ordering method within a
trace ordering strategy. By using the same filter rate for all trace ordering methods, the
calculated trace orders depend on only a subset of the methods contained in a strategy as
more trace variants are added incrementally. We have not investigated the performance of
strategies that use different filter rates for each of the contained trace ordering methods.
Further, due to the computationally intensive Brute Force method, we only examined
combinations of ordering methods that contain the Brute Force method as the last ordering
method. In theory, with six trace ordering methods, there are 6!=720 combinations of
methods. Despite the fact that we have shown strategies that lead to improvement, other
strategies may exist that lead to different results. Furthermore, we selected the four trace
ordering strategies presented in Section 6.5.2 by first applying all 120 combinations of
trace ordering methods as strategies with a filter rate of 0.3 and 0.5, resulting in 240
experiments. We selected four trace ordering strategies that yielded, on average, the
highest improvement in F-measure values (compared to the baselines) when applied to all
event logs. Thus, the selection of strategies for further evaluation using the additional filter
rates is based only on the performance of the strategies with filter rates 0.3 and 0.5. Using
other filter rates to select strategies may result in a different selection of well-performing
strategies for trace ordering.
Multiple trace ordering methods presented in Section 4.2, use optimal alignments for the
computation of the trace order. As there can exist several optimal alignments for a trace
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and a process model, the use of alignments can lead to different results, introducing a
factor of randomness. For instance, when using the trace ordering method LCA Height
(cf. Section 4.2.4), one LCA may be found for which the height is calculated, but when
incrementally adding by a trace using the incremental discovery algorithm, which utilizes
the alignment calculation, a different LCA may be found and, thus, a different process
model be discovered as expected by the LCA Height method.
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Chapter 7

Discussion
The presented framework for defining trace ordering strategies within the context of incremental process discovery is based on the sequential combination of different trace ordering
methods, each computing a trace order according to certain characteristics. Therefore, to
construct a trace ordering strategy consisting of different ordering methods, we need to
select a specific sequence of ordering methods. Consequently, this implies that we require
a method for the selection of a suitable sequence that compares the respective performance
of a strategy against a reference strategy, e.g., the strategy using random trace orders. In
this work, we selected combinations of ordering methods by comparing all possible sequential combinations, however, this approach is computationally expensive and not suitable
for real world applications. Further, due to the sequential architecture of the framework,
the combination of ordering methods influences the ordering and selection of traces. As
a result, trace candidates may be filtered out based on the computed trace orders of the
first ordering methods, but would be preferred by the subsequent ordering methods and
lead to the discovery of a process model of better quality. Furthermore, the design of
the framework does not address commonalities of ordering methods with respect to the
characteristics used to compute trace orders, which leads to increased computation time,
e.g., multiple trace ordering methods within a trace ordering strategy compute optimal
alignments for the same trace candidates and process model.
We proposed generally applicable trace ordering methods independent from a specific
incremental process discovery algorithm, as well as trace ordering methods tailored for
specific discovery algorithms. Due to the chosen ordering characteristics, multiple trace
candidates may be assigned the same minimum cost introducing a factor of randomness
when ordering and filtering traces. Furthermore, as the modification and discovery of
process models may differ, trace ordering methods need to be defined based on an understanding of the incremental process discovery algorithm used and adapted for more
accurate trace candidate ordering. In general, ordering methods can only make assumptions about the modification of the process model caused by adding the respective trace
candidates, as the modification is finally made by the incremental process discovery algorithm used. This causes a potential mismatch between the assumptions of an ordering
method and the resulting process model, and limits the accuracy of a calculated ordering
of traces.
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Chapter 8

Conclusion
In this thesis we have shown, that the ordering of incrementally added traces within the
context of incremental process discovery has a significant impact on the quality of learned
process models. Therefore, we proposed a general framework to define trace ordering
strategies for the incremental selection of trace candidates to be added by an incremental process discovery algorithm. The framework introduces an extensible mechanism for
the sequential combination of different trace ordering methods that can be applied to
any incremental process discovery algorithm. We designed the framework as an extension
to incremental process discovery. In each incremental step within the incremental process discovery, the framework is executed first, with the goal of selecting a trace to be
incrementally added next resulting in a high quality process model. Based on the specific combination of ordering methods, the framework sequentially executes each ordering
method yielding a trace order. After executing an ordering method, the framework filters
the highest ranked traces according to a specified filter rate and passes the resulting set of
trace candidates to the next ordering method. Finally, the highest ranked trace according
to the trace order calculated by the last ordering method is returned. Furthermore, we
proposed generally applicable trace ordering methods that are independent of a particular incremental process discovery algorithm, as well as trace ordering methods that are
algorithmic specific to a particular incremental process discovery algorithm. We defined
ordering methods that base their ordering of traces on properties of incrementally learned
process models, on characteristics of observed process behavior contained in event logs,
and on combined knowledge from both. We evaluated the proposed trace ordering methods and different trace ordering strategies on real-life event data. We have shown that
trace ordering strategies can improve the quality of incrementally learned process models.
In addition, we evaluated the time required to compute a trace order and showed that we
can vary the total computation time of trace order strategies by setting an appropriate
filter rate and thus influence the quality of the discovered process models.

8.1

Future Work

Based on the proposed trace ordering methods, the general framework for trace ordering
strategies defined in this thesis, and the evaluation presented regarding the quality of
incrementally discovered process models, possible directions for future work are presented
in the following.
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In this thesis, we have proposed six ordering methods for traces, with the aim of ranking traces based on different characteristics. For future research, additional methods for
ordering traces can be defined and evaluated. For this purpose, different preprocessing
methods for event data can be used to calculate the ranking of traces, e.g., using clustering
techniques to identify groups of similar trace candidates and ranking the traces based on
the selected clusters. In addition, the influence of individually configured filter rates for
each trace ordering method within a trace ordering strategy and further combinations of
ordering methods could be evaluated. As we have shown, trace ordering methods result
in different computation time patterns based on the learned process models and the number of trace candidates to be ordered. Thus, trace ordering methods that compute trace
orders for a large number of traces efficiently could be used as knock-out methods at the
beginning of trace ordering strategies with a low filtering rate, with the goal of significantly reducing the number of traces and subsequently executing more computationally
intensive methods. In addition, an alternative approach for selecting the best strategy
could be researched, such as a machine learning approach using the proposed Brute Force
trace ordering method as the ground truth.
Another focus of future research could lie on an alternative design of a framework for
trace ordering strategies in the context of incremental process discovery. Instead of sequentially combining trace ordering methods, non-sequential execution architectures could
be researched. For instance, each trace ordering method could rank all trace candidates
based on its used characteristics and finally a score be obtained for each candidate. To
design such a weighting-based architecture, more efficient ordering methods are required
that are capable of quickly ranking a large number of trace candidates.
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Appendix A

Experiment Results

(a) R.F.P.

(b) Sepsis

Figure A.1: F-measure values of the incrementally discovered process models based on
random trace orderings
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(a) R.F.P.

(b) Hospital

Figure A.2: F-measure of the discovered process models using the initial trace selection
method
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Figure A.3: Number of trace candidates with same minimal cost in an incremental step
applying the trace ordering strategy solely consisting of the trace ordering method Levenshtein Distance on the corresponding event log (red: one trace with min. cost, black:
multiple traces with same min. cost)
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Figure A.4: Number of trace candidates with same minimal cost in an incremental step
applying the trace ordering strategy solely consisting of the trace ordering method LCA
Height on the corresponding event log (red: one trace with min. cost, black: multiple
traces with same min. cost)

83

Appendix A. Experiment Results

10

28

# of trace candidates with minimum cost

# of trace candidates with minimum cost

32

24
20
16
12
8
4
0

0

20

40
60
% of processed variants

80

8
6
4
2
0

100

0

20

(a) Domestic

40
60
% of processed variants

80

100

(b) Sepsis

# of trace candidates with minimum cost

8
7
6
5
4
3
2
1
0

0

20

40
60
% of processed variants

80

100

(c) Hospital

Figure A.5: Number of trace candidates with same minimal cost in an incremental step
applying the trace ordering strategy solely consisting of the trace ordering method Alignment Costs on the corresponding event log (red: one trace with min. cost, black: multiple
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Figure A.6: Number of trace candidates with same minimal cost in an incremental step
applying the trace ordering strategy solely consisting of the trace ordering method Duplicates on the corresponding event log (red: one trace with min. cost, black: multiple traces
with same min. cost)
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Figure A.7: Number of trace candidates with same minimal cost in an incremental step
applying the trace ordering strategy solely consisting of the trace ordering method Missing
Activities on the corresponding event log (red: one trace with min. cost, black: multiple
traces with same min. cost)
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applying the trace ordering strategy solely consisting of the trace ordering method Brute
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Figure A.9: Computation time for the calculation of a trace order in an incremental step
applying trace ordering method Levenshtein Distance
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Figure A.10: Computation time for the calculation of a trace order in an incremental step
applying trace ordering method LCA Height
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Figure A.11: Computation time for the calculation of a trace order in an incremental step
applying trace ordering method Alignment Cost
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Figure A.12: Computation time for the calculation of a trace order in an incremental step
applying trace ordering method Duplicates
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Figure A.13: Computation time for the calculation of a trace order in an incremental step
applying trace ordering method Missing Activities
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Figure A.14: Computation time for the calculation of a trace order in an incremental step
applying trace ordering method Brute Force
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