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Abstract
Process mining is a relatively new field of data science that tries to extract meaningful
insights from data stored during the execution of processes. An important and challenging
topic is the discovery of complex spaghetti-like processes that require more advanced
techniques due to the unstructured data. Multiple eﬀorts are made in order to derive
valuable information out of such complex and often human-made process workflows. In
this thesis, we propose an approach to subdivide an event log using time-based concurrency
information about events, i.e., we are creating so called concurrency profiles, that are
describing the level of multi-tasking inside a process, to cluster the event log accordingly.
This helps to analyse process workflows with respect to the level of concurrency and
forms the event log in more homogeneous groups in which a similar concurrency workflow
took place. To validate our method, we evaluate our approach on a synthetical and two
real-life datasets. The latter includes a comparative case study from nursing care of a
Dutch hospital. Our results show a weak link between concurrency profiles and process
models.
Key words: Process mining, Trace clustering, Concurrency, Case study
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Chapter 1

Introduction
With the increasing digitization more data is being generated every day. In all kind of
areas, such as finance, industry, education and research, middle to large organisations
are using information systems to organise their daily operations. By using information
systems such as enterprise resource planning or enterprise data warehouses a lot of data is
generated. A specific kind of this data, which makes up a large part, describes processes
in enterprise environments. Most times the execution of processes on these systems are
stored for doing future analysis and improvements. Extracting such valuable information
about the recorded processes is known as process mining and bridges the gap between
data science and process science. This arising family of techniques in the field of process
management aims to improve the understanding and eﬃciency of processes based on the
recorded data in information systems. In the context of process mining, this recorded and
stored data is referred to as an event log and contains all data related to the process. For
example, an information system in a hospital, known as hospital information system could
store data about the treatment of a patient. Therefore, it includes resources executing
various processes such as nurses or technical devices as well as attributes such as specific
patient data. Hence, the application of process mining in healthcare allows us to identify
the real behaviour of resources and patients and come up with suggestions to improve the
treatment of a patient. This can be achieved, e.g., by reducing service and waiting times
and comparing diﬀerent treatments.
The field of process mining is divided into three main activities which are mostly executed
in the following order: process discovery, conformance checking and process enhancement.
The first one describes the task of discovering a new process model based on the recorded
events in order to better understand the real execution behaviour of processes. After such
a model is created, conformance checking focuses on checking diﬀerences between a given
process model and the actual observed behaviour in an event log. Finally, the purpose of
process enhancement is to enhance existing process models with the detected deviations
so that they reflect the observed event log in a more accurate way.
Process discovery takes up a large part in process mining and in this thesis we use this
main activity to evaluate our approach. We propose a clustering approach that is, strictly
speaking, typically applied before the task of process discovery.
1
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Even though there are good process discovery techniques and algorithms available, it is often hard to get insightful process models. This is not really an issue of the used discovering
algorithms, as it often comes from unstructured, complex and sometimes human-generated
raw data. The derived process models of such complex data are referred to as spaghettilike process models, as they are sometimes unstructured in a way that they are impossible
to understand. To handle this issue, the main approach is the following: Instead of discovering one complex spaghetti-like model, the event log can be partioned into multiple
more comprehensive process logs which are classified by their behaviour. The way of classifying the original process log is directly related to the intention and intended outcome
of the analysis. Various techniques of how to classify and cluster the original event log
into smaller subsets have already been presented and are depending on the need and the
underlying data.
In this thesis, we present a case study based on a dataset of a Dutch hospital that contains
observation recordings from the daily work of nurses. Every task a nurse has made in their
shift, such as direct patient care or medication tasks, has been recorded in the event log
and is provided with attributes such as the shift or the educational level of the nurse.
Every task is also denoted using time information. As this kind of data is completely
generated by humans, and nurses do not follow a specific control-flow, the raw event
log has an underlying complex process model which can be described as a spaghetti-like
process model. We therefore need to divide the processes into sublogs and present a timebased approach to do this. As each nursing task is noted with a start and a complete
timestamp and multi-tasking activities are explicitly observed, we are focusing on things
that happen in parallel. For each coherent process in the event log we are creating so
called concurrency profiles that are describing how many things happen at the same time
at a specific point in time. Using this aggregated profiles we are able to classify sublogs
with a similar concurrency profile. This means that recordings of nurses following a similar
multi-tasking workflow are later clustered into the same sublog. From that on, we are able
to compare diﬀerent kind of work distributions with each other.
The remainder of this chapter is structured as follows: First, we consider a small example
to motivate our approach. Second, we define the research problem by specifying research
questions and corresponding research goals to solve them. Finally, the contributions of
this thesis and a detailed structure are presented.

1.1

Motivation

In processes that are mainly driven by human decisions, e.g., healthcare, it is interesting to
see diﬀerences in the distribution of work. For example, nurses are mostly deciding on their
own, which tasks to do next. Whereas some nurses prefer to do specific group of tasks
sequential, others prefer to do them via multi-tasking. In many process environments,
patterns of specific tasks are often repeated. For example, a typical pattern in nursing
care could consists of the tasks ’Communication’, ’Assessment’ and ’Patient record’.
Strictly speaking, it is obvious, that most times this sequence of tasks is not totally executed sequential. Most nurses would execute the tasks ’Communication’ and ’Assessment’
concurrently, but some nurses might not. Due to the diﬀerent executions, the underlying
process models for each workflow type are diﬀerent. For example, Figure 1.1 displays
2
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(a) Process model showing a sequential execution.

(b) Process model showing the concurrent execution of the first two tasks.

(c) Process model showing the concurrent execution of the last two tasks.

(d) Process model showing a complete concurrent execution.

Figure 1.1: Diﬀerent process executions for the same task sequence: ’Communication’, ’Assessment’
and ’Patient record’.

multiple ways of executing the previously mentioned sequence of nursing tasks. While the
process model shown in Figure 1.1a shows a sequential execution, Figure 1.1d shows the
execution where all three tasks are performed concurrently. Figure 1.1b and Figure 1.1c
are displaying process models with diﬀerent ways of executing 2 tasks in multi-tasking.
Certainly, by changing the order of the sequence, more options to execute this sequence
are feasible. In a typical situation, recordings of such diﬀerent sequence executions are
recorded multiple times in a large event log. By applying ordinary process discoveryalgorithms on a large event log, these variations cannot be distinguished and are modelled
as one complex process model. In the case of this example, Figure 1.2 shows a process
model that is discovered from an event log containing the diﬀerent executions displayed
Figure 1.1. As the figure shows, the process is more complex and no diﬀerences regarding
the workflow execution can be made. Whereas this is a small example, larger sequences
are generating much more complex process models when being merged.
To diﬀerentiate between the diﬀerent executions, the level of concurrent tasks at a particular point in time can be counted. Regarding the diﬀerent executions in this example,
the process model in Figure 1.1a achieves a maximum concurrency level of 1, whereas the
process models in Figure 1.1b and Figure 1.1c achieve a maximum level of 2 and the model
from Figure 1.1d has a maximum of 3 concurrent tasks.
Regarding such sequences, a profile for each sequence including information about the level
of concurrency can be created. In this thesis, the intention is to propose an approach that
divides the original event log into multiple smaller sublogs on the basis of traces. Using
a large dataset, we can sort such patterns regarding the generated profiles into diﬀerent
data subsets. Each data subset is then derived from a certain type of profile. After this,
we are able to compare a certain sequence regarding diﬀerent type of executions.
3
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Figure 1.2: Discovered process model from 4 diﬀerent executions shown in Figure 1.2.

1.2

Research Questions

In this section, the main research questions that are summarising the research problem
into several specific questions are:
1. How to derive concurrency profiles from traces in an event log?
2. How to adapt a clustering method to cluster characteristics of concurrency?
3. How to evaluate the clustering results?

1.3

Research Goals

The goal of this research is to propose a new approach which realises clustering of event
data by using concurrency profiles based on start and end timestamps. Hence, the goal
is to create more homogeneous subsets of process models to get more insights from the
data.
1. We focus on data containing real concurrency, therefore we use event data with
explicitly start and end timestamps. Concurrency profiles are capturing points in a
trace where multiple events are overlapping. They cover how many events overlap
at what particular point in time in a trace.
2. We use existing clustering techniques that can be adapted to create subsets according
to similar concurrency profiles.
3. We evaluate our clustering results using both synthetic and real-life data to show
that our approach is doing what it’s supposed to do. In a following discuss section,
we argue about practical usage of our approach and give suggestions on how to
extend our technique.

1.4

Contribution

We firstly propose a structure that measures the level of concurrency for a sequence of
tasks, referring to it as concurrency profiles. Secondly, we present one of many possible
ways to cluster those concurrency profiles into diﬀerent classes by using known hierarchical
4
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clustering techniques. Lastly, we are applying the method to an synthetical log and with
respect to a case study on a real-life event log.

1.5

Thesis Structure

This thesis work is structured as follows: In Chapter 2, we introduce basic definitions and
concepts that are used in this thesis. In Chapter 3, we briefly describe some related work
in the field of trace clustering. In Chapter 4, we describe our method. In Chapter 5,
after describing our implementation, we evaluate our method on a synthetical and two
real-life event logs. One of the real-life event logs is presented in a more detailed case
study. In Chapter 6, we discuss our results and observations. In Chapter 7, we summarise
our results in a conclusion and give directions for future research.

5

Chapter 2

Preliminaries
This chapter introduces important basic concepts which are crucial for the understanding of our proposed work. In general, we assume that the reader is familiar with these
basic concepts, nonetheless this chapter tries to combine all topics used for this work in
a compact way. First, we present basic mathematical definitions and notations which
we are using. Second, definitions and concepts regarding process mining are presented.
Subsequently, concepts about hierarchical clustering are introduced.

2.1

Basic Mathematical Concepts

In this section, we introduce the main mathematical concepts we are using to formally
describe our technique.

2.1.1

Sets and Sequences

In a mathematical context, a set is a fundamental concept that represents a collection of
well-defined unordered objects and is used to group certain elements.

Definition 2.1 (Set). A set is a collection of distinct elements. The elements in a set can
be of an arbitrary type. For example, {1, 2, 3} is a set containing the elements 1, 2 and 3.
If x is an element of a set X, we write x∈X. If not, we write x∕∈X.
Given two sets X, Y ,

• Set X={x1 , x2 , . . . , xn } has n elements, and the size of X is presented as |X|, hence
|X|=n.
• ∅ denotes the empty set.

• X ∪ Y denotes the union of X and Y , i.e., X ∪ Y ={x|x∈X ∨ x ∈ Y }.

• X ∩ Y denotes the intersection of X and Y , i.e., X ∩ Y ={x|x ∈ X ∧ x ∈ Y }.
• X ⊆ Y denotes that X is a subset of Y ⇔ X ∩ Y =X.
6
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• P(X) denotes the power set of a set X, i.e., P(X)={Y |Y ⊆ X}. For example, given
X={1, 2}, then P(X)={∅, {1}, {2}, {1, 2}}.

The set N = {1, 2, 3, . . . } denotes the natural numbers, and N0 = N ∪ {0} the natural
numbers including the 0.

The set R denotes any rational and irrational numbers, and R+ the set of any positive
rational and irrational numbers.

Definition 2.2 (Function). A function f maps each element of a set X to a single element
of a set Y , i.e., f : X → Y . dom(f ) denotes the domain of f and equals X. rng(f ) denotes
the range of f and equals rng(f ) = {f (x)|x ∈ X} ⊆ Y .

For example, the function f : {1, 2, 3} → {1, 2}; f (1) = 2, f (2) = 1, f (3) = 1 maps the 1
to 2, the 2 to 1 and the 3 to 1.

Definition 2.3 (Partition). A partition of a set X is a set of nonempty subsets of X, s.t.,
every element of X is in exactly one of these subsets. Every partition is mutual exclusive
(no element is in more than one subset) and jointly exhaustive (every element is in one
subset). Mathematically, a partition P(X) ⊆ P(X) is described using:
• ∀X ′ ∈ P(X)(X ′ ∕= ∅).
•

!

X ′ ∈P(X)

X ′ = X.

• ∀X ′ ∕= X ′′ ∈ P(X), X ′ ∩ X ′′ = ∅.

For example, a partition over the set X = {1, 2, 3, 4} could be P(X) = {{1}, {2, 3}, {4}}.
Definition 2.4 (Multiset). A multiset is a generalisation of a set where elements can
appear multiple times. A multiset m over a set X is a function m : X → N, which maps
each element to its number of occurrences in the multiset, i.e., m(x) denotes the number
m(x ) m(x )
m(x )
of times element x ∈ X appears in m. We write a mulitset as [x1 1 , x2 2 , . . . , xn n ]
with xi ∈ X, n = |X| and m(xi ) > 0 for i ∈ {1, 2, . . . , n}.
For example, given set X={1, 2}, [12 , 2] is a multiset containing the element 1 twice and
the element 2 once.

Definition 2.5 (Sequence). A sequence of length n over a set X is an enumerated ordered
collection of elements, which is defined by a function σ : {1, 2, . . . , n}→X. We write σ =
〈σ1 , σ2 , . . . , σn 〉 and for the length |σ|=n.
• 〈〉 denotes the empty sequence.

• X ∗ denotes the set of all possible sequences over X of arbritary length. For example,
X={1, 2}, then X ∗ ={〈〉, 〈1〉, 〈2〉, 〈1, 2〉, 〈2, 1〉, 〈1, 2, 1〉, . . . }.
7
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Definition 2.6 (Sequence converter). To convert a given sequence σ into a set, we introduce the converter function ∂set , which is defined as the function ∂set : X ∗ →X, s.t.,
∂set (σ)={x ∈ X|∃ 1 ≤ i ≤ n (σ(i)=x)}.
For example, converting the sequence 〈1, 2, 2, 2, 1〉 returns ∂set (〈1, 2, 2, 2, 1〉)={1, 2}.

2.2

Distance Concepts

In this section, we shortly raise the subject of measuring diﬀerences between sequences.
We therefore present one well-known distance metric which used by the distance method
we use in our approach. Finally, we present the used distance method in an informal
way.
If values in sequences are time-based ordered, one typically refers to time series.
Definition 2.7 (Time series). A time series Xt = 〈x1 , x2 , . . . xt 〉 is a sequence of regular
time-ordered observations.
To measure similarity between sequences such as time series, we need to make use of a
specific metric. A distance metric is a function defining a distance between any pair of
elements of a set. As the metric is depending on the type of the underlying set, there are
multiple distance metrics to choose. The ordinary distance between typically two points
is the Euclidean metric or Euclidean distance.

2.2.1

Euclidean Metric

Definition 2.8 (Euclidean distance). The Euclidean distance or Euclidean metric between
points is the straight line length between two points. We measure the distance between two
elements p, q from a set X using a distance function d : X×X→R+ in an n-dimensional
space by:
"
# n
#%
d(p, q) := $ (qi − pi )2
i=1

2.2.2

Dynamic Time Warping

Dynamic Time Warping 1 is a known method to measure the distance between two time
series. The objective is to measure the similarity between two time series by producing
a distance metric. A traditional approach to do this, is to use the previously presented
Euclidean metric and compute the distance between the points in the sequences. This
basic method, known as the Euclidean matching, is graphically presented in Figure 2.1a.
The red and the blue line are each representing such a time series.
1

In the following referred to as DTW -method

8
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(a) Euclidean matching between two example
time series (blue and red). The matching between each point is formed without considering
the time series shape.

(b) DTW matching between two example time
series (blue and red). Note that troughs and
peaks are matched.

Figure 2.1: Comparison of the euclidean and Dynamic time warping matching method. Adapted
with permission from [1].

As the lines in between are indicating, each element is compared with the opposite element in the time series. Because this compares both time series using an one-to-one
matching, one part of one time series can not be compared due to the diﬀerent time series lengths. As a result, the mapping is not perfectly synchronised. To overcome this,
DTW uses an one-to-many matching so that troughs and peaks with the same pattern are
perfectly matched. As an advantage amongst the Euclidean matching, the sequences are
"warped" and similarity between sequences can better compared, even by having diﬀerent
lengths.
Since the DTW -method is described using a more complex dynamic programming algorithm, we refer to the work of Berndt et al. [2] for a formal definition of the algorithm.

2.3

Event Logs

Event logs are the starting point of most process mining applications. Large institutions
are representing their daily processes in information systems. The information about the
execution of such processes is stored in event logs that are containing all details related to a
single kind of process. What kind of information stored about a process is depending on the
particular use case. Nevertheless, there are a few assumptions that are applying to event
logs in general: An event log consists of a multiset of traces. Each trace is a sequence of
events that is describing a specific case (process instance) of the process execution. Each
event, which is often displayed as a row in an event log contains information about a
particular executed activity. Each event contains information about the execution time,
i.e., referred to as the timestamp of an event as well as the executed activity. Because
every event has a specific timestamp, all events in a trace are ordered sequentially based
on their timestamp. Each event can have several more attributes, such as the resource
(user) who executed a certain events or any other information which is related to the
9
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process. For example, Table 2.1 describes a simplified excerpt of an event log used in this
thesis’ case study. It displays three cases that are distinguished by their unique ’Case id’.
In this particular event log, each event has a start and a complete entry, marked by the
’Transaction’ attribute, to explicitly measure the duration of each activity. Each event
could also have a start and a complete timestamp, but we use diﬀerent events connected
with an event instance id. This allows for an easier application of our proposed technique
and each type of event log can easily converted.
Regarding the example in Table 2.1, case 3 consists of the 3 sequential executed activities
’Diagnostical procedures’, ’Hand hygiene’ and ’Communication with patient’ whereas case
2 includes activities that are chronologically overlapping.
Case id
1

Event id
907
908
909
910
911
912

Event
instance id
454
454
455
456
455
456

Transaction
start
complete
start
start
complete
complete

Activity
Request – medical order
Request – medical order
Communication with patient
Nursing (technical) procedures
Communication with patient
Nursing (technical) procedures

2

913
914
915
916
917
918

457
458
459
459
457
458

start
start
start
complete
complete
complete

Document reading
Drug preparation
Request – medical order
Request – medical order
Document reading
Drug preparation

2018-02-12
2018-02-12
2018-02-12
2018-02-12
2018-02-12
2018-02-12

07:43:00
07:53:00
07:53:00
07:58:00
08:03:00
08:08:00

3

1070
1071
1072
1073
1074
1075
..
.

535
535
536
536
537
537
..
.

start
complete
start
complete
start
complete
..
.

Diagnostical procedures
Diagnostical procedures
Hand hygiene
Hand hygiene
Communication with patient
Communication with patient
..
.

2018-02-15
2018-02-15
2018-02-15
2018-02-15
2018-02-15
2018-02-15
..
.

16:01:00
16:14:00
16:14:00
16:15:00
16:18:00
16:25:00

..
.

Timestamp
2018-02-11 13:12:00
2018-02-11 13:19:30
2018-02-11 13:19:30
2018-02-11 13:19:30
2018-02-11 13:28:00
2018-02-11 13:31:00

Table 2.1: An artificial event log adopted from the case study hospital data.

In the following, we present formal definitions for the previously described characteristics
of the elements of an event log.

Definition 2.9 (Event). Let E be the event universe, i.e., the set of all possible event
identifiers. Each event can have multiple attributes, e.g., an event often has a timestamp,
is described by an activity or is executed by a specific resource, etc.
For each event e ∈ E, we define the following attributes to be necessary for our approach:
• πtime (e) is the timestamp of event e.
• πtrans (e) is the transaction type of event e.
• πid (e) is the unique identifier of event e
10
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• πinstance (e) is the event instance id2 .
• πcase (e) is the case/trace identifier of event e .
The transaction type attribute is referring to the transactional life-cycle model of an event,
i.e., which is mentioned in [3]. As we are interested in measuring concurrency, an event
always has at least either the start or the complete transaction type: πtrans (e)=start or
πtrans (e)=complete. We also require that each event has exactly one transaction of type
start and one transaction of type complete, so that the following applies: ∀e1 , e2 ∈E with
e1 ∕=e2 and πinstance (e1 )=πinstance (e2 ) : πtrans (e1 )=start and πtrans (e2 )=complete or vice
versa.
Apparently the time is related to the transaction types:
∀e1 , e2 ∈E, πinstance (e1 ) = πinstance (e2 ) and πtrans (e1 )=start; πtrans (e2 )=complete :
πtime (e1 ) < πtime (e2 ) and vice versa. Furthermore, we assume a time domain T , so that
∀e∈ E : πtime (e) ∈ T .
Definition 2.10 (Trace). Let E denotes the universe of events. Given the sequence σ ∈
P(E), we define σ as the trace of an event log, consisting of multiple events with the same
case id. Therefore we require ∀σ ∈ P(E) and ∀1 ≤ i < j ≤ |σ| : πcase (σ(i))=πcase (σ(j)).
As a trace is a finite sequence of events σ ∈ P(E), each event appears only once in a trace,
i.e., ∀1 ≤ i < j ≤ |σ| : σ(i)∕=σ(j).

Definition 2.11 (Case). Let C be the case universe, i.e., the set of all possible case
identifiers. Each case has a special attribute which maps the corresponding trace to it:
∀c∈C : πtrace (c)∈P(E). We also assume that each trace in a log contains at least one event:
πtrace (c)∕=〈〉 and cases always have a trace attribute.
We use ĉ=πtrace (c) as a shorthand for referring to the trace of a case.

As we assume that the event log contains timestamps, the ordering in a trace should
respect these: for any c∈C, ∀1 ≤ i < j ≤ |ĉ| : πtime (ĉ(i)) ≤ πtime (ĉ(j)).
Definition 2.12 (Event log). An event log is a set of cases L ∈ P(C), i.e., the set of all
possible case identifiers. Each event appears at most once in the entire log, i.e., for any
c1 , c2 ∈ L such that c1 ∕=c2 : ∂set (cˆ1 ) ∩ ∂set (cˆ2 )=∅.

2.3.1

Process Model Quality Criteria

Ideally, process models discovered from event logs are describing the event logs itself
exactly. It means, that all behaviour derived from the process models is exactly reflected
through the event log. This is often not the case as there is a permanent dilemma between
complex event logs resulting in a complex process model or more simpler models that
are not exactly representing the event log. To measure this gap, various model quality
dimensions are known.[4]
In the context of this thesis, we use of the following three:
2

Connects the start-event with the complete-event and vice versa.
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• Replay-Fitness: This quality criteria measures how good the process model captures
the behaviours described in the event log. If all behaviour in the event log can be
replayed by the process model, the replay-fitness equals to 1.0.
• Precision: This quality criteria measures any behaviour derived from the process
model that is not present in the event log. If all behaviours described by the model
are also existing in the event log, the Precision equals to 1.0.
• F1-Score: This quality criteria is a combination of both Replay-Fitness and Precision
and is often used to directly evaluate the balance between those two. It is composed
as the Harmonic mean by:
F 1=2 ·

Precision · Fitness
Precision + Fitness

Note, that all quality criteria are represented by values in [0,1].

2.4

Agglomerative Hierarchical Clustering

The main concept of this work is to classify similar objects into groups. There are multiple
clustering techniques available that form a certain number of groups of the initial data
objects. One technique that does this is hierarchical clustering. It creates a hierarchy of
clusters without a specified group size as an input parameter.
There are two main approaches for hierarchical clustering: agglomerative hierarchical clustering 3 (’bottom-up’) and the divisive hierarchical clustering (’top-down’). The diﬀerence
between those is the direction of clustering the data. In the context of this thesis work
we are only focusing on the AHC -approach. AHC starts with an initial clustering where
all data points are in it’s own cluster. For each proceeding hierarchy level, similar pairs
of clusters are merged to a new cluster. The similarity or distance between specific data
points or clusters can be measured using the in Section 2.2 presented distance metrics.
In the context of process mining, each sublog is initially placed as a single cluster in the
bottom of the hierarchy. The distance between all of the initial clusters, i.e., sublogs is
computed and those with a minimal distance are merged. This is repeated until only one
cluster, i.e., the original event log is left.

2.4.1

Dendrogram

A dendrogram is a diagram and finds usage in diﬀerent contexts. In the following, we
explain a dendrogram in the context of hierarchical clustering.
The result of a hierarchical cluster can be displayed using a dendrogram showing the origin
of each hierarchy. For example, Figure 2.2 shows the linkage of the clustered hierarchies
and the graphical representation as a dendrogram. Initially, the clustering started with
clusters for each of the observations L1 , L2 , L3 , L4 , L5 at the bottom. After the first clustering iteration, in the second hierarchy, L4 , L5 are merged into a new cluster {L4 , L5 }
because the distance between those two is the smallest. In the third hierarchy level, this
3

In the following referred to as: AHC

12

Chapter 2. Preliminaries
new formed cluster is again merged with L3 to a new cluster. As the distance increases,
clusters are merged until only one cluster remains.

distance

distance

{L1 , L2 , L3 , L4 , L5 }}

{{L1 , L2 }, {L3 , L4 , L5 }}
{{L1 }, {L2 }, {L3 , L4 , L5 }}
{{L1 }, {L2 }, {L3 }, {L4 , L5 }}

L1

L2

L3

L4

{{L1 }, {L2 }, {L3 }, {L4 }, {L5 }}

L5

(a) Dendrogram with 5 initial observations L1 , (b) Bottom-up sequence of partition with related
L2 , L3 , L4 and L5 .
hierarchical dendrogram in background. The
sets are directly related to the graphical dendrogram representation in the background.
Figure 2.2: Dendrogram example with corresponding hierarchical partition of the clustering.

2.4.2

Silhouette Score

As the above presented AHC returns a hierarchy of clusters and not a certain group of
clusters, the final number of clusters for further use needs to be determined. This could
be done using specific metrics of the data itself, or by directly measuring the consistency
of the resulting clusters. The latter refers to the silhouette method which measures how
similar an object is to its own cluster compared to other clusters. The resulting rating
is denoted as a value from -1 to 1 and can be computed for each hierarchy level in the
clustering. In this way, we can select the optimal number of clusters. The similarity
between data objects can be calculated with any distance metric whereas the distance
metric used for the clustering is most appropriate. Referring to L. Kaufmann and J.
Rousseuw the silhouette score can be interpreted as follows [5]:
• 0.71 − 1.00: A strong structure has been found

• 0.51 − 0.70: A reasonable structure has been found

• 0.26 − 0.50: The structure is weak and could be artificial
• ≤ 0.25:

No substantial structure has been found
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Related Work
This chapter focuses on related work in the field of event data clustering. After a short
overview, we present work that is similar to our method.
For a general overview in the field of process mining, we refer to the book "Process Mining"
from van der Aalst [3]. It introduces data science and process mining in general and
provides basics of business process modelling and data mining. After discussing all three
parts of process mining in detail, it also gives guidance for process mining in practice and
introduces advanced techniques in the field process discovery. One of these includes the
trace clustering of spaghetti-like process models that contain a large variety of process
executions. The key concept consists of splitting up the initial complex event log into
multiple more comprehensible sublogs. The partitioning of the original event log occurs
through clustering similarities of certain cases in an event log. Multiple approaches to
measure similarities (and dissimilarities) have been presented and examine an event log
on diﬀerent perspectives depending on the used distance measure.
De Weerdt et al. [6] and Lu [7] classify existing literature concerning trace clustering into
the three following categories depending on the used type of distance measure: Vector
space approaches, Context-aware trace clustering and Model-based sequence clustering. In
the following, we adopt this classification and briefly outline recent work in these categories.
Vector space clustering
The main idea of this concept is to transform a trace into a feature vector consisting of
features related to the trace/case, e.g., duration of activities, frequency of each activity or
used resources. For example, a feature vector can consists of a sequence of numbers where
each number represents the frequency of a specific activity in a trace. After computing
such a vector for each trace in the initial event log, clustering algorithms measure the
similarity and dissimilarity between those vectors or respectively traces. Traces that are
similar are grouped into one sublog, whereas dissimilar traces are grouped into diﬀerent
sublogs.
One of the first approaches that uses vector spaces for trace clustering is introduced by
Greco et al. [8]. Their work constructs feature vectors based on frequent (sub)sequences
14

Chapter 3. Related Work
of activities. To capture these sequences they proposed disjunctive workflow schemas
(DWS) for discovering process models. A refinement of this approach is made by the work
of Alves de Medeiros et al. [9] by proposing an algorithm that avoids over-generalisation
and introducing a process discovery algorithm that is much more robust.
A similar approach to the previously two mentioned is the approach by Song et al. [10].
In contrast, their technique allows for a multitude of attributes which they define as trace
profiles. These trace profiles are based on typical informations found in the event logs,
e.g., activity, transition, performance, case attribute profiles. Additionally, they presented
a generic clustering framework including multiple diﬀerent distance metrics and clustering
algorithms. A later proposed work from Song et al. [11] improves the time performance
of this work by introducing a preprocessing technique to the trace clustering.
Context-aware trace clustering
The second trace clustering category uses control-flow context information of traces. In
contrast to Vector space clustering-techniques, this type of approach uses control-flow
properties instead of contextual information such as recourses or activity frequency [6].
This means, trace similarity is measured by the syntax similarity between two trace sequences. In more detail, it measures the minimal number of edit operations a trace can be
transformed into another trace by adding or removing events. An example measure that
is used for this clustering approach is the Levenshtein Edit Distance (LED) [12].
The work of Bose et al. [13] proposes a trace-sequence edit distance based on the Levenshtein Edit Distance. They introduce a generic approach by deriving specific costs for
insertion, deletion and substitution operations. The resulting costs between each trace is
then used to measure similarity and apply an agglomerative hierarchical clustering.
An hybrid approach is made by Bose et al. [14] by using a vector space model for traces
in the log. But instead using contextual information such as activities or transitions
for the basis of the vector model, they consider conserved patterns or subsequences of
traces. Whereas traditional vector space techniques have a quadratic time complexity,
their technique has a linear time complexity. Because their work mainly focus on sequential
traces, traces with loop constructs perform badly.
Luengo et al. [15] expanded the work of Bose et al. [14] by introducing time features such
as the starting time of each process instance.
Model-based sequence clustering
The third category in the literature of trace clustering is based on the quality of the
underlying process models. The purpose is to divide the original event log into clusters
with a high quality regarding process model quality criteria, e.g., fitness and precision.
For example, traces can only merged into a cluster, only if it improves the quality of the
cluster model. With respect to similarity, a trace is more similar to a cluster, if the quality
of the discovered cluster model increases.
In the context of process mining, a first approach is introduced by the work of Ferreira
et al. [16] which is inspired by the work of Cadez et al. [17] in the area of web usage
mining. They proposed a sequence clustering algorithm which is a combination of first15
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order Markov models using the expectation-maximation (EM) algorithm. An extension
and implementation to this work is proposed in a later work of Ferreira et al. [18].
The work of De Weerdt et al. [6] first merges the clustering step with the evaluation step.
As other techniques do not take the quality of the underlying process models of each of
the clusters during the clustering procedure, they suﬀer from a large divergence between
the clustering bias and evaluation bias.
This thesis approach is most similar to [10] as we also create profiles for each trace and
create clusters based the similarity of these profiles.
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Concurrency Profile Clustering of
Event Log
In this chapter, we present the clustering method using concurrency profiles. First, we give
an overview of the proposed technique. Second, we introduce and define the concurrency
profiles. Third, we explain and formalise the hierarchical clustering of those concurrency
profiles in detail. Finally, this chapter presents a common method to determine the optimal
number of clusters.

4.1

Overview

Consider Figure 4.1, this section provides a complete overview of the technique, starting
from the initial event log up to the obtained clusters containing the sublogs for further
discovering.
The starting point of this approach is an event log L (Definition 2.12) containing activities
with a start and a complete timestamp to measure concurrency. Apparently, to separate
traces from each other, the concurrent execution of at least a part of the events is necessary
for this approach. By definition, the initial log is separated into a specific number n of
traces.
As we want to cluster traces into groups of traces, we create a concurrency profile for each
of the n traces, which results in n, not necessarily unique, profiles. Each profile contains
information about the number of events that are happening at a particular point of time.
Using the n concurrency profiles we are using an agglomerative (bottom-up) hierarchical
clustering method to create a hierarchy of all traces in the log. The hierarchy, which can
be displayed as a dendrogram, contains all information of the clustered profiles. Together
with a user-defined number of final clusters we obtain the final clusters from the hierarchy,
as shown in Figure 4.1. Using this information and the initial process log we extract the
sublogs. Using typical process mining quality criteria, such as replay-fitness and precision,
the quality of sublogs can be estimated. As we split the log into several smaller ones using
a time-based criteria, we expect to have a better quality of each resulting process model.
Further analysis can then be performed using the received sublogs, such as process model
comparison.
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sublog 1

Complete
event log
with n traces

sublog 2

Cluster similar
profiles
together

Create
concurrency
profiles

sublog 3

sublog t

n concurrency profiles

Figure 4.1: Complete overview of the proposed clustering method. First, we create concurrency
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profiles for each trace. Second, we define a hierarchical clustering using the previously calculated
clusters. Finally, we create sublogs based on the defined clusters.

4.2

Concurrency Profiles

As already noted, each trace in the event log is transformed into a concurrency profile. Each
profile consists of a sequence of numbers, consisting of the number of concurrent activities
for each event entry. For an easier notation, we expect the events in the traces to be sorted
by the timestamp. We first explain a concurrency profile using the event log example from
Table 2.1: There are six events in the trace, each event is referring to either a start-activity
or to a complete-activity, resulting in 3 diﬀerent activities ’Document reading’, ’Request medical order’ and ’Drug preparation’. As the trace is sorted by timestamp, each activity
is starting with a start-activity.
Case id
..
.

Event id
..
.

Event
instance id
..
.

Transaction
..
.

Activity
..
.

2

458
459
460
461
462
463

229
230
231
231
229
230

start
start
start
complete
complete
complete

Document reading
Drug preparation
Request – medical order
Request – medical order
Document reading
Drug preparation

..
.

..
.

..
.

..
.

..
.

Timestamp
..
.
2018-02-12
2018-02-12
2018-02-12
2018-02-12
2018-02-12
2018-02-12

07:43:00
07:53:00
07:53:00
07:58:00
08:03:00
08:08:00

..
.

Table 4.1: An artificial event log adopted from the case study hospital data (excerpt from Table 2.1)

To create concurrency profiles per trace, we use relative timestamps that are relative to
the trace’s lifespan to ensure comparability. Figure 4.2a is showing the concurrency of the
trace’s activities using a relative timestamp.1 The blue line represents the lifetime of each
activity and the red markers are showing every change of the concurrency level, i.e., at
1

Note that, for convenience only, the example is chosen so that the timestamp gaps are exactly multiples
of 5 min.
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1

2

3

1

1

0.8

1.0

Document reading
Drug preparation
Request – medical order
0.0

0.2

0.4

0.6

(a) Timeline showing the concurrency level for a (b) Resulting concurrency profile. The y-value
specific point of time. Red numbers are referring of the markers are representing the concurrency
to the level of concurrency, marked if level has profile.
changed.
Figure 4.2: Both subfigures are representing the connection between the event timeline and the
17
concurrency profile. The red numbers on the left (represent the concurrency
level) are resulting in
the red markers on the right.

time 0.6 the concurrency level changed from 3 to 2. Analogous to this, the same change
is represented in the resulting concurrency profile in Figure 4.2b through the mark in
(0.6, 2). Like this example point is showing, the concurrency profile depicts every change
of the concurrency level. While Figure 4.2b shows the plot of a concurrency profile, the
actual profile is referred to as a sequence of concurrency levels ascending sorted by the
relative timestamp. For example, the concurrency profile from Table 4.1 is represented by
the sequence: 〈1, 3, 2, 1, 1〉.

The following definitions formalise this in a mathematical way: We first need a mapping
function that returns the concurrency level for a specific time-based position in a trace.
Definition 4.1 (Trace profile function). To calculate how many events, i.e., activities are
in parallel at each position in a trace, we define the function λk : P(E)→N0 :

λk : σ 2→

&
|{πtrans (σ(i)) | ∀ 1 ≤ i ≤ k with πtrans (σ(i)) = start}|
'
'
'
'
( − |{π
(σ(i)) | ∀ 1 ≤ i ≤ k with π
(σ(i)) = complete}|
'
1
'
'
'
)

trans

trans

0

if k < |σ|
if k = |σ|
if k > |σ|
(4.1)

We then use this function to extend each case with a new concurrency profile-attribute.
Definition 4.2 (Concurrency trace profile). Given an event log L ∈ P(C) in which each
case is sorted ascending by timestamp. We extend ∀ c ∈ L each case with the attribute
πprof ile (c) ∈ N∗0 as follows:
πprof ile (c) := 〈λ1 (ĉ), λ2 (ĉ), . . . , λ|ĉ−1| (ĉ), λ|ĉ| (ĉ)〉
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By definition, the length of each profile equals the length of the trace, as for each event
entry one profile entry is made: |πprof ile (c)| = |ĉ|.

Having concurrency profiles created for each case in the log, we can now use existing
clustering techniques to merge similar work distributions into sublogs. There are several
clustering techniques available such as k-means or k-metoids, most of them needs a specific
cluster size as an input. A useful and popular method for clustering time series data such as
concurrency profiles is hierarchical clustering that get along without setting the cluster size
beforehand. The upcoming sections describe this method using our proposed technique
and the explanation from Section 2.4.

4.3

Profile-Based Linkage Computation

This distance function, i.e., known as the linkage criterion, formally in the form of
∆ : P(N∗0 )×P(N∗0 )→R+ aggregates pairwise distances between elements. Regarding our
approach, it measures the distance or similarities between our concurrency profiles to
detect the closest pair of clusters, which is then combined into a single cluster.
There are several common linkage methods available, i.e., single linkage, complete linkage and average linkage. As our work does not focus on the process of agglomerative
hierarchical clustering we use the complete linkage method.
The complete linkage method merges two clusters with the closest maximum distance.
Mathematically, this is described as the following: Given two clusters of concurrency
profiles X, Y ∈ P(N∗0 )
∆(X, Y ) = max{δ(c, c′ ) | c ∈ X, c′ ∈ Y }

(4.2)

where δ : N∗0 × N∗0 → R+ denotes the metric function to compute the distance between two
concurrency profiles. In our approach, we are using the Dynamic Time Warping-method
(Section 2.2.2) as this a popular method apart from the Euclidean Distance and has a
higher accuracy than the Euclidean Distance [19]. It also can deal with time series data
of diﬀerent length, which is the case in our technique.
Performing the clustering with the above given method, we are able to obtain a dendrogram
with all hierarchies denoted.

4.4

Hierarchical Agglomerative Clustering of Concurrency
Profiles

To define conditions for the clustering, we are defining a partition function that creates
sublogs from the initial event log.
Definition 4.3 (Event Log Partition Function). A partition function ϕ : P(C) → P(P(C))
partitions an event log using the concurrency trace profile attribute defined in Definition 4.2. Given an event log L ∈ P(C), a certain distance d ∈ R+ and a distance function
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∆ : P(N∗0 )×P(N∗0 )→R+ that measures the similarity between two profiles. The partition
function works as follows:
• ∀L′ ∈ ϕ(L), c, c′ ∈ L′ (δ(πprof ile (c), πprof ile (c′ )) ≤ d) cases in L′ share similar concurrency profiles that are not more varying than d.
• ∀L′ , L′′ ∈ ϕ(L), c′ ∈ L′ , c′′ ∈ L′′ (L′ ∕= L′′ =⇒ πprof ile (c′ ) ∩ πprof ile (c′′ ) = ∅) every
concurrency profile is unique per partitioned log.
By definition, every sub-log contains concurrency profiles which do not diﬀer by more
than distance d. Using the received partition we construct a hierarchical clustering based
on the profiles as a primary input. Using this construct, as we perform the bottom-up
approach (Agglomerative HCA), each input node starts at the bottom of the hierarchy. In
this first step of our approach, by starting with a distance d = 0, the original event log L is
divided into n sublogs L1 , . . . , Ln by our in 4.3 defined partition function. Since distance
d is initially set to zero, n depicts the number of unique concurrency profiles.
To form the hierarchies based on the n sublogs we compare the sublogs among each other
by calculating distances between those. For this comparison, we require a distance function
to compute a distance between two clusters in the hierarchy, i.e., two sublogs.
To further use our clustering result, we need to determine the optimal number of clusters,
i.e., the optimal number of sublogs to form. This is relevant as our later received process
models are directly depending on the quality of our formed clusters. A higher quality of
cluster partitions means a higher overall similarity inside each cluster.

4.5

Finding Optimal Number of Clusters

Determining the optimal number of clusters is a frequent problem in data clustering,
especially for cluster algorithms with the number of clusters as an input parameter. One
method to do this, is to compute the in 2.4.2 presented silhouette score for each instance,
i.e., each possible cluster partition. Certainly, as the silhouette score measures similarity
between the clusters, we are using the same DTW -metric to compute the similarity as
we were using during the clustering. As a high silhouette score indicates a well defined
cluster, we are interested in the best score. Mathematically referring to it as:
SC = max
k

*

c∈L

sk (πprof ile (c))
|L|

(4.3)

Where sk (p) represents the silhouette score for a concurrency profile p depending on the
number of clusters k (adapted from the work of L. Kaufmann and J. Rousseuw [5]).
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Evaluation and Application on
Data
In this chapter, we evaluate our proposed approach. We first provide an overview of our
implementation. Since this work focuses on the case study trough conducting clustering
experiments, we briefly give the reader a few comments regarding our implementation
in this section. Second, we present an evaluation of our method on synthetic data, to
validate our technique. Third, we perform the method on real-life data. After that, we
are presenting the case study for the real-life hospital data and apply our technique to the
data. Finally, a discussion section will comment threats to validity.

5.1

Implementation

In this section, we shortly give an overview of the implementation of our approach.
Instead of using the Scipy 1 -package for computing the similarity distances, we used specified Python-packages for time series data. For the clustering results, a so called Linkage-Matrix has to be computed using a specified distance metric2 . This matrix, which
encodes a tree containing hierarchical clusters of the input data, was implemented using
the DTAIDistance3 -package [20]. To actually receive the clustering results from the Linkage-Matrix and to generate the dendrograms, we used the Scipy-package.
To calculate the silhouette score, apart from the Linkage-Matrix, we also compute a separate distance 4 -Matrix because this is not available in the DTAIDistance-package. For
this, and the calculation of the silhouette score, we use the package tslearn 5 [21].
To evaluate our results, we used the PM4Py-library [22] to discover derived process models
and compute process model quality criteria.
1

A Python-based open-source package, available under: https://www.scipy.org.
In our approach: DTW
3
A Python-based open-source package, available under: https://github.com/wannesm/dtaidistance
4
Matrix containing distances between all combinations of sets
5
A Python-based open-source package, available under: https://github.com/tslearn-team/tslearn
2
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5.2

Evaluation on Synthetic Data

To validate our approach, this chapter introduces one synthetic event log for testing and
proving the correctness of our idea.

5.2.1

Experimental Setup

The goal for this synthetic experiment is to use an event log containing characteristic and
distinguishable process cases. As we design the input data to test our technique, we can
develop types of processes with a certain expected result. By applying our implementation
on this synthetic data, we can check if the results are those which are expected from our
typical cases, i.e., we can prove if our approach is clustering the same kind of processes into
the same cluster. Thereby we show an elementary correctness of our method to achieve a
fundamental confidence to interpret results from further experiments on other (real-life)
data.
Since our approach requires artificial timestamps to achieve a higher level of reality, we are
using CPN-tools 6 to create these event logs based on the work of Medeiros and Günther
[23]. CPN-tools is a tool for editing, simulating and analysing colored Petri nets.
Number
Number
Number
Number

of
of
of
of

variants
cases
events
activities

5
1000
5000
5

Table 5.1: An example synthetic log containing 5 sublogs. Each sublog has a diﬀerent type of
concurrency profile, resulting in 5 variants totally. Table shows general information about the
resulting total event log.

In detail, we design a simple event log with diﬀerent types of concurrency profiles, so that
our implementation clusters the same types of concurrency profiles into the same cluster.
For this, we design an event log in which each case consists of the same five activities.
To create diﬀerent concurrency profile-types, we specify 5 variants, each consisting of a
diﬀerent type of concurrency. We are doing this by creating 5 sublogs using a simulation
on diﬀerent Petri nets. Those resulting sublogs are then merged to one final event log,
which will be clustered by our method afterwards. Table 5.1 gives information about the
resulting event log.
Each Petri net in Figure 5.1 refers to one of the variants: Through the design of the
Petri net in Figure 5.1a all activities happen successively, which result in an event log
without concurrency. Figure 5.1b shows a Petri net containing two parallel activities a
and b. The process model represented by the Petri net in Figure 5.1c has the first 3
activities in parallel, whereas the model in Figure 5.1d generates an event log with 4
concurrent activities. In Figure 5.1e everything happens in parallel, which means that all
5 activities at least overlap at a specific time, according to their timestamps. To achieve
more variation and a higher state of reality, all the timestamps are determined using
a binomial distribution. In more detail, we use a distribution that generates durations
6

Software Simulator for high-level Petri nets, more information under: http://cpntools.org

23

Chapter 5. Evaluation and Application on Data
ranging from 30 seconds to 25 minutes. Hence, we make sure that the concurrency level
is unaﬀected from the distribution.

(a) All 5 activities serial.

(b) 2 activities parallel, 3 serial.

(c) 3 activities parallel, 2 serial. (d) 4 activities parallel, 1 serial.

(e) All 5 activities parallel.

Figure 5.1: Petri nets used to generate synthetic data. Nameless transitions are not represented
in the log and only used to construct parallelism.

(a) All derived concurrency
profiles with a concurrency
level of 1.

(b) All derived concurrency
profiles with a concurrency
level of 2.

(d) All derived concurrency
profiles with a concurrency
level of 4.

(c) All derived concurrency
profiles with a concurrency
level of 4.

(e) All derived concurrency
profiles with a concurrency
level of 5.

Figure 5.2: Derived concurrency profiles for each of the diﬀerent sublogs. Each plot shows all
concurrency profiles for each sublog. Shapes of the profiles are varying due to the distribution
used for start and complete times.

By design of the in Figure 5.1 displayed Petri nets, each sublog produces a diﬀerent
type of concurrency profile, e.g., for all cases c produced by the Petri net in Figure 5.1c
∃e ∈ πprof ile (c) with e = 3 and ∀e ∈ πprof ile (c) : 0 ≤ e ≤ 3, whereby for all cases c produced
by the Petri net in Figure 5.1a ∃e ∈ πprof ile (c) with e = 1 and ∀e ∈ πprof ile (c) : 0 ≤ e ≤
1. Figure 5.2 shows all resulting concurrency profiles for each sublog. As each sublog
produces a diﬀerent type of concurrency level, each plot contains concurrency profiles
with a diﬀerent level of concurrency. Because of this, we expect our implementation to
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cluster those diﬀerently profiles into diﬀerent clusters. As we designed 5 diﬀerent types
of cconcurrency profiles, a perfect outcome would be the assignment of each type to a
diﬀerent cluster.

distance

Having clustered all concurrency profiles, Figure 5.3a displays the resulting dendrogram
trimmed to 5 clusters. As the figure shows, each cluster in the bottom consists of 200
items. Figure 5.4 displays the process models for each of the 5 resulting clusters. It is
obvious that each process model shows a diﬀerent level of concurrency. According to the
5 previously defined concurrency classes, each resulting cluster only contains traces of the
same class as expected.

(a) Resulting dendrogram trimmed to a hierar- (b) Plot shows the calculated silhouette score dechy level of 5 clusters, each cluster contains ex- pending on the cluster size.
actly 200 cases.
Figure 5.3: Results for synthetic log. Each variant is correctly clustered.

To additionally measure the quality of our results, we are using the in Section 2.4.2 presented silhouette score. Figure 5.3b shows the resulting score depending on the defined
cluster size to form. There is a clear peak with a silhouette score of 1.0 at 5 clusters that
indicate the best clusters by using 5 clusters. As we designed 5 diﬀerent sublogs, our
results are in line with our expectations.
From a technical and qualitative perspective, we can illustrate the correctness of our
approach. It is fundamentally returning what we expect from it, i.e., it is able to detect
basically diﬀerent concurrency profiles. Trough the applying on real-life data, the following
sections are providing more evaluation results.
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(a) Derived process
model from cluster
1.

(b) Derived process model
from cluster 2.

(d) Derived process model from cluster
4.

(c) Derived process model from cluster
3.

(e) Derived process model from cluster
5.

Figure 5.4: Derived process models from each cluster showing all paths and all activities. As all
type of profiles are homogeneously clustered into the correct cluster, each process model is similar
to its originators petri net.

5.3

Evaluation on a Publicly Available Dataset

In this section, we apply our method on a real-life dataset. In general, to apply our
method, two requirements of the event log are needed: Every event should have a start
and complete timestamp and most of the cases should include concurrent executed events.
We use an event log that fulfills these requirements on another level as the timestamps
are only accurate to days. As concurrency is happening on a day-to-day basis, instead
via time of the day, the application of our implementation mainly stays the same. But
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with regard to the analysis of the data, the day-to-day concurrency could get another
meaning.
This section only applies our method on the event log from the BPI Challenge 2015,
which is publicly available [24]. It is provided by five Dutch municipalities and contains
all building permit applications over a period of approximately four years. As Table 5.2
depicts, there are a total of 1,199 diﬀerent activities and 52,217 events. The median case
duration is 61 days long.
Number of variants
Total number of cases
Total number of events
Total number of activities

1,170
1,199
52,217
398

Table 5.2: General information about the observed raw event log.

distance

By applying our method on this dataset, each case will result in one concurrency profile. Again, the clustering of the resulting time series is performed using the previously
described AHC. The Figure 5.5 displays the result in form of a dendrogram and the in
Section 2.4.2 presented silhouette score. As shown in Figure 5.5b, the best received score
for the cluster sizes 2 - 40 is slightly under 0.7. According the in Section 2.4.2 presented
table, the only cluster sizes that are rated with an acceptable score are 2, 3 and 4. The
dendrogram, as shown in Figure 5.5a illustrates the distribution of the top 12 clusters.
The values on the bottom are indicating how many concurrency profiles are assigned into
which cluster. As the dendrogram represents, the red marked side includes only 22 profiles,
whereas the green marked side includes significantly more profiles. Dividing the profiles
into 5 clusters, will lead to a wider distribution as the green side of the dendrogram will
be splitted. Certainly, by splitting the distribution, the silhouette score goes below 0.5,
which indicates a bad clustering.

(a) Resulting dendrogram trimmed to a hierar- (b) Plot shows the calculated silhouette score dechy level of 12 clusters. The leaf nodes in brack- pending on the cluster size.
ets at the bottom are indicating the number of
items in the cluster.
Figure 5.5: Hierarchical clustering results for the real-life hospital event log.

This phenomena could result from splitting very similar profiles into multiple clusters. The
bad silhouette score indicates that the similarity between objects in a cluster compared
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to other clusters is high. Therefore, regarding the score, a clustering on this dataset with
more than 4 clusters is not recommended. Besides that, a clustering up to 4 clusters only
detects some outliers as the distribution in the clustering is unevenly distributed. We
discuss reasons to this phenomena in Section 5.5 after applying the technique to our case
study event log.

5.4

Case Study and Evaluation on Real-life Data

In this section, we perform an analysis of the observed real-life data. For a general overview
on the data and since the discovered process model of the data is a spaghetti-like one, we
are beginning using a more data science-like approach. We later have a more detailed
comparative focus to compare the work distribution of both buildings. Finally, we apply
our technique on the data.
The conducted case study is using an event log from the Erasmus University Medical
Center (Erasmus MC) based in Rotterdam, the Netherlands and has the intend to have a
view on the workflow and work distribution of nurses. Therefore, activities executed by
several nurses have been tracked manually in great detail. The data tracks what activity a
specific nurse is executing in what particular point in time. As multi-tasking of activities,
i.e., concurrency is explicitly captured, this work focuses on concurrent work distribution.
To do this, it is suﬃcient to focus on the discovery part of process mining. Furthermore,
the nursing data is captured, due to the move to a new building, in two situations: A) the
old hospital building with multi-bedded wards; and B) the new hospital building provided
with 100% single rooms.

Timespan
Total number of tracked nurses
Total recorded working hours
Day shifts recorded
Evening shifts recorded
Night shifts recorded

Building A
(multi-bedded wards)
Feb. 2018 - May 2018
69
258 hours
76%
24%
0%

Building B
(100% single rooms)
Oct. 2018 - May 2019
116
498 hours
71%
21%
8%

Table 5.3: Table showing diﬀerent conditions because of diﬀerent buildings. Note that building A
has no night shifts recorded.

As two situations are observed, diﬀerent conditions are represented in the data. Table 5.3
displays the main aspects; more observations are made in building B and there are no
recorded night shifts for building A. The main diﬀerence is, that the new building B
has 100% single rooms while the old one had multi-bedded wards. In addition to that,
whereas the old building A had explicitly separated clinical departments, there is no
structural separation between the departments in the new building B and nurses taking
care of patients of multiple departments. Because of the diﬀerent building types, wards vs.
single rooms, we expect a slightly diﬀerent type of work distribution. For this reason, we
focus on a comparative view in the next sections to investigate the potential diﬀerences.
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Besides that, the goal of the following analysis is to express potential diﬀerences in terms
of control-flow, i.e., process execution or performance.
In addition, we focus on the activity distribution of the nursing processes on a day-to-day
basis, i.e., how is the work distribution regarding the diﬀerent shifts?

5.4.1

Data Discovery

The raw recorded event data contains 187 cases with a median case duration of 4 hours,
consisting of 18,378 events in total. Each event is described by one of 12 main activities,
such as ’Direct patient care’ or ’medication task’. Each activity is also divided into multiple
sub-activities, i.e., the activity ’Medication task’ is divided into the sub-activities ’Communication’, ’Check’, ’Administration’, ’Request - medication order’ and ’Drug preparation’.
Even by discovering the event data on a high-level, respectively distinguish events by their
top-level activities, each case is unique; resulting in 187 variants.
Number of variants
Total number of cases
Total number of events
Total number of activities (Sub-activities)

187
187
18,478
12 (50)

Table 5.4: General information about the observed raw event log.

Every case is unique due to the fact that the entire process execution in the data set is
made by human decisions which are not following any certain workflow. These decisions
are based on criteria such as experience, intuition or trial-and-error, which makes it diﬃcult
to define pre and post-conditions for certain activities.

Figure 5.6: Discovered spaghetti-like process model from raw event log showing all sub-activities
with only 20% of the paths.

Hence, discovering the process model using known process mining discovering algorithms
leads to the spaghetti-like model shown in Figure 5.6. This model is generated by using
sub-activities and displays only 20% of all available paths. Due to the complexity of
this process model, it is almost impossible to get insights from the actual process. Even
simplifying the model, by merging specific sub-activities to one main-activity, leads to
a smaller but similar spaghetti-like process model. Because of this, it is useful to use
advanced process mining techniques, such as the one presented in Chapter 4, to derive
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simpler and smaller process models. Before doing this, it is valuable to discover the data
in a statistical way.
To obtain more general results, we first analyse the data using the 12 main activities. As
Figure 5.7 shows, the most frequent activities over the whole event log, in descending order,
are ’Direct patient care’ (23%), ’Indirect care’ (22%) and ’Professional communication’
(21%) (blue bars). Since it is typical that certain tasks are performed more frequent, the
observation of the used time is also relevant. Therefore, in the same plot, the red bars are
indicating the overall taken time for each activity, i.e., more than 27% of the nurses time
is spent on ’Direct Patient care’, followed by the activities ’Professional communication’
(17%) and ’Indirect Care’ (10%).

(a) Time distribution of activities.

(b) Frequency distribution of activities; order
adopted from time distribution in Figure 5.7a.

Figure 5.7: Activity distribution of main activities - comparison of consumed time and frequency.

When comparing the same frequency distribution by the diﬀerent working shifts in Figure 5.8, it stands out that there is a slightly diﬀerent work distribution depending on the
shift. Apart from the activity ’Medication task’, which is performed more often in the
evening shift, the day and the evening shifts are similar. On the contrary, the night shift
diﬀers a lot trough a lower rate of ’Professional communication’ and a large increase in the
frequency of ’time in transit’. Furthermore, the ’Documentation’ tasks seem to happen
more during the night shift. This may be due to the fact that work left behind during
the day is often made up for during the night shift. However there is a low frequency of
’Training/Supervision’ and ’Patient transfer’ during the day and evening, there is almost
no record of those in the night.
The distribution of tasks can also be analysed by inspecting the density of tasks per shift.
This aggregates the frequency of events for a specific point in time, which describes the
workload of nurses in the context of healthcare. Figure 5.9a displays the plot for both,
the day and the evening shift. Of particular interest are the minima at around 10.30h and
13.30h which could result from the nurses breaks which are normally starting before those
times. The same applies to the evening plot where nurses typically do a break at around
18.30h. The night shift, shown in Figure 5.9b, is characterised through two maxima, which
are located at the beginning and the end of the shift. This could result from both handover
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times. As every nursing shift has it’s own characteristics, each resulting density profile
has another kind of shape.

Figure 5.8: Relative frequency of main activities depending on the shift - each shift is relative to
the total number of events that happened in that shift. Note that, the night shift data only derives
from building B as there are no night shifts recorded in building A.

(a) Density plot showing the density of events
in the day and evening shift. Both shifts are
merging seamlessly into each other at the handover time around 15h.

(b) Density plot showing the density of events
in the night shift. Note the maxima at the beginning and the end of a shift.

Figure 5.9: Density plots for the day, evening and night shift. Every nursing shift yields in a
diﬀerent density profile.

5.4.2

Concurrent Work Distribution

As concurrent execution, such as multi-tasking, is essential in nursing healthcare and the
event data explicitly includes this, we measured this in a qualitative way. By referring to a
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(a) Distribution of concurrent and non-current
main activities.

(b) Distribution of concurrent ’Second nurse involved’ sub-activities.

Figure 5.10: Relative ratio of concurrency for activities.

concurrent execution of activities we use the definition previously mentioned in Chapter 4:
Two events in the event log are concurrent if the time-spans of the events, defined by the
start- and complete-timestamp, are overlapping. Because the data is observed manually
and the accuracy of some timestamps are only accurate up to 30 seconds, we are setting
a threshold to measure concurrency in this chapter. More precisely, we require an overlapping time of at least 31 seconds for concurrent events. This excludes events that are
interleaving a few seconds just because of the vague accuracy. With this previously described prerequisites we are dividing all events into concurrent and non-concurrent events.
If two events are interleaving for at least 31 seconds, both are measured as concurrent
events, otherwise as non-concurrent. By classifying the event log like that, we receive that
7,879 of 18,478 events are executed concurrently, yielding a ratio of about 43%.
The ratio between concurrent and non-concurrent events can now be investigated on the
level of activities. Figure 5.10a shows such a distribution, by displaying the relatively
ratio of concurrency per main activity. The most concurrently executed activity is ’Direct patient care - second nurse involved’, followed by ’Training/Supervision’ and ’Direct
patient care’. the activity ’Training/Supervision’ could be often executed concurrently as
nurses are typically trained on a specific activity. This activity is then, besides ’Training/Supervision’, reflected in the log as a concurrent one. To understand which kind of
events exactly are causing the high concurrency level for ’Direct patient care - second
nurse involved’ Figure 5.10b displays the most often executed activity pairs. We counted
all occurrences of concurrent activity pairs. This plot illustrates the most occurred pairs
which includes the activity ’Direct patient care - second nurse involved’. Mostly these
activities are concurrent with other ’Direct Patient care’ activities.
To figure out which main activities often happen concurrently in general, a similar plot to
the one in Figure 5.10b is presented in Figure 5.11a. Around 15% of all concurrent activity
pairs are resulting from two ’Direct patient care’ activities, which is significantly more
than other pairs. As nurses often communicate with patients when doing other things in
the patient’s room, such as nursing technical procedures, this is not remarkable. Another
interesting observation is the simultaneously execution of a ’Medication task’ with another
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activity as some medication tasks require to be faultless, such as ’Drug preparation’. To
review this we have a more detailed view using Figure 5.11b which is equivalent to the
previous ones, showing the distribution of all concurrent pairs consisting of ’Direct patient
care’ and ’Medication task’. Considering the figure, nearly 50% of all ’Medication task’
activities that are happening simultaneously with ’Direct patient care’ are ’Administration’
tasks whereas only more than 10% are tasks with ’Drug preparation’.

(a) Relative frequency of concurrent main activ- (b) Relative frequency of concurrent ’Direct paity pairs.
tient care - medication task’ activities.
Figure 5.11: Relative frequency of concurrent main activity pairs.

Concerning the overall performance regarding concurrency, it is interesting to see if there
are diﬀerences when executed concurrently or not. As it reaches out to see a certain
tendency, we only focus on main activities here. Figure 5.12 displays box-plots that are
indicating the time-based performance of concurrent and non-concurrent main activities.
As the red box-plots, i.e., the concurrent activities, are illustrating, all activities tend to
a longer duration when they are performed simultaneously.

Figure 5.12: Boxplots displaying durations (min) for concurrent and non-concurrent activities.
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5.4.3

Comparison of Buildings

As the moving to a new building is reflected in the event log, this section seeks for differences in the nurses work between both buildings by doing an analysis analogous to the
one before.
Similar to the previous bar plot, we can firstly measure diﬀerences in the overall time spent
on certain activities. For this, as we explicitly want to highlight diﬀerences, Figure 5.13
is only considering activities in which the relatively diﬀerence of both buildings is larger
than 1% w.r.t. the frequency. Furthermore, to have a more detailed view, we are directly
considering sub-activities and are only screening activities that have data available for
both buildings.

Figure 5.13: Relative time spent of sub activities with a diﬀerence of more than 1% per building.
Night shifts are explicitly excluded as these are only present in one building.

Most conspicuous is the diﬀerence in the sub activity ’Between patients’ with the corresponding main activity ’Time in transit’. Nurses in building B took almost four times
longer for walking between patients. This may be due to the fact that building B consists
of 100% single rooms which are increasing the frequency and walking distance for each
nurse. Besides that, it stands out that building B has a higher volume of ’Professional
communication’ by comparing the values for ’(take) telephone’ and ’Nurse consult’. Furthermore nurses from building B took more time for ’Nursing (technical) procedures’ and
’Document reading’. This all could rely on the fact that the observations were made shortly
after moving to the new building and nurses had to orientate their self. This possible result
would explain why there is less time spent in breaks (’Social - Break’) and ’Direct patient
care - Daily life activities’ than in the old building A. The observation that the activity
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’Others’ is larger for building B could have several reasons. As the nursing shadowing was
made by hand it could result from the shadower’s discretion as this activity includes every
remainder activity.

Figure 5.14: Density plot of work distribution per shift; comparison of both buildings.

Analog to 5.9, Figure 5.14 illustrates the density of nursing tasks per building on the level
of a shift. Both profiles of the day shift are pretty similar, whereas the evening shifts diﬀers
slightly. There is a lot higher occurrence in the time where typically the shift handover
takes place at around 15h. Additionally, the evening shift of building B has a higher
density in the evening and a lower density from around 19h, which is resulting because of
diﬀerent amounts of data.
To investigate diﬀerences between both buildings, we compare the overall level of concurrency. We count the ratio of how many events per trace were executed concurrently, by
using the same requirements for concurrency as in Section 5.4.2. In detail, the concurrency
ratio consists of the proportion of concurrent events in the trace. Computing such a ratio
for each trace in the event log makes it possible to seek for similarities and diﬀerences concerning the ratio. Figure 5.15 compares the concurrency ratio for each shift per building.
For example, the day shift of building A has a mean concurrency ratio of 43%, meaning
that on average 43% of all events were executed simultaneously. When comparing the
buildings, no big diﬀerence is noticeable, i.e., the ratio of building A is slightly lower in
the day but higher in the evening shift. In general, it is apparent that the evening shift has
a lower rate of multi-tasking concerning both buildings which could result from a higher
workload in the day shift through tasks like hospital rounds that are usually happening
more in the morning. Additionally, nurses in the night shift of building B had a similar
rate of concurrency than in the day shift.
To furthermore investigate diﬀerences between both buildings, Figure 5.16 displays a process model for each building. To accomplish the complexity, both models focus on the
top 5% of sub-activities with 20% of all paths. In this setting, the sub-activities ’Nurse
consult’, ’Communication with patient’ and ’Hand hygiene’ are most central in both buildings. Considering the paths between those activities, there are a slightly diﬀerences in the
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Figure 5.15: Comparing the concurrency ratio for each shift per building. From left to right: day,
evening and night shift. Building A has no nights recorded.

amount of directly-follows. The connection from activity ’Communication with patient’
to activity ’Hand hygiene’ is much more frequent in building B. There is also a higher
connection between ’Nurse consult’ and ’Hand hygiene’ in building B, whereas nurses in
building A more often directly repeated the activity ’Communication with patient’. This
diﬀerent kind of workflow could be related to the diﬀerent building situation. Since building A has multi-bedded wards, nurses communicate multiple times with multiple patients
before changing the room and doing ’Hand hygiene’.

Nurse consult
728

137

6

Administration
247

517

92

19

Materials (searching)
577

47

63

449

Communication with patient and/or family
815

442

18

36

464

109

Hand hygiene
457

32

62

(a) Process model related to building A.
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Hand hygiene
1,037

183

106

45

Patient record
382

627

581

Nurse consult
1,167

694

741

Communication with patient and/or family
1,137

741

134

90

68

87

Materials (searching)
580

40

20

10

25

267

38

30

Assessment
270

(b) Process model related to building B.
Figure 5.16: Process models comparing fragments of behaviour for both buildings by focusing on
the most 5% of sub-activities and 20% of the paths.

5.4.4

Application of Concurrency Profile Clustering

Before applying the clustering it is useful to generate a larger set of traces to achieve
better conditions. The more concurrency profiles are available to classify, the higher is the
quality of the resulting clusters. The probability of similar clusters arises by having shorter
concurrency profiles. To achieve shorter profiles we cut traces along specific activities that
are typically separating nursing routines from others. In our case, we are cutting the traces
along the activities ’Social - Break’ and ’Time in transit - Between patients’. After both
activities nurses usually start with a new routine, so that specific working patterns can still
be analysed later. Because nurses sometimes do multiple shorter breaks we cut the traces
with a threshold of 5 min, so that breaks with a duration under 5 min are unaﬀected. This
avoids traces that are too short for the clustering. As the event log sometimes contains
gaps in traces where no activity is being executed, we also cut traces along these gaps,
i.e., we cut along waiting times that are at least 8 min long. Since the cutting produces
some cases with a tiny length of activities that are not suitable to cluster, we also discard
cases that have a length shorter than 4 activities.
The Figure 5.17 displays the process models before and after the cutting by focusing on
main activities. Due to the complexity of those models we indicate only 20% of the paths
which makes Figure 5.17a look like a lasagna-process.
It is notable, that there is no general precept on how to cut an event log to receive smaller
traces. It is mostly based on testing until a certain outcome is reached. In our case, the
goal was to decrease the average case duration to something between 15 - 20 min. As the
Table 5.5 depicts, we reduced the median case duration from 240 min to 14.8 min and
received in total 1,407 cases. The total number of events decreased, because events that
we used for cutting are discarded. Otherwise each resulting case had to start or end with
such a case.
Having filtered the log, we generate a concurrency profile for each of the 1,407 traces.
As described in Chapter 4, we are applying an agglomerative hierarchical clustering on
the traces, each of the generated profiles will form an own cluster initially. As their are
1,407 generated concurrency profiles, the clustering begins with the same amount of initial
clusters.
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(a) Process model before cutting the traces.

(b) Process model after cutting the traces. Note the missing activity ’Time in ’transit”
due to the cutting.
Figure 5.17: Comparison of process models before and after cutting traces; displaying 60% of all
main-activities and 20% of the paths.

Total number of events
Total number of cases
Median case duration
Number of variants

Before
18,478
187
240 min
187

After
16,199
1,407
14.8 min
1,316

distance

Table 5.5: Global information about the event log before and after cutting and filtering the traces.

(a) Resulting dendrogram trimmed to a hierarchy level of 12 clusters.

(b) Plot shows the calculated silhouette score
depending on the cluster size.

Figure 5.18: Hierarchical clustering results for the real-life hospital event log.

Figure 5.18a displays the dendrogram that shows the last 12 clusters. To measure the
quality depending on the cluster size, Figure 5.18b depicts the corresponding silhouette
scores. As the plot visualises, the highest silhouette score is returned from dividing all
profiles into 2 clusters, whereas the second best silhouette score is returned for 3 clusters.
Regarding the table shown in Section 2.4.2 and since score values for both clusters are
between 0.51 and 0.70, those structures are reasonable and the only suitable options to
further use.
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As we can see from the dendrogram in Figure 5.18a, by having a look at the top 2 or
3 clusters, most of the profiles are classified in one cluster (green side in dendrogram),
whereas only a few profiles are clustered into the right side. As a result, the clustering
for a cluster size of 2 or 3 is unevenly distributed. Only by splitting the green side of the
dendrogram into multiple clusters, the clusters are more distributed. Certainly, the score
of a cluster size larger than 3 is not that good.
We exemplary have a look at the clustering result consisting of 2 clusters as they have
the best frequency distribution combined with a good silhouette score. The first cluster
contains 97% of all cases and 93% of all events, whereas the second includes the remainder.
We examine both cluster with respect to the mean level of concurrency by calculating the
mean concurrency level for each trace in each cluster. 83% of the traces in the large first
cluster have a mean concurrency level of 1.0 whereas the small cluster contains 92% traces
with a concurrency level of 2.0. This shows that our approach detects diﬀerent levels of
concurrency in the real-data as well. To diﬀerentiate both clusters on the level of discovered
process models, Figure 5.19 and Figure 5.20 display both process models. Even though
all main-activities and sub-activities are present in both sublogs, the connection between
activities are diﬀerent. It is interesting to note that the typical strong connection between
’Direct patient care’ and ’Indirect care’-tasks is not present in the cluster containing the
higher level of concurrency. Additionally, the ’Medication’-activity in Figure 5.20 is more
connected to other activities in the second sublog which could result from the concurrent
execution of certain ’Medication tasks’.

Figure 5.19: Process model discovered from cluster 1/2 and contains 93% of all events. Reflection
of all main-activities and 20% of all paths.

Since the silhouette score only evaluates the clustering regarding the clustered profiles,
it is still advisable to evaluate the resulting sublogs using known process mining criteria.
To do this, we evaluate the quality of the process models discovered from the resulting
sublogs. In Section 2.3.1 we introduced the quality criteria fitness, precision and the
composition of both, the F1-Score. In Figure 5.21 we discovered each sublog, including
the original event log at each hierarchy regarding the three criteria. In Figure 5.21a, the
fitness slightly decreases for some sublogs, whereas the most sublogs have a fitness nearly
1.0. Whereas the precision is low for the large and complex original event log, Figure 5.21b
shows an increase for some sublogs by an arising number of clusters. As a result, the F1score in Figure 5.21c increases by an increasing number of clusters. In general, the results
regarding the quality criteria show an increase for most of the underlying process models.
Despite this, it has to be noted that a few process models do not increase with respect to
the quality.
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Figure 5.20: Process model discovered from cluster 2/2 and contains 7% of all events. Reflection
of all main-activities and 20% of all paths.

(a) Fitness w.r.t. number of final clusters.

(b) Precision w.r.t. number of final clusters.

(c) F1-Score w.r.t. number of final clusters.
Figure 5.21: Resulting quality criteria depending on the cluster size. All metrics are computed
using PM4PY [22] implementations of replay-fitness and using process models generated with
Inductive Miner.
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5.5

Threats to Validity

In this section, we will precisely reflect the evaluation results concerning our method.
We have applied our method on both an artificial log and two real-life event logs. In
Section 5.2 we show using a synthetic event log that our method fundamentally works as
the results reflect what we expected. The results of both real-life event logs are obviously
more complex to look at. In both cases, the clustering results are not that feasible as
either the rating of the clustering itself is bad or, for a few clusters, the distribution of
profiles inside the clusters are of little use. However, the quality of the derived process
models in the case study dataset is slightly increasing through the clustering. As some of
the derived process models got a better quality score, the overall quality increased despite
a bad clustering quality.
Regarding the dendrogram, we have to keep in mind that even the distribution for a
larger number of clusters is not perfect. As a result, it is likely that the amount of profiles
inside the worse scored clusters is high, while the good scored clusters have a low amount.
Therefore, the increase of quality inside the boxplots must be considered with caution,
because only some outliers could lift up the overall quality of the whole cluster hierarchy.
As the evaluation on a synthetic log shows a basic functionality, reasons for a bad clustering
on real-life datasets, can be found by taking diﬀerences of both dataset types into account.
The synthetic event log has a fixed size of events, resulting into diﬀerent sizes of profiles,
whereas the real-life ones are mostly various. Through a high variety in the profile length,
it could be the case that peaks in the concurrency level tend to be ignored by the clustering
algorithm as the peak is short w.r.t. time due to a long profile.
With respect to the quality of the raw case study data, it has to be noted that the whole
event log is recorded by human observations. This may result in noise in the data due to
diﬀerent viewpoints or notion of observers, i.e., diﬀerent thresholds of the observer with
regard to concurrency. Regarding the quality of the BPIC event data, it has to be noted
that we "misused" the data as it recorded events on a day basis, instead of a time basis.
Whereas this is not an issue for applying the method itself, it could need an adapted
interpretation.
Additionally, it can be noted, that the nature of the used data does not allow for extracting
multiple concurrency profile clusters. The average level of concurrency could not vary
suﬃciently, i.e., the average level of concurrent events per trace in the case study data
is 1.2 and distributed from 1 up to 7. As the results are indicating, the profiles could
be too similar to cluster accordingly. If so, further evaluation on datasets with a larger
distribution of concurrency levels should be considered. Another large impact on the
outcome of the clustering result is made through the way of cutting the traces of the
original event log. A wide distribution regarding to the trace duration will often lead to
the comparison of short traces and long traces during the clustering. In our case study
data, we had to cut a lot manually and other options, in the way to cut the data, are
possible. Cutting the traces more adequately could result into better clusters.
In general, our results showed that the way and level of concurrency happening in workflows are influencing the overall process models.
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Discussion
In this separate chapter, we will discuss general reflections regarding our approach and
the usage of concurrency profile trace clustering.
It is important to note, that our implementation is dependent on various design decisions
and multiple other ways of how to cluster a log using concurrency profiles are possible.
The decisions made will be discussed in the following. A large part of the decisions made is
related to the actual implementation of concurrency profiles. In our approach, the number
of discrete values in a concurrency profile is depending on the trace’s event amount as each
event influences the level of concurrency. As concurrency profiles are represented as an
ordinary time series without explicit time information, it could also be possible to include
explicit time information inside the clustering approach. Besides that, it could also be
possible to use a fixed grid where the level of concurrency is measured, so that every
concurrency profile consists of the same fixed length. Concerning the clustering, other
decisions can be made by using other distance metrics apart from DTW. We used this
measure because it is well feasible for handling time series with diﬀerent length. Having
a fixed time series length would allow for the usage of multiple other distance metrics
which could lead to diﬀerent results. Nevertheless, time series with diﬀerent lengths are
typically clustered if the underlying process should be the same but varies in time. Because
of this, our approach should perform even better by clustering more homogeneous/similar
processes regarding to their concurrent execution.
Besides the dependence on design decisions, it is of interest to discuss general observations
regarding the clustering of events logs using concurrency profile data. In general, it is
interesting to have a look on the correlation of the silhouette score and the quality of the
underlying process models. In the case study we made the interesting observation that
by the increase of the number of clusters the silhouette score goes down while the process
model quality goes up overall (F1-score). It makes sense that at some point the silhouette
scores goes down. This point is reached when similar concurrency profiles are splitted
and distributed among diﬀerent clusters. As we used the same distance metric for the
silhouette score as for the clustering, a bad score indicates that the clustering algorithm
decided to split a cluster on a minor diﬀerence in the concurrency profiles. Nevertheless,
whereas the fitness slightly goes down, a larger advantage is made in the precision criteria
which causes an overall higher F1-Score. Important to note, is that the increase in quality
is not strongly related to the clustering of concurrency profiles itself as the silhouette score
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is down at the same time. This could be caused by process models that have a lower
fitness and a much more higher precision.
In general, the results indicate that it is possible to cluster an event log based on concurrency profiles. As shown in the case study evaluation, our approach was able to distinguish
diﬀerent kind of concurrency profiles, but was unable to adequately create more than 4
clusters based on the concurrency profiles. It is obvious, that multiple clusters are needed
to clearly arise the quality of the event logs or to generate sublogs that are focusing on
specific behaviour. Multiple more clusters with a good silhouette score can be achieved
by improving input parameters for the clustering algorithm.
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Conclusion
In this chapter, we conclude our main contributions of this thesis work. Additionally,
we are giving annotations for further research in clustering event logs using concurrency
profiles.
In this work, we have introduced the diﬃculty in analysing complex spaghetti-like process
models and briefly explained certain approaches to deal with it. According to that, we
proposed our own contributions in event log clustering by presenting a new approach.
Our technique focuses on dividing an event log into multiple clusters using timestamp
information. Whereas most clustering approaches are typically using attribute information
from events, our approach tries to use meta information, i.e., timestamps from events and
therefore operates on higher level. We proposed our method in a formal way and give
technical suggestions for a possible general implementation. Furthermore, we evaluated the
approach using our implementation on a synthetic dataset and two real-life datasets. The
former proved the correctness of our approach, while the latter showed a general possibility
to cluster event logs accordingly. We also discussed certain design decisions and were able
to constitute the behaviour of our approach among specific input parameters.
The main motivation of this thesis and the developed approach was the analysis of the
hospital real-life dataset. Before applying our method, we therefore conducted an analysis
in the form of a case study with emphasise on concurrency and the detection of diﬀerences
between the both hospital buildings.
Our evaluation showed that our approach is highly depending on the data and the underlying implementation. Nevertheless, a certain correlation between the concurrent workflow
and the resulting process models could be exposed. Using the directions we gave in the
discussion section, more research on this topic can be conducted to improve the clustering.
Future work
Since the topic of process discovery is an actual and complex topic, more research regarding
clustering event logs with regard to concurrency is needed. The type of concurrency in
process environments, such as hospitals is crucial in terms of performance and workflow.
Therefore, more research is needed by evaluating other kind of datasets with a larger
distribution of concurrency levels. Future work can also be achieved through increasing
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conditions for the clustering by for example cutting traces into more similar lengths or
cluster certain previously filtered sequences. According to the design decisions made,
other distance metrics or clustering algorithms such as k-means or DBSCAN can be of
interest. Additionally, other implementations for a concurrency profile are able and could
positively influence a better clustering result. Furthermore, more investigation regarding
the connection between derived clustered sublogs and concurrency can be made. An
important step is the link between the level of concurrency and the process workflow.
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