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Abstract

In process discovery, we are given an event log and search for a model, which describes the
underlying process, such that a human interpreter can gain knowledge about it. A theoretical
well explored description language for process models are Petri nets. The eST-Miner is a process
discovery algorithm, which finds Petri nets by starting with a net with one transition for each
activity in the log and no places. Then, the maximal set of possible places, which are fitting
with respect to a definable fraction of the behavior in the log, is inserted into the net. Looking
at all places while evaluating the fitness is not feasible, since the number of possible places is
exponential in the number of activities. The eST-Miner is often more efficient than the bruteforce approach, by employing an efficient traversal strategy, which prunes the search space to a
small number of candidate places, while still finding all fitting places. Through this exhaustive
search, complex process structures can be identified, which other mining approaches fail to
discover. However, even on event logs with a small number of activities, the eST-Miner is still
too slow to be a feasible tool for process discovery. In this thesis, we suggest different strategies to
reduce the runtime. Our optimizations are a collection of heuristic improvements, which return
different nets with similar quality to the nets found by the standard eST-Miner, while enabling
us to drastically decrease computation time. Through our heuristics, we are able to modify the
standard eST-Miner to be a very competitive choice for process discovery on event logs with a
small number of activities. This is demonstrated using various experiments on real and artificial
event logs.
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Chapter 1

Introduction
In the current age, businesses create and store a lot of digital data about their processes. Such
data is often stored in so-called event logs and then used by data analysts to explore the business
processes of a company. Each event in a log has a name identifying the executed activity (activity
name), an id assigning the event to a specific execution instance of the process, a time stamp
showing when the event was logged, and often additional related data, like the executing actor.
For analysing and utilizing the data in these logs, many algorithms have been developed: In
process discovery we search for a process model, which should describe the behavior observed in
a given event log. Process models should put events in a log into relation to each other, defining
preconditions, choices, concurrency, etc. In conformance checking the goal is to analyze if the
behavior in a log and in a process model match. Process enhancement describes the goal of
identifying room for optimization in a process model, and using this knowledge to improve the
real world process, which potentially saves the company resources.
In this thesis, we work in the field of process discovery. The task of finding a process model for
a given event log is challenging for multiple reasons. For once, we can never assume that an
event log contains all theoretically possible behavior. There might be cases, which have never
happened, because processes can potentially generate a very large or even infinite number of
possible cases. Moreover, real data is often noisy, as there might be cases, where infrequent
behavior occurs or the logging procedure performed a faulty action, storing a sequence, which
should not be possible in reality. Such behavior, especially errors, should be discarded by a good
process discovery technique. However, balancing the filtering of infrequent behavior and still
finding all important information is non-trivial.
A perfect process discovery technique would find a process model, which can reproduce the
behavior seen in the event log (fitness), does not allow for very different behavior than observed
(precision), allows for possible cases, which have not been explicitly listed in the event log
(generalization), and is simple and easy to understand (simplicity), all at the same time.
It is very hard, often impossible to find a process model, which sufficiently satisfies all these
quality criteria at the same time. Different available process discovery techniques are strong
with respect to certain quality dimensions, while neglecting others. Hence, depending on the
chosen discovery algorithm, the resulting models vary a lot. In general, there is not one true
model to be discovered, but different models can give different views on the process. Thus,
1
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oftentimes we use multiple algorithms and apply various filters on the log to obtain a collection
of models, which together allow us to gain the most insights into a process.
In this thesis, we explore a specific process discovery algorithm, suggested by Mannel et al.
(2019) [1]. The so-called eST-Miner (efficient State-Space Traversal) is able to find complex
process structures, which most other mining approaches fail to discover. To do so, it restricts
itself to finding a certain class of models, named Workflow nets (without silent and duplicate
transitions). By restricting the search to this class of models, we are potentially able to brute
force all theoretical possible Workflow nets, and to choose the best candidate with respect to
the fitness and precision quality dimensions given an event log. However, brute forcing is not
feasible, because of the size of the search space. Enabled by an efficient search-space traversal
strategy, the eST-Miner can often find a model faster than the classic brute force approach.
Nonetheless, there is still room for improvement. The eST-Miner still takes too long to compute
the set of fitting places. Moreover, the set of fitting places needs to be processed again to
remove all implicit places. This is very time-consuming, making the eST-Miner infeasible to
use in practice. Throughout this thesis, we suggest a collection of heuristics, which increase
the practical usability of the eST-Miner by drastically decreasing the computation time. The
effects of our proposed heuristics are illustrated through experiments on real and artificial event
logs, which show that they are in combination multiple thousand times faster than the standard
eST-Miner, while returning results of similar quality.
The next chapter gives an overview over related work. In Chapter 3 we present the necessary
foundations from the field of process mining. Chapter 4 explains and evaluates the standard
eST-Miner in detail. In Chapter 5 we suggest different heuristics for improving the eST-Miner
in multiple aspects. We also explain, how they can be integrated into the eST-Miner framework.
Chapter 6 briefly presents our implementation of the eST-Miner, which we use in Chapter 7
to evaluate our ideas on real and artificial event logs. A summary and possibilities for feature
research are finally presented in Chapter 8.

Chapter 2

Related Work
In process discovery, we try to find a model, which explains a given event log. A process model
should describe relations between events in a log by defining preconditions, choices, concurrency,
loops, etc. Thus the chosen language is of central importance. There are formal and informal
representations of processes, which have in common that different kinds of events, which occur in
a process, are ordered to show possible sequences of execution, through connections in between
the events. In this thesis, we focus on a formal representation of processes, called Petri nets,
where events corresponds to transitions and connections, which order the events, are called
places. Petri nets have a clear defined semantic and can represent concurrency.
Process discovery techniques, which construct formal process models, such as Petri nets, may
provide formal guarantees for their returned results. One possible guarantee could be that the
mined model has the ability to replay every trace within the given log.
As described in the introduction, the quality of a process model can be evaluated based on different quality dimensions. Often they are conflicting and a single process model can not be good
with respect to all of them. Different process discovery techniques mine models, which are good
with respect to certain dimensions, while failing to be perform well in other dimensions. Another
big difference between process mining approaches is the required time to find a model. As event
logs can be large, process discovery algorithms can require long computation times, if they give
certain guarantees or prioritize certain quality dimensions. Process discovery algorithms, which
abstract from an event log, can ignore part of the log information to be fast and find models of
low complexity. These algorithms are only able to find a subclass of Petri nets. Thus, models
mined with these algorithms may be of low precision or have imperfect fitness. Examples of such
algorithms are the different Alpha Miner variants (see [2]) and the family of Inductive Mining
techniques (see [3]). Because of their restrictive nature, these algorithms fail to discover complex
structures, especially long-term dependencies. Finding these complex structures gives a process
mining algorithm the ability to find a model with high precision and high fitness. Algorithms,
which are able to find complex structures include approaches based on region theory (see [4])
and more specific language-based regions (see [5–7]). Region theory based process discovery approaches include for example the FSM Miner, which generates a transition system from an event
log and transforms it into a Petri net (see [8, 9]). Algorithms, which are based on language-based
3
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regions, start with a Petri net, which has one transition for each activity in the event log. All
places, which still allow the replay of the complete event log, are then added. Guarantees of such
approaches include that the language, which is defined by the discovered Petri net, is the minimal
superset of the language, which generated the event log. The most prominent implementation
is the ILP Miner, which is based on integer linear programming (see [10]). The advantage of
using region-based mining approaches is that these Petri nets optimize two quality criteria at
the same time. The mined net is guaranteed to have perfect fitness. In addition, by inserting
the maximum amount of places such that the Petri net is still able to replay the log, we optimize
the Petri net’s precision. Disadvantages include that we mostly discover complex models, which
are not possible to be understood by a human person. Moreover, they have problems with lowfrequent and noisy behavior and the search for all fitting places is very time consuming.
The eST-Miner is inspired by language-based regions. Thus, it is also able to find complex
structures and gives the guarantee to find a model defining the minimal language containing the
input language [1]. In contrast to language-based regions mining approaches, the eST-Miner is
able to handle low-frequent behavior without compromising the discovery of complex structures.
On the downside, the eST-Miner also has high computation times and usually finds models,
which are very complex.

Chapter 3

Formal Framework
In this thesis we consider a new process discovery technique. Its understanding requires some
theoretical foundations of the process mining field. The necessary notations, objects and their
corresponding properties are presented in this chapter. We first introduce notations, which are
used throughout the different chapters. We then continue with the presentation of important
objects from the field of process mining, including event logs and Petri nets. At the end of this
chapter, we summarize properties and metrics of Petri nets, which are used in this thesis to
evaluate and compare our mined process models.

3.1

Preliminaries and Notations

In this thesis we use the following notations and basic formal objects. Sets contain any element
at most once. They are written as {a, b, c}, where a, b, c are distinct elements. Let A and B be
two sets. To denote set union, we use A ∪ B, for set intersection we use A ∩ B, and set difference
is written as A \ B. The powerset of a set A is denoted as P(A). Multisets are allowed to contain




elements more than once. They are written as a, a, b, a, c, c = a3 , b, c2 . Union, intersection
and difference for multisets is defined as follows.
Definition 3.1. Union, Intersection and Difference of Multisets.
Let A, B be two multisets. If an ∈ A and am ∈ B with n, m ∈ N0 , then
• an+m ∈ A ∪ B ,
• amin{n,m} ∈ A ∩ B ,
• amax{0,n−m} ∈ A \ B .
In contrast to multisets the order of elements matters in strings, also called sequences over some
set A. They are written as,
ha, a, b, a, c, c, c, ai = ha2 , b, a, c3 , ai ∈ A∗ .
5
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A∗ is the set of all possible sequences over the set A. We typically write an object, representing
a sequences as σ and denote the length of a sequence as |σ|. We write a ∈ σ, if we describe
the event, that a occurs somewhere in the sequence σ. We denote freqσ (a) as the number of
times, that the element a occurs in the sequence σ. The empty sequence is hi, with |hi| = 0. The
concatenation of two sequences is ha1 , . . . , an i · hb1 , . . . , bm i = ha1 , . . . , an , b1 , . . . , bm i.
A subsequence of σ is defined as follows.
Definition 3.2. Subsequences.
Let σ = ha1 , . . . , an i ∈ A∗ be a sequence over the set A. The sequence σ 0 = hb1 , . . . , bk i ∈ A∗ is
a subsequence of σ, written as σ 0 ⊆ σ, if and only if, there exists an i ∈ {1, . . . , n}, such that
ai = b1 ∧ ai+1 = b2 ∧ · · · ∧ ai+(k−1) = bk .

3.2

Formal Structures in Process Discovery

We can break down the goal of process discovery as the search for a model, which represents
the behavior observed in a given set of data. The available data, on which we perform process
discovery, is called an event log. An event log consists of a collection of traces. A trace is a
life cycle of one specific business case, which is executed during the real process, which we try
to model. Traces are positive examples of behavior, which should be allowed in our discovered
process model. For modelling we have different languages. Petri nets are such a language, which
is of special interest in the process discovery field, because of their strong theoretical foundations.
Petri nets describe a behavior network and are able to model concurrent sub processes.

3.2.1

Activities, Events and Traces

Activities are the basis of every process. They are a term used to describe performed actions,
scheduled tasks, automatic and manual operations, etc., which may happen during the lifetime of
a process. We denote the universe of all activities as A. During the life cycle of a process, different
cases are executed, which consists of a certain sequence of activities. To perform process mining,
we log these cases in a database. On a data level, activities are called events. Parameters
associated with the execution of a certain activity, e.g. the actor which performed an action
during a case, are the attributes of some event. In this thesis we disregard all attributes apart
from the activity name / identifier of an event. A trace is then a sequence of activities, which
represents some case that has been executed within some process.
Definition 3.3. Activity and Traces.
Let A be the set of all possible activities. A trace σ is a sequence ha1 , . . . , an i ∈ A∗ .

3.2.2

Event Logs

During the lifetime, meaning some time period, of a process, many different traces are executed.
We assume that they are collected and saved in a multiset, called an event log.

Formal Framework

7

Definition 3.4. Event Log.
Let A be the universe of all activities. An event log L is a multiset of traces σ ∈ A∗ .
The following example shows how we use the notion of activities, traces and event logs.
Example 3.1. Event Log.
Let A1 = {a, b, c, d} be a set of activities. Then a possible event log is the following multiset of
traces,
h
i
L1 = ha, b2 , ci10 , hb, c, d, ai5 , ha, b, c, di .
The event log tells us that the trace ha, b2 , ci happened ten times, hb, c, d, ai occurred five times,
and ha, b, c, di was executed once, during the lifetime of the process.

3.2.3

Process Models

In the field of process discovery, event logs are used to find process models, which explain how
the process works, that resulted in the event log. A process model is a way of representing a
process. There are different languages available to describe a process model (see [11], p. 57).
In this thesis we rely on Petri nets for modeling a process. Petri nets are a well known and the
best explored formal language to describe processes (see [11], p. 59). They can be translated
into a graphical representation, which makes them easy to understand and interpret. Figure 3.1
a

f
c

I
b



d
e

Figure 3.1: An example Petri net with eight activities, nine places and one token.

shows such a graphical representation of a Petri net. It has multiple components. Transitions
are denoted by boxes. In this thesis, we assume that they correspond to the activities occurring
within an event log. In general this is not the case. We make this assumption, because the
presented eST-Miner is only able to find Petri nets, for which the set of transitions equals the
set of activities. Thus, we continue to use the term activity to describe activities in a trace and
the corresponding transition in a Petri net.
Places are shown as circles and model conditions, which need to be fulfilled in order to execute
another transition / activity. Places and activities are connected through directed arcs, which are
visualized with arrows. Each place has a set of incoming and outgoing activities. In return, each
activity has a set of incoming and a set of outgoing places. At any time step of the execution,
each place can have a number of tokens, larger or equal to zero. Tokens are represented as small
black circles. An activity t can be executed, resulting in the next time step, if all places, that
have an outgoing arc to t, have at least one token. The effect of executing t is: A token is
removed from each place, which has an outgoing arc to t and one token is produced on each
place, that is connected to t via an edge, which points from t to the place.
In general, Petri nets can have arcs or edges with weights. A weight w on an arc tells us, that we
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require w or produce w tokens, if we take this arc. Weighted edges are not possible in models,
found by the presented eST-Miner, as for each event log, there are an infinite number of possible
Petri nets, if we allow weighted arcs. Hence, we assume that edges in Petri nets have a uniform
weight of one.
This means for the net in Figure 3.1, we can currently only execute the activity I, resulting in
the state visualized in Figure 3.2. In the next step we can either execute a or b but not both.
a

f
c

I



d
e

b

Figure 3.2: Exmaple Petri net, showing the marking, after executing I.

In general, Petri nets can have transitions with the same label multiple times. These transitions
are then called duplicate transitions. Moreover, there can exist transitions without any labels.
Transitions without any labels are called silent transitions. Figure 3.3a shows a Petri net with
a duplicate transition. In this case, the duplicate transition allows us to execute a an arbitrary
number of times, if we first execute b instead of a.
Figure 3.3b visualizes a Petri net with a silent transition. The silent trainsition allows us to
potentially skip the a transition.
The process discovery approach, which is topic of this thesis, is not able to handle silent or
duplicate transitions. Hence, we only consider Petri nets without these kinds of transitions.
Petri nets in this thesis are defined as follows.

I

a

I

a

b



(a) A Petri net with a duplicate transition.

a



(b) A Petri net with a silent transition.

Definition 3.5. Petri Nets.
A Petri net is a pair N = (T, P ) where T ⊆ A is the set of activities, and P ⊆ {(I | O) | I ⊆
T, O ⊆ T } is the set of places. We call I the set of incoming activities of the place p and O
the set of outgoing activities of the place p. For a place p = (I | O), we sometimes denote the
set I as •p and the set O as p•, . Symmetrically, all places, which have an edge pointing to an
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activity t ∈ T , are denoted as •t. All places, which have an incoming edge, which begins at t,
are denoted as t•. The set of places implicitly defines the arcs, which occur within the Petri net.
A marking is a function M : P → N describing the number of tokens on each place in the net.
In the following example we present, how we would formalize the Petri net in Figure 3.1.
Example 3.2. Formal Petri Net.
Consider the Petri net in Figure 3.1. It is formally defined as N = (T, P ) with,
T = { I, , a, b, c, d, e, f }
P = {(∅ | {I}), ({I} | {a, b}), ({a, b} | {c}), ({a} | {f }), ({b}, {e}),
({c} | {d}), ({d} | {e, f }), ({e, f } | {}), ({} | ∅)}.


Its current marking is M : P → N, with M (∅ | {I}) = 1 and M (p) = 0 for all p ∈ P \ {(∅ |
{I})}.
Places define necessary and sufficient conditions for executing an activity. For a given Petri net,
the following definition defines, how places impose such restrictions.
Definition 3.6. Firing Rule.
Let N = (T, P ) be a Petri net and M : P → N be a marking. An activity t ∈ T is enabled with
respect to M , if and only if for all p ∈ •t, M (p) ≥ 1.
The effect of executing an activity is defined as follows.
Definition 3.7. Firing Effect.
Let N = (T, P ) be a Petri net and let M : P → N be a marking. Assume that the activity t ∈ T
is enabled with M . When executing t, we obtain the following marking M 0 : P → N with: For
each p ∈ •t, M 0 (p) = M (p) − 1. For each p0 ∈ t•, M 0 (p0 ) = M (p0 ) + 1. For all other places q ∈ P ,
M 0 (q) = M (q).
Often in process mining, and especially in this thesis, we consider a subclass of Petri nets called
Workflow nets. A Workflow net is a Petri net that has exactly one initial place, which has no
ingoing activity and one output place, which has no outgoing activity. Before the start of any
execution, only the initial place of the net is marked. The Workflow net’s execution finishes, if
a marking is reached, where exactly one token is left on the output place, and all other places
are empty.
Definition 3.8. Workflow Net.
Let I be the start activity and  the end activity. A Workflow net is a Petri net N = (T, P )
with {I, } ⊆ T , initial place s = (∅ | {I}) ∈ P and an output place o = ({} | ∅) ∈ P . The
initial marking is IM : P → N with IM(s) = 1 and IM(p) = 0 for all p ∈ P \ {s}. The execution
of N finishes, if the final marking FM : P → N, with FM(o) = 1 and FM(p) = 0 for all p ∈ P \ {o},
is reached.
Because the process discovery technique, presented in this thesis, restricts itself to the task of
finding Workflow nets, we assume, that any trace in an event log starts with an unique start
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activity I and ends with an unique end activity . This assumption generalizes, because we can
modify each event log accordingly. Relying on Workflow nets, as defined in this thesis without
any silent or duplicate transitions, has the nice effect, that if an event log consists of activities
from a set A, then there is only a finite number of possible Workflow nets, which can explain
the given event log.

3.3

Properties of Workflow Nets

In general we assume that an event log is generated from some target Workflow net. Our goal is
to construct a Workflow net that is as similar to the unspecified target net as possible. We only
have the event log to measure the similarity between our net and an unknown target net. There
are different ways of measuring how well a Workflow net conforms to a given event log (see [11],
p. 243).

3.3.1

Fitness

Fitness is a metric, which quantifies the proportion of the event log, that could be generated
from given process model. There are different fitness metrics available from literature. One
possibility to check the fitness of a given Workflow net is to consider alignments (see [11], p.
256). Alignments are a way to measure, how well a trace in an event log is matched by the best
matching firing sequence from a given model.
Another way of measuring fitness is based on replaying the log with the given net. This metric
is called token based replay fitness (see [11], p. 246). It is of central importance for this thesis,
as the presented algorithm relies on the foundations of token based replay to perform process
discovery. We present the concepts in the following. Let L be an event log and N a Workflow
net. A trace σ ∈ L is fitting, if and only if the exact order of events can be replayed starting
from the initial marking, and after executing all events in the trace, the final marking is reached.
To measure the conformance of N to the log L, one considers replay fitness on a net level. For
the process discovery approach, which is topic of this thesis, we also consider replay fitness on
an individual place level.
We start by defining the replay fitness for a given Workflow net N . It is based on the concepts
of missing, remaining, consumed and produced tokens. If during replay a transition t should be
executed, but the net does not have enough tokens to fulfill the sufficient condition for executing
t, then we have at least one missing token.
Definition 3.9. Missing Token.
Let N = (T, P ) be a Workflow net with initially marked start place ps ∈ P and an output place
po ∈ P . Additionally let σ = ha1 , . . . , an i, with ai ∈ T for all i ∈ {1, . . . , n}, be a trace. A
token is missing during replay of σ, if there exists a i ∈ {1, . . . , n} and a p ∈ P , such that after
executing a1 , . . . , ai−1 a marking M : P → N is reached, with M (p) = 0 and p ∈ •ai .
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If we want to replay a trace σ with a Workflow net N , and after executing all activities in σ with
N , there are tokens left on places, apart from the output place, we call these tokens remaining
tokens.
Definition 3.10. Remaining Token.
Let N = (T, P ) be a Workflow net with initially marked start place ps ∈ P and an output place
po ∈ P . Let σ be a trace. A token is remaining after replay of σ, if there exists a p ∈ P \ {po },
such that after executing all events in σ, a marking M : P → N is reached with M (p) > 0.
Tokens, which are used to execute a transition during replay of a trace, are called consumed
tokens. Tokens, which are created, because of executing a transition during replay of a trace,
are called produced tokens.
Definition 3.11. Consumed and Produced Tokens.
Let N = (T, P ) be a Workflow net with initially marked start place ps ∈ P and output place
po ∈ P . Let a ∈ T be an activity. For every p ∈ •a a token is consumed, when executing a and
a token is produced for every p ∈ a•.
The replay fitness is a metric, which measures for each trace, what fraction of the consumed
tokens has been missing and what fraction of the produced tokens remains after replay.
Definition 3.12. Replay Fitness.


Let L = σ1 , . . . , σn be an event log. For each i ∈ {1, . . . , n}, let mi be the number of missing
tokens during replay of σi , let ri be the number of remaining tokens after replay of σi , let ci
be the number of consumed tokens during replay, and let pi be the number of produced tokens
during replay. Then the replay fitness of the log L is,
replay fitness(L) =

1
n

X
i∈{1,...n}

1
mi
ri
1
(1 −
) + (1 − ).
2
ci
2
pi

(3.1)

The following example illustrates the usage of the above definitions.
Example 3.3. Replay Fitness.
Consider the Workflow net in Figure 3.4 and the following event log,
h
i
L2 = hI, b, c, d, j, i5 .

For the trace hI, b, c, d, j, i we have the following replaying behavior:
1. To execute I, we consume one token, and the execution produces one token.
2. To execute b, we consume one token, and then produce one token in return.
3. Executing c consumes one token, and produces one.
4. For executing d, there are not enough tokens left, hence we have a missing token. Executing
d consumes the missing token and produces a new token.
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Figure 3.4: Example Workflow net, which has a replay fitness of

5
6

for the log L2 .

5. Executing j consumes one token and then produces one.
6. Executing  consumes a token and produces one on the output place.
7. After the output place has one token, the execution is finished, but from executing d there
is still one token remaining in the net.
We obtain the following replay fitness,
replay fitness(L2 ) =

1 1
1
1
1  5
5 (1 − ) + (1 − ) = .
5 2
6
2
6
6

We can also consider the replaying fitness of individual places. This is of central importance for
the algorithm in this thesis. The properties of missing and remaining tokens give information on
how fitting an individual place is, given an event log. The definition of missing token translates
to a place being underfed, meaning that the place does not contain enough tokens, at one point,
during replay of a trace. The definition of a remaining token translates to a place being overfed,
meaning that after replay of a place, there is still at least one token on the place. The concept
of underfed and overfed places has been presented by Wil M. P. van der Aalst (2018) [12].
Definition 3.13. Underfed, Overfed and Fitting Places.
Let A ⊆ A be a set of activities. Let p = (I | O) be a place with I, O ⊆ A and let σ = ha1 , . . . , an i
be a trace with ai ∈ A for all i ∈ {1, . . . , n}. The place p is called underfed with respect to σ
(written as 5σ (p)), if there exists a i ∈ {1, . . . , n} such that,
|{j | 1 ≤ j ≤ i − 1 ∧ aj ∈ I}| < |{j | 1 ≤ j ≤ i ∧ aj ∈ O}|.
The place p is called overfed with respect to σ (written as 4σ (p)), if
|{j | 1 ≤ j ≤ N ∧ aj ∈ I}| > |{j | 1 ≤ j ≤ N ∧ aj ∈ O}|.
The place p is called fitting with respect to σ (written as σ (p)), if it is neither overfed nor
underfed.
The following examples illustrates the notion of underfed, overfed and fitting places.
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Example 3.4. Underfed, Overfed, and Fitting Places.
Let σ = ha, b, b, ci and p1 = ({a, b} | {c}), p2 = ({a} | {b}), p3 = ({a} | {c}).
The place p1 is overfed with respect to σ, because |{1, 2, 3}| > |{4}|, as a occurs at index 1, b at
index 2 and 3, and c hat index 4 in σ.
The place p2 is underfed with respect to σ, because for k = 4 we have that |{1}| < |{2, 3}|.
The place p3 is fitting, because it is neither over- nor underfed.
By this definition a place can be underfed and overfed at the same time.
As we always get a log as input to our algorithm, we further define the notion of underfed and
overfed places with respect to the complete log.
Definition 3.14. Underfed, Overfed and Fitting Places with Respect to Log.
Let L be an event log, A the set of activities, which occur in L and let p = (I | O) with I, O ⊆ A
be a place. Then we have the following metrics:
• ]5
rel,L (p) :=

|{σ∈L|5σ (p)∧σ∩(I∪O)6=∅}|
|{σ∈L|∃a∈σ:a∈(I∪O)}}|

is the fraction of traces that activate p and for which

p is underfed.
• ]4
rel,L (p) :=

|{σ∈L|4σ (p)∧σ∩(I∪O)6=∅}|
|{σ∈L|∃a∈σ:a∈(I∪O)}}|

is the fraction of traces that activate p and for which

p is overfed.
• ]
rel,L (p) :=

|{σ∈L|4σ (p)∧σ∩(I∪O)6=∅}|
|{σ∈L|∃a∈σ:a∈(I∪O)}}|

is the fraction of traces that activate p and for which

p is fitting.
We later use this definition to allow a place to be fitting, even if it is not fitting for the complete
log. This way we implicitly have a noise reduction tool at hand.
For further details on these metrics and on the notions of overfed and underfed places, we refer
to the paper by Wil M. P. van der Aalst (see [12]).

3.3.2

Precision

Fitness only refers to how well a Workflow net fits the traces within an event log. This means a
Workflow net, that allows the execution of each activity occurring in the event log, always has
perfect fitness. But we actually want a model that is as close to the real process as possible.
Thus, we would like to not only be able to replay the complete log, but we also do not want
our Workflow net to be able to replay very different traces than the traces, which already occur
in the event log. How much more behavior a Workflow net accepts, than listed in the event
log, is measured by a metric called precision. There does not exists a commonly accepted way
of calculating precision. We have multiple possible algorithms for calculating precision, which
assume certain definitions of precision. In process mining, defining precision is non-trivial, as an
event log does not have any negative examples. In our evaluation, we use the precision metric,
which has been suggested by Jorge Muñoz-Gama and Josep Carmona [13]. The idea can be
summarized as follows. Assume we are given a log L and a mined model N = (T, P ). For each
trace σ ∈ L we look at all possible prefixes of σ. Assume σ 0 is the current prefix at consideration.
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We replay σ 0 with N and get the following sets,
T1 := {t ∈ T | t is activated in N after replay of σ 0 ∧ σ 0 t is a prefix of some trace in L}
T2 := {t ∈ T | t is activated in N after replay of σ 0 }.
T2 is called the set of activated activities for the prefix σ 0 The difference |T2 | − |T1 | is called the
number of escaping edges for the prefix σ 0 . We let #EE be the number of escaping edges for
every possible prefix σ 0 in L and let #AT be the number of activated activities for every possible
prefix σ 0 in L. Then the precision of N is calculated as
1−

3.3.3

#EE
.
#AT

Generalization

A possible model, which is perfectly fitting and has perfect precision, would be a model, that
only allows the traces in an event log, but not more. However, an event log most likely does not
capture all possible behavior from the process, which we try to model. As soon as the target
process contains a loop, capturing all possible behavior is not possible. Models, which only allow
the exact traces in the log, are called overfitting, as they do not generalize from the data they
have seen. However, we want a model which generalizes well, in order to allow behavior, which
should be possible in the target process, but has never been listed in the log. A generalization
score tries to quantify how overfitting a discovered process model is. Again there is not one and
only one score in literature, but many possible ways to define this property. In our experimental
evaluations we use the generalization score, as defined by Buijs et al. (2014) [14]. The idea is
that a model does not generalize well, if for each trace only a very small fraction of the available
transitions are used. If this is the case, the metric assumes, that the model contains components
which are specific for a single trace, hence they do not generalized. This means, if we check how
well a Workflow net N = (T, P ) mined from a log L generalizes, we count for each trace σ ∈ L,
how often an activity t ∈ T has been executed during replay of σ. We denote this number has
#σ (t). We then obtain the generalization score as
1 X
1−
|L|
σ∈L

3.3.4

P

q

t∈T

|T |

1
#σ (t)

.

Simplicity

It is important that a mined model can be easily understood by a human interpreter. Process
discovery is used to gain knowledge about some abstract process, through representing the process through some language. These languages often can be visualized (see Petri nets). If the
resulting model is too complicated to be understood, then it is not a good model. As an analyst,
who performs process discovery, we need to estimate, if a model is simple to understand.
In literature, simplicity metrics rely on the fraction of places to transitions, to estimate the
complexity of a model. On the other hand, all these metrics have certain disadvantages, which
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makes them counterintuitive.
The best way to estimate simplicity is by looking at the resulting model. However, in our experiments we need numbers to analyze the presented process discovery approach. In the following
section, we present one simplicity metric from literature, which we use in our experiments. Moreover we define characteristics of Workflow nets, which influence readability and hence simplicity
of the discovered model. We use these characteristics to better quantify, how easily our found
results could be understood by a person.

A Simplicity Metric from Literature The simplicity metric, which we want to present,
has been suggested by Fabian Rojas [15]. They measure the fraction of number of transitions to
number of places and use it to assign a given Petri net a score in (0, 1). The net is simple, if its
simplicity is close to 1, while it is complicated for simplicity score close to 0. Let N = (T, P ) be
a Workflow net. We define the arc degree of N as,
arc degree(N ) :=

|P |
.
|T |

The simplicity of N is defined as,
s(N ) :=

1
.
1 + arc degree(N )

This metric has certain disadvantages in our use case. For our approach the number of transitions
is fixed by the number of activities in the log, and only the found number of places changes.
However, this is not the only thing that we need to consider, because as the number of places
changes, so does the number of edges in the Workflow net. If we have a large number of edges,
but few places, then the Workflow net can still not be understood easily.

Important Petri Net Characteristics To also consider the amount edges in the Workflow
net, we suggest to look at metrics, which are known from graph theory. For activities and places,
we track the following metrics:
• Average in-degree
• Average out-degree
• Number of edges
If we have many edges in a Workflow net, it is not clear which subprocess are executed.
Places model conditions, when to execute a certain activity. By measuring the average in- and
out- degree we gain information about the complexity of such conditions. If the in-degrees of
activities are high on average, then these conditions are complex and not easy to understand. A
low average in-degree for activities tells us, that there are only a small number of things that need
to happen, before we are allowed to execute an activity. This should be simpler to understand
for a human interpreter.

Chapter 4

The eST-Miner
Developing algorithms for finding Workflow nets, that have good log fitness, reach high precision,
generalize well, and are simple to understand, is a non-trivial task. There are many different
process discovery approaches available. This thesis is about a novel process discovery algorithm
developed by Mannel et al. (2019) [1]. The algorithm is called eST-Miner, which stands for
efficient State-Space Traversal. The eST-Miner finds Workflow nets, as defined in Definition 3.8.
For an event log L, there are only a finite number of possible Workflow nets with the activities
from L.
The eST-Miner takes as input an event log L. It then traverses the space of all possible places,
storing those, which are fitting with respect to L. At last it performs a post-processing step,
further reducing the number of places in the final net without changing the language of its
returned result.
Thus, the results are equivalent to the brute-force approach, which evaluates the fitness of all
possible places. Evaluating the fitness of all possible places is infeasible. Assume a log contains
activties from the set A ⊆ A. The set of all possible places, which can occur in a Workflow net
without silent and duplicate transitions, is P(A) \ ∅ × P(A) \ ∅. It has a size of about (2|A| )2 [1].
However, the eST-Miner uses the property of places being overfed or underfed to usually evaluate
only a small fraction of all possible places. In the worst case the eST-Miner needs to evaluate
all possible places. The advantage of guaranteeing the same results as the brute force approach
is, that precision and fitness can be optimized at the same time. Introducing only fitting places
keeps the fitness high, while finding as many places as possible, forbids as much behavior as
possible, thus increasing precision. This allows us to find very complex process structures, like
long term dependencies, that most other mining approaches fail to discover [1]. An example
Workflow net with a long term dependency is given in Figure 4.1. Here the choice of either a or
b later influences, if e or f is executed.
Some miners, like the Inductive Miner or Alpha Miner, restrict them self to searching for simple
pre-defined patterns (like loops, splits, joins, etc.) ([2], [3]). These approaches fail to discover
complex structures, which they are not explicitly looking for. Other approaches, which look for
a broader range of models are able to find more complex structures. Such algorithms include the
ILP miner, which is based on integer linear programming. The ILP miner is often inefficient,
16
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Figure 4.1: Workflow net with long term dependencies.

thus it uses abstractions of the log to decrease runtime, however losing the ability to find all
possible places and thus all complex structures. It has also problems dealing with noisy behavior,
while the eST-Miner is designed to handle low frequent behavior.
The first section of this chapter presents the eST-Miner in detail. In the second section we
evaluate the algorithm experimentally to illustrate its properties, strengths, and weaknesses.

4.1

Efficient State-Space Traversal

The eST-Miner by Mannel et al. (2019) is designed to potentially skip uninteresting sections
of its search space, thus making the search for all fitting places often more efficient than bruteforcing. Moreover, it gives us a sophisticated tool, in form of an input parameter τ , which can
be used to control a trade-off between fitness, precision, and simplicity [1]. We first describe,
how Mannel et al. (2019) use the notion of underfed and overfed to prune the search space.
Afterwards we introduce the parameter τ into the eST-Miner framework.

4.1.1

Pre-Pruning Useless Places

From the space of all possible places, we can directly disregard a large subset, based on the
fact that all traces need to start with a designated start activity I and end with an unique end
activity . Any place p = (I | O) with I∈ O or  ∈ I can never be part of a Workflow net,
which is similar to the net, that has generated the event log. Thus, we can directly disregard
those places, reducing the search space by 75% [1].

4.1.2

Pruning the Search Space

One central idea by Mannel et al. (2019) is to use the property of places being underfed or
overfed to prune large fractions of the search space.
Consider the place p in Figure 4.2.
Let σ1 = hI, a, b, c, i and σ2 = hI, a, c, d, i be two traces. With respect to the trace σ1 ,
p is overfed, because after replay there is one token left on the place. Consider places p1 =
({a, b} ∪ A | {c, d}), with A ⊆ A, as in Figure 4.3a.
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Figure 4.2: Example Place.
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(a) Overfed places with respect to σ1 .
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(b) Underfed places with respect to σ2 .

Such places are also overfed with respect to σ1 , because adding input transitions to p can only
create additional tokens during replay of any trace. If we know that p is overfed, we can now
disregard all places of the form of p1 .
The place p is underfed with respect to σ2 , because when it is time to execute d during replay,
no token is on p. Consider places p2 = ({a, b} | {c, d} ∪ B), with B ⊆ A, as in Figure 4.3b.
Such a place is also underfed with respect to σ2 , because output transitions, that are added to
p, can only consume tokens, but never create tokens during replay of any trace. A place p being
underfed allows us to prune all places of the form p2 .

4.1.3

Traversing the Search Space

While the above observations allow us to potentially prune large chunks of the search space, we
have a problem with the amount of required memory and time. To traverse the search space
in any order, while pruning places, we need to keep track of places, which we have classified
as underfed or overfed. The amount of memory, required to do so, is not bounded by some
polynomial term. Moreover, we also need to look at places, which we can prune. Even if we
do not replay the log, loading them in memory and deciding if they should be pruned takes
time. To develop a feasible algorithm, we need to traverse the search space in a way, such that
the amount of memory is bounded by a polynomial term, while giving us the possibility to still
benefit from the knowledge of finding an underfed or overfed place. We also do not want to look
at places, for which we know that they are not fitting, in order to save runtime. Mannel et al.
(2019) define a collection of search trees for this, which can be traversed in depth first search,
thus allowing us to use only constant amount of memory, disregarding the memory required to
store the set of fitting places [1]. For organizing the space of all places in a collection of trees,
we need a way to calculate the set of child places for each place p = (I | O). Moreover we need
to define a set of root places, which are the basis of each tree in the collection.
Definition 4.1. Unrestricted Child Places.
Let A ⊆ A be a set of activities. Let >i and >o be two total orderings on the set A. Let
p = (I | O), with I ⊆ A and O ⊆ A, be a place. The set of unrestricted child places of p is given
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by Cblue ∪ Cred , with
Cblue := {(I | O0 ) | O0 = O ∪ {a} ∧ ∀b ∈ O : b <o a},
Cred := {(I 0 | O) | I 0 = I ∪ {a} ∧ ∀b ∈ I : b <i a}.

If A ⊆ A is the set of activities in the given event log, we construct the resulting structure from
a set of roots
R = {(I | O) | I ⊆ A ∧ O ⊆ A ∧ |I| = |O| = 1}.
However, organizing the candidate space in this structure is not sufficient. For once, we can
not prune the candidate space, based on the above defined edges, and secondly we run into
circles when traversing the structure using depth first search. Take the following example. Let
A1 = {I, a, b, }. Assume the following orderings >1i and >1o ,
I<1i a <1i b <1i 
I<1o a <1o b <1o .
Consider the fraction of the search tree in Figure 4.4.
({I} | {a, b})

({I, a} | {a})

({I, a} | {a, b})

({I, a} | {a, b, })

...

Figure 4.4: Problematic fraction of search structure with unrestricted child places defined
over A1 using >1i and >1o .

The following problems occur. Assume that the place ({I} | {a, b}) is overfed. We can not prune
the child place ({I, a} | {a, b}), because it can have child places attached by blue edges that are
again fitting (e.g. ({I, a} | {a, b, })). A similar argument holds for child places attached by
blue edges.
Another problem occurs when traversing the tree via depth first search, which we need to do
because of memory constraints. Places may have multiple parents. For example, we run into
the problem that we visit ({I, a} | {a, b}) twice. This is equivalent to running into a circle in
our depth first search. Thus, we would repeatedly check places, which we have already visited,
essentially wasting a lot of runtime. This is the reason, why Mannel et al. (2019) introduced the
concept of restricted child places.
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Definition 4.2. Restricted Child Places.
Let A ⊆ A be a set of activities. Let >i and >o be two total orderings on A. Let p = (I | O) be
a place, with I ⊆ A and O ⊆ A. The set of restricted child places of p is given by Fblue ∪ Fred ,
with
Fblue := {(I | O0 ) | O0 = O ∪ {a} ∧ ∀b ∈ O : b <o a},
Fred := {(I 0 | O) | |O| = 1 ∧ I 0 = I ∪ {a} ∧ ∀b ∈ I : b <i a}.

In this case the set of red child places of a place is restricted. This choice is arbitrary, and a
restriction of blue child places would work as well. Symmetric to the work by Mannel et al.
(2019), we also restrict the set of red child places. In the following example we illustrate the
difference between restricted and unrestricted child places.
Using the definition of restricted child places, we finally give the definition of the collection of
trees, which define the final search structure of the eST-Miner. We call it CT , which is an
abbreviation for complete candidate tree.
Definition 4.3. Candidate Tree.
Let A ⊆ A be a set of activities. A complete candidate tree is a pair CT = (N, F ) with
N = {(I | O) | I ⊆ A \ {}, O ⊆ A \ {N}, I 6= ∅, O 6= ∅} and F = Fred ∪ Fblue with
Fred = {((I1 | O1 ), (I2 | O2 )) ∈ N × N | |O2 | = 1, O1 = O2 ,
∃a ∈ I1 : (I2 ∪ {a} = I1 ∧ ∀a0 ∈ I2 : a0 <i a)}
Fblue = {((I1 | O1 ), (I2 | O2 )) ∈ N × N | I1 = I2 ,
∃a ∈ O1 : (O2 ∪ {a} = O1 ∧ ∀a0 ∈ O2 : a0 <o a)}.
For ((I1 | O1 ), (I2 | O2 )) ∈ F , the candidate (I1 | O1 ) is the restricted child of its parent (I2 | O2 ).
The set of roots are all candidates (I | O) with |I| = |O| = 1.
Mannel et al. (2019) prove that the organization in CT is sufficient to solve the problem of
circles occurring in the traversal of the tree [1]. They also show that each place is connected to
exactly one root place, allowing the following traversal strategy.
Definition 4.4. Tree Traversal Strategy.
Let L be an event log with activities from the set A ⊆ A. Let R be the set of root places obtained
from the set A. Let >i and >o be the two total orderings on A, responsible for organizing the
CT . Let Pfit := ∅ be the set of fitting places, which are found during our search. For each root
place r ∈ R we traverse its corresponding candidate tree with depth first search. For each place
p in these trees, we evaluate the fitness status of p using token based replay. If p is fitting, we
add it to Pfit . If p is underfed, then we skip all subtrees attached by blue edges to p. If p is
overfed, and p• only contains the maximal element with respect to >o , then we skip all subtrees
attached to p by red edges. After skipping a subtree, we continue with the traversal as if we had
already visited all places in this subtree.
Mannel et al. (2019) prove that this strategy is sufficient to traverse the search space without
visiting places twice, while still finding all possible fitting places [1].
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Note that a place being overfed is not a sufficient condition for a place to be pruned, as there
can be blue child places in the subtree that are fitting. However, if a place is underfed, then
all child places, connected by blue edges, must not have any red child places. Hence pruning is
valid in this case. We can only prune the red child places of a place p if p• contains the maximal element with respect to >o , because then this subtree does not contain any blue child places.
To use the eST-Miner we need to define two total orderings >i and >o before using it. Mannel
et al. (2019) order the activities lexicographic in their implementation [1]. For now we assume
the same. The choice of orderings influences in what order places are visited in our search. This
is important, because if we visit places, which are not fitting early on, then we are able to prune
larger fractions of the search tree compared to the case of visiting those places later. The reason
for this is that places, which are visited early on, have more child places than places, which are
visited later during the search.

4.1.4

Noise Control Parameter

Until now we do not have defined, when a place is fitting/underfed/overfed with respect to an
event log. For this the eST-Miner uses an input parameter τ ∈ R with 0 ≤ τ ≤ 1. It defines
the fraction of traces for which a place needs to be fitting, in order to be classified as fitting. In
Definition 3.14 we have defined the fraction of traces for which a place is underfed, overfed or
fitting with respect to a given event log. We use the parameter τ to define the fitness status of a
place, depending on the relative number of traces, for which a place is underfed/overfed/fitting.
This way we implicitly define a noise filtering technique, allowing a place to be fitting, even if it
is underfed or overfed by a with τ defined fraction of traces.
This noise filtering technique is different to that of other approaches, because usually noise
filtering is done a global level. When applying a global noise filtering, we would filter out a
certain fraction of infrequent traces or events. In this case the filtering is local, meaning that we
allow the eST-Miner to dynamically ignore a certain percentage of different traces, but we do
not fix which traces should be ignored.
Definition 4.5. Place Classification with Threshold.
A place p is:
τ
• underfed, if and only if ]5
rel,L (p) > (1 − τ ) , written as 5L (p).
τ
• overfed, if and only if ]4
rel,L (p) > (1 − τ ), written as 4L (p).
τ
• fitting, if and only if ]
rel,L (p) ≥ τ , written as L (p).

The algorithm only returns places that are fitting with respect to τ in its final result. Hence
by choosing τ = 1, we require all resulting places to be perfectly fitting. Decreasing τ should
decrease the percentage of fitting traces, while increasing precision, because the resulting net
should have more places, hence forbid more behavior, which does not occur in the log.
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Post-Processing

Depending on the choice of τ and the number of activities occurring in the event log, Pfit may
contain many thousands of places. A net with this number of places would be entirely useless
to a human interpreter. In Petri net theory there are approaches to reduce the size of a Petri
net, while keeping the behavior. These ideas are based on the observation that the set Pfit
contains places, which are redundant or implicit. A place is implicit, if we can remove it from
the net without changing the language of the net. Thus we can safely remove these places
without changing the behavior of the Petri net. Mannel et al. (2019) use the approach from
Garcia-Valles et al. (1999) for this ([16], [1]).
Definition 4.6. Implicit Place.
Let N = (T, P ) be a Petri net, p ∈ P a place, and N 0 = (T, P \ {p}) be another Petri net. Let
IM : P → N and IM0 : P \ {p} → N with IM0 (q) = IM(q) for all q ∈ P \ {p} be the initial markings
of N and N 0 respectively. Let FM : P → N and FM0 : P \ {p} → N with FM0 (q) = FM(q) for all
q ∈ P \ {p} be the final markings of N and N 0 respectively. The place p is called an implicit
place (IP) if and only if L(N ) = L(N 0 ).
Example 4.1. Implicit Place.
Consider the Workflow net in Figure 4.5. The language L of the net contains exactly one

I

p

a



Figure 4.5: Net with Implicit Place p.

sequence,
L = {hI, a, i}.
Removing the place p does not change this, hence p is implicit.
For the approach by Mannel et al. (2019) it is important to have a strategy that can identify all
implicit places within a Workflow net, in order to remove them. In literature the tool of choice
for this is Integer Linear Programming (ILP) (see [16]). In a Workflow net, a necessary condition
for a place p to be implicit is that the following defined ILP has a feasible solution. Moreover,
as a sufficient condition, the solution must be larger or equal to the initial marking of p, for p
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to be implicit. We note that, for Workflow nets as defined in this thesis, any place, which is not
the initial place, has an initial marking of 0.
Definition 4.7. ILP to Solve for Implicit Place Property.
Let N = (T, P ) be a Workflow net. Let p ∈ P be a place. Let IM : P → N be the initial marking
of N . Let P 0 := P \ {p}. For each q ∈ P 0 and t ∈ T , let

pre(q, t) :=

post(q, t) :=


1

if t ∈ •q

0 otherwise

1 if t ∈ q•
0

otherwise

If the following ILP has a feasible solution v with max{0, v} ≥ M (p), then p is an implicit place.
X

max

yq M (q) + µ

q∈Q

s.t.
X

yq (post(q, t) − pre(q, t)) + µ ≥ post(p, t) − pre(p, t)

∀t ∈ T

q∈Q

yq ≥ 0
X
yq pre(q, t) + µ ≥ pre(p, t)

∀q ∈ Q
∀t ∈ T with t ∈ Op

q∈Q

with,
yq ∈ {0, 1}
µ ∈ Z.
The interpretation of yq is that, if it is 1 for q ∈ P 0 , then q is required to make the place p
implicit. Otherwise the variable is 0.
The correctness proof can be found in the paper by Garcia-Valles et al. (1999) [16].

4.2

Experimental Evaluation of the eST-Miner

Mannel et al. (2019) show with the help of real and artificial data sets, that the eST-Miner is
oftentimes faster than the bruteforce approach, when using τ = 1. In this section we perform an
in-depth analysis of the eST-Miner’s performance. For our experiments we use the event logs,
which are listed in Table 4.1. For real event data, we have two logs: Sepsis* and RTFM. The log
Sepsis* is obtained from the Sepsis data set ([17]) by removing the nine least frequent activities
from all traces, which occur in the log. The log contains event data of a hospital. RTFM is an
unmodified event log, containing event data about managing road traffic fines [18]. RTFM is only
used for evaluating the search runtime, as it is too large to perform the post-processing step and
thus we can not run the eST-Miner till completion on RTFM within a feasible amount of time.
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Log Type

Log Name

Abbreviation

Activities

Trace Variants

Source

Real

Sepsis (Filtered)
Road Traffic Fine Management

Sepsis*
RTFM

9
11

642
231

[17]
[18]

Artificial

Teleclaims (Filtered)
repairexample

Teleclaims*
Repair

10
12

12
77

[19]
[19]

Table 4.1: Event Logs used in Experiments.

The log Teleclaims* is an artificial event log from [19]. It is obtained by filtering out the end
activity of all traces and only keeping the 85% most common trace variants. This is the same
log used in the paper by Mannel et al. (2019) [1]. The Repair log is another artificial event log
from [19]. It has not been modified by us.
We evaluate the following metrics for results obtained through executing the eST-Miner.
• Fitness evaluation over different choices of τ .
• Precision evaluation over different choices of τ.
• Generalization evaluation over different choices of τ .
• Simplicity evaluation of resulting Workflow net over different choices of τ .
• Time taken to perform search over different choices of τ .
• Number of fitting places found over different choices of τ.
• Time taken to perform post-processing over different choices of τ .
All our experiments are based on an implementation done in Python as part of the pm4py
framework (see Chapter 6). We performed our experiments on a computer with an Intel Core i5
(2x2.6GHz) with 8GB of RAM, running macOS Mojawave (10.14.5).

4.2.1

Fitness, Generalization and Precision Evaluation

We first measure how well the results of the eST-Miner conform to our different logs, given
multiple values for τ .

Fitness

In this section we look at the percentage of traces, which are fitting with respect to

the eST-Miner’s output on that particular event log. We expect to always have perfect fitness
for τ = 1.0 and that the fitness score decreases for τ < 1.
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Figure 4.6: Percentage of fitting traces of Workflow nets mined on three event logs for
different values of τ .

In Figure 4.6, we observe that on all three tested event logs, the fitness of mined Workflow nets
decreases, if we decrease τ . For all three event logs, we find models with perfect fitness with
τ = 1.0, and fall to a percentage of fitting traces of about 0 for models found with τ = 0.5.
We conclude, that the models, discovered by the eST-Miner for smaller values of τ , can not
reliable replay most traces from a log, even if individual places should still be fitting with respect
to a majority of the event log.

Precision

In this section we consider the precision of the mined Workflow nets for different

values of τ . As we add more places to our Workflow net, if we decrease τ , we expect to increase
the precision.

Figure 4.7: Precision score of Workflow nets mined on three event logs for different values of
τ.

Figure 4.7 shows the development of the resulting Workflow nets precision over different values of
τ . We observe, that for τ = 1.0, the mined models have a low precision score, which lies between
0.2 and 0.4. By decreasing τ , we increase the precision score of the eST-Miner’s result on all
tested event logs. Both for the Sepsis* and Repair set, the eST-Miner discovers a Workflow
net with a precision value of almost 1.0, for τ = 0.5. On the Teleclaims* set we are able to
find a Workflow net with a precision value of about 0.7, for τ = 0.5.
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We conclude that we can increase the precision of the resulting Workflow net, by choosing smaller
values for τ . How far we can push the precision still depends on the given event log.

Generalization

The presented generalization score from literature is constant for any choice

of τ , as the number of activities is constant in our mined Workflow nets regardless of τ . Hence,
we disregard the evaluation of the generalization metric.

4.2.2

Simplicity Evaluation

Generalization is constantly high, because we do not have any silent or duplicate transitions.
Fitness and precision can be influenced by the choice of τ , where we have associated an increased
precision and a lower fitness with smaller τ . In this section we consider the fourth quality
dimension, called simplicity. We recall that our used simplicity metric relates the number of
places and transitions in the Workflow net. We expect to have less simple models, if we choose
smaller values for τ , as we expect to increase the number of places and also the number of edges
in our final model. We expect this, because for once more places should be fitting. Moreover,
there should exists transitions which are involved in most traces, and hence have many places
connected with them or which are connected to many places.

(a) Simplicity score of Workflow nets mined on (b) Number of edges of Workflow nets mined on
three event logs for different values of τ .
three event logs for different values of τ .
Figure 4.8: Worklfow net statistics for different τ .

Figure 4.8a shows the simplicity score of mined Workflow nets for different values of τ . We
observe that the simplicity score decreases in most cases with τ . However, there are exceptions
to this rule. For example, on the Teleclaims* log, the simplicity score of the with τ = 0.7
mined model is higher than the simplicity score of the with τ = 0.8 mined model. For all event
logs, we observe that the simplicity of the with τ = 1.0 mined Workflow nets is at least 0.2 score
points higher than the simplicity of the Workflow nets, mined with τ = 0.5.
We conclude that the discovered Workflow nets get generally more complicated, if we decrease τ .

A similar behavior can be observed in Figure 4.8b. Here we plot the number of edges of mined
Workflow nets for different values of τ . For τ = 1.0, the mined Workflow nets all have about 25
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edges, while for τ = 0.5, the Workflow nets obtained from the Sepsis* and Teleclaims* event
log have about 100 edges and the Workflow net mined from the Repair event log even has about
200 edges. We note that there are cases, where a smaller value of τ yields a Workflow net with
a lower number of edges, than choosing a larger value of τ , but there is a general trend, that
decreasing τ increases the number of edges in the discovered Workflow nets.
The large number of edges make it hard to understand the discovered results. Considering the
small number of activities in our tested logs, the Workflow nets with about 100 edges are already
difficult to interpret.

(a) Average in-degree of places in the Workflow (b) Average out-degree of places in the Workflow
nets mined on three event logs for different values nets mined on three event logs for different values
of τ .
of τ .

(c) Average in-degree of transitions in the Work- (d) Average out-degree of transitions in the Workflow nets mined on three event logs for different flow nets mined on three event logs for different
values of τ .
values of τ .
Figure 4.9: Average In- and out-degree of transitions and places in the Workflow nets mined
on three event logs for different values of τ .

In Figure 4.9 we plot the average in- and out-degree of places and transitions in the mined
Workflow nets, for different values of τ .
In Figures 4.9a and 4.9b we plot the average in- and out-degree of places in mined Workflow
nets. We observe that these average degrees stay approximately constant, with average degrees
between 2 and 4.
Figures 4.9c and 4.9d show the average in- and out-degree of transitions in the mined Workflow
nets. In contrast to the average in- and out-degree of places, the degrees of transitions seem to
increase with smaller values of τ . On the Repair set, the mined Workflow nets have transitions
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with higher average in- and out-degree for each smaller τ . For τ = 1.0, the average in- and
out-degree is about 2, while for τ = 0.5, we obtain a Workflow net with transitions with an
average in-degree of about 16 and an average out-degree of about 14.
On the Sepsis* log we observe a similar but less extreme trend. For τ = 1 the average in- and
out-degree of transitions is at about 2. For τ = 0.5 both values increase to about 6.
On the Teleclaims* event log, we also note a general increase of the average transition in- and
out-degree for Workflow nets mined with τ = 1 to nets mined with smaller values of τ . However,
there are cases, where the average in-/out-degree of transitions decreases, when decreasing τ .
We conclude that generally decreasing τ increases the average in-/out-degrees of transitions.
A similar statement cannot be made for the average in-/out-degrees of places, as they do not
seem to be correlated to the choice of τ . A higher average in-/out-degree tells us that there
are activities, which have complex execution conditions. This again hints at nets being more
complex for smaller values of τ , than Workflow nets mined with a τ closer to 1.0. Because the
in- and out-degrees of transitions seems to correlate with the number of edges in the net, we
only look at the simplicity score and the number of edges in our following experiments.

4.2.3

Runtime Evaluation

In this section we consider the runtime of the search phase and the post-processing phase for
different values of τ . The search phase takes as input the event log and the pruning parameter
τ and searches for a set of places, which are fitting with respect to τ . The post-processing
step takes as input the set of fitting places and removes all implicit places, returning the final
Workflow net.

Search Runtime We look at the time spend on traversing the search space and finding the set
of fitting places. We expect that the search phase takes longer for smaller values of τ , because
we have less overfed and underfed places if we choose a smaller τ , which means, that we can
prune less of the search space.

(a) Small event logs.

(b) Large event log.

Figure 4.10: Search runtime on three small and one large event log for different values of τ .
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Figure 4.10 shows the runtime evaluation on all four event logs. In Figure 4.10a, we observe that
we generally require runtime of at least 75 seconds to pass the search phase. Additionally there
is a correlation between a lower τ and an increased search time. For two of the three small logs,
the search time is increased by at least a factor two from using τ = 1.0 to τ = 0.5.
Figure 4.10b shows the runtime of the search phase on the large RTFM event log for multiple
values of τ . We observe that even using τ = 1.0, we need more than one hour to perform the
search step. For τ = 0.5 we even require more than four hours to finish the search.
We conclude that the search phase is slow, taking more than a minute for small logs and multiple
hours on event logs with up to eleven activities and about 230 trace variants. In addition, the
eST-Miner gets even slower for smaller τ , making it hard to experiment with different choices
for the parameter, if we want to use the eST-Miner in practice.

Post-Processing Runtime

In this section we consider the number of fitting places, which

have been identified during the search phase, and the corresponding post-processing phase runtime. The number of fitting places influences the post-processing runtime, as all these places
need to be checked for implicitness. We expect to get a lot more fitting places with smaller τ .
Moreover, we expect the post-processing step to take a lot of time, because each fitting place
requires us to solve an ILP.
We observe in Figure 4.11, that for all event logs, the number of found fitting places increases
almost exponentially when decreasing τ . For τ = 1.0, we start with 100 to 300 found fitting
places for all three event logs. For τ = 0.5, we have about 1800 fitting places on the Sepsis*
event log, about 8000 found fitting places on the Repair and about 50000 found fitting places
on the Teleclaims* log.
On all three logs, for τ = 1.0, the post-processing phase is fast, taking a few seconds to a minute.
However, for τ = 0.5, the post-processing phase takes multiple hours for the Repair log and
more than one day on the Teleclaims* event log.
We conclude, that the post-processing phase is a significant bottleneck, which occurs because of
the large number of fitting places, that we are able to find in our search, if we use small values
of τ .
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(a) Number of fitting places found on the Repair (b) Number of fitting places found on the
and Sepsis* event logs for different τ .
Teleclaims* event log for different τ .

(c) Post-processing runtime on the Repair and (d) Post-processing runtime on the Teleclaims*
Sepsis* for different τ .
event log for different τ .
Figure 4.11: Post-processing runtime and number of fitting places on three event logs for
different τ .

Chapter 5

Optimizations
Mannel et al. (2019) show that the eST-Miner is oftentimes more efficient at finding Workflow
nets from a given event log, than the brute force approach. Our experiments in Chapter 4,
Section 4.2 show that the eST-Miner is still too slow to be useful in practice, especially for
τ -values smaller than one. The reason for this is that by choosing τ < 1, we allow many places
to be fitting, thus increasing the number of places that we need to traverse in the search phase.
Moreover, decreasing τ increases the number of places, that need to be checked for implicitness
in the post-processing phase. In this chapter we suggest different possibilities to decrease the
eST-Miner’s runtime. We suggest one technique, which keeps the final results of the eST-Miner
unchanged and preserves the miner’s guarantees.
Another suggested optimization is heuristic in nature, returning results that diverge from the
standard eST-Miner’s output and breaking its guarantees. However, in our experiments the
qualities of the results stay approximately the same, while the decrease in runtime is significant.
Apart from runtime, the standard eST-Miner has more problems. For once, the eST-Miner
guarantees that individual places have a replay fitness relative to τ . However, for τ < 1, the final
output might be a net, which is not able to perfectly replay a single trace within the event log.
We suggest a strategy, which makes sure, that the resulting Workflow net can replay a certain
set of traces from the event log. We also give suggestions on how to choose this set of traces.

5.1

Runtime Optimizations with Theoretical Guarantees

Let L be an event log and A ⊆ A be the set of activities occurring in L. Mannel et al. (2019)
provide experimental evidence, that the choice of >i and >o influences the amount of places,
which are cut off during the search for a model for L [1]. This should, in return, have an effect
on the runtime of the eST-Miner. We illustrate this using an example. Consider the following
event log L2 ,


L2 = hI, a, b, c, i, hI, a, b2 , c, i, hI, a, b3 , c, i .
In Figure 5.1 we present for two different choices of >i and >o a small fraction of the resulting
search tree, starting from the same root place p = ({a} | {b}).
31
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p:

p:

({a} | {b})

({a} | {b})

({a} | {b, a}) ({a} | {b, })

...

({a, I} | {b})

...

(a) Search tree of root p with the orderings >1i (b) Search tree of root p with the orderings >2i
and >1o :
and >2o :
1
1
1
1
2
b <i I<i  <i c <i a
b <i c <2i a <2i I<2i 
b <1o c <1o a <1o I<1o 
 <2o I<2o a <2o c <2o b
Figure 5.1: Search subtree with root p for different orderings >1i />2i and >1o />2o .

We note, that the root place p = ({a} | {b}) is underfed for

2
3

of the traces in L2 . On the other

hand, it is not overfed with respect to any traces in L2 . Thus, we prune all blue child places of p
for τ > 13 , and never prune any red child places of p. In Figure 5.1a, we observe that p has three
child places, attached by blue edges, while for the orderings in Figure 5.1b, p has none. This
means, in the first case we can cut off more places, than in the second case, only by choosing
the orderings in a certain way.
In the following, we provide a general framework for choosing the orderings. Afterwards we
present specific methods, that we have experimented with (see Chapter 7).

5.1.1

Maximizing Cutoffs

In this section we present our thoughts on how to maximize the number of places, which are cut
off during the search phase, by choosing >i and >o .
We recall that one type of edges is restricted in the eST-Miner framework. In our case, this
means, that we need to fulfill a stricter sufficient condition to prune child places, which are
attached by red edges to their parents, than for blue child places. To prune child places, which
are attached by blue edges to a place p, we require p to be underfed. In order to prune child
places, attached by red edges to a place p, we require p to be overfed, and p• = {a}, with a
being maximal with respect to >o . We now consider the cases of maximizing cutoffs, using the
property of either overfed or underfed, independently.

5.1.1.1

Maximizing Cutoffs with Overfed Property

Let L3 be the following event log,
h
i
L3 = hI, b2 , i, hI, a, b3 , i, hI, b2 , c, i, hI, b, c, i .
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a

I

I

p1

b
p2

(a) Overfed with respect to three traces from (b) Overfed with respect to zero traces from
L3 .
L3 .
Figure 5.2: Two places, visited during the eST-Miner search, when processing L3 .

We consider the places in Figure 5.2. The place p1 is overfed with respect to three traces, while
p2 is overfed with respect to zero traces.
With >o we can influence, if we are allowed to prune the red child places of p1 or of p2 , depending
on τ . As p1 is overfed with respect to more traces in L3 than p2 , we want to be allowed to prune
the red child places of p1 , instead of the red child places of p2 . In this case, we do this by choosing
a as the maximal element, with respect to >o .
Because p1 is overfed with respect to many traces in L3 , we want p1 to have many red child
places. Because if p1 has many red child places, then we can prune a large subtree, even for
small τ , by classifying p1 as overfed. In this case, we do this by ordering the activity I, low
with respect to >i . We choose >i with I being ordered low, because I creates a token for every
trace in L3 . Hence a place such as p1 , with I∈ •p1 has at least one created token for every trace
in the log. This increases the likelihood of such a place being overfed. If then I is the incoming
activity, which is the maximal activity of all incoming activities with respect to >i , then the
place has as many red child places as there are activities, which are larger than I with respect
to >i .

5.1.1.2

Maximizing Cutoffs with Underfed Property

We consider again the event log L3 ,
h
i
L3 = hI, b2 , i, hI, a, b3 , i, hI, b2 , c, i, hI, b, c, i .

Consider the two places in Figure 5.3.

a

I
p1

I

b
p2

(a) Underfed with respect to zero traces from (b) Underfed with respect to three traces from
L3 .
L3 .
Figure 5.3: Two places, visited during the eST-Miner search, when processing L3 .

We note that the place p2 is underfed with respect to three traces, while the place p1 is underfed
with respect to zero traces. To prune many places, we want to choose our orderings, such that
the place p2 has more blue child places than p1 . In this case, we can satisfy the goal by ordering
b low with respect to >o . Because b is frequent, it consumes many tokens, if it occurs in p• of
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a place p. Now, if b is also ordered low with respect to >o , such places p have many blue child
places. Thus we increase the amount of places, which are cut off.

In contrast to the case of overfed places, we note that the ordering >i does not influence the
amount of places, which are cut off based on the underfed property. We prove this in the following
theorem.
Lemma 5.1. Let A ⊆ A be a set of activities and CT the complete candidate tree constructed
on top of A. Let p = (I | O) be a place in CT . If |I| > 1 or |O| > 1, and p has at least one red
child place, then p is connected by a red edge to its parent place.
Proof. Assume |I| > 1 or |O| > 1. Then p is not a root place. Further assume that p has at
least on red child place. Let p0 = (I 0 | O0 ) be the parent place of p. Because p has a red child
place, |O| = 1. Hence, O0 = O. For sake of contradiction assume, that p is connected by a blue
edge to its parent place p0 . However, this means that ∃a ∈ A : a ∈ O ∧ a ∈
/ O0 . Hence, |O| = 1.
This is a contradiction.
Theorem 5.2. Let A ⊆ A be a set of activities and L an event log with activities from A. Let
>o be a total ordering on A. Let >1i and >2i be two total orderings on A, such that there exists
>1 ,>

>2 ,>

o
o
i
i
two activities a, b ∈ A with a >1i b and b >2i a. Let #blue
(L) and #blue
(L) be the number

of places, which are cut off in the traversal of the CT by the eST-Miner with the orderings
>1i , >o and >2i , >o respectively, and are connected by a blue edge to their parent place. Then
>1 ,>

>2 ,>

o
o
i
i
#blue
(L) = #blue
(L).

>1 ,>

>2 ,>

o
o
i
i
Proof. For the sake of contradiction assume that #blue
(L) > #blue
(L).

1
1
Let CT1 = (N, Fblue
∪ Fred
) be the complete candidate tree, defined by >1i and >o . Let CT2 =
2
2
(N, Fblue
∪ Fred
) be the complete candidate tree, defined by >2i and >o .
2
1
, because CT1 and CT2 both define their
= Fblue
By definition of the CT , we know that Fblue

blue edges based on >o .
>1 ,>

>2 ,>

o
o
i
i
If #blue
(L) > #blue
(L), then the eST-Miner visits more places in CT1 then in CT2 , which

are underfed and connected with red edges to their parent place. These places can not be root
places, as they are only visited in CT1 and not in CT2 . For n ∈ N, let p1 , . . . , pn be these places.
Because p1 , . . . , pn are visited in CT1 by red edges from their parent place, they are not overfed.
1
2
As they are connected by red edges to their parent places and Fblue
= Fblue
and every place,

which is not a root, has exactly one parent place, we conclude that p1 , . . . , pn are also connected
by red edges to their parent places in CT2 . Because they are not overfed, their parent places in
CT2 are not overfed. The parent places of p1 , . . . , pn in CT2 do have red child places, hence by
Lemma 5.1 it follows that for each place pi with i ∈ {1, . . . , n}, the path to the root of pi in CT2
consists of only red edges. Thus, even if they are underfed, the eST-Miner does not prune any
place on the path from pi to its root in CT2 . It follows, that p1 , . . . , pn are also visited with the
eST-Miner in CT2 . This is a contradiction to our assumption.
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Formalization

Let A ⊆ A be a set of activities and L be an event log over A. Finding the optimal choices for
>i and >o requires the analysis of the complete search tree. This is infeasible. Hence, we want
to base the orderings on some metric, which weights the activities from A based on L.
Definition 5.3. Orderings from Weight Functions
Let A ⊆ A be a set of activities and wi : A → Q, wo : A → Q be two weight functions. For
a, b ∈ A with a 6= b, we define,
a >i b if and only if wi (a) > wi (b)
a >o b if and only if wo (a) > wo (b).

Our goal is to choose the two weight functions, such that the amount of places, being cut off
during search, is approximately maximized.

5.1.2

Metrics to Optimize Orderings

In the following section, we present different choices for weight functions wi and wo , that can be
used to increase the amount of places, which are cut off during the search phase.

5.1.2.1

Absolute Activity Frequency

Our first suggestion for weight functions wi and wo is based on the absolute number of occurrences
of each activity in the given event log. We call this metric Absolute Activity Frequency. The
idea is, that activities, which occur often in the log, also generate/consume many tokens, during
replay of most traces. Using this knowledge, we can choose our weight functions to maximize
cutoffs.
Definition 5.4. Absolute Activity Frequency.
Let L be an event log and A ⊆ A the set of activities, which occur in this event log. Then the
Absolute Activity Frequency of a ∈ A is,
absAF : A → N with absAF(a) :=

X

freqσ (a).

(5.1)

σ∈L

To maximize cutoffs based on this metric, we define our weight functions as follows.
Definition 5.5. Maximize Underfed/Overfed Cutoffs.
Let L be an event log and A be the set of activities, which occur in L. We define the weight
functions wi and wo as follows,
wi : A → N with wi (a) := −absAF(a)

(high frequencies first)

wo : A → N with wo (a) := −absAF(a)

(high frequencies first).
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Choosing these weight functions, we reach the following goals: The maximal element with respect
to >o is the activity, which occurs the most infrequent in the log. Let a ∈ A be this activity and
a0 ∈ A be an activity, which is more frequent then a. Then, a place p1 = (B | {a}) with B ⊆ A
should be more likely to overfed, than a place p2 = (B | {a0 }), because a0 removes tokens from p2
more often during replay, than a does from p1 . Hence places, which satisfy the necessary overfed
pruning conditions, are more likely to be overfed.
Places, which are likely to be overfed and satisfy the necessary overfed pruning condition, have
many red child places. This is because >i influences the number of red child places and the
more frequent an activity is, the lower it is ordered with respect to >i . Hence, an activity, which
is ordered low with >i creates many tokens during replay and those places with many frequent
incoming activities, still have a lot of red child places.
The places, which are likely to be underfed, have many blue child places. This is because >o
influences the number of blue child places. Hence, an outgoing activity, which is ordered low
with respect to >o , consumes many tokens during replay. It follows, that places, which have
many frequent outgoing activities, have many blue child places.

5.1.2.2

Absolute Trace Frequency

As a second suggestion, we choose weight functions wi and wo based on the absolute number of
traces, that an activity occurs in. We call this metric Absolute Trace Frequency. The idea is,
that activities, that occur often in many traces, also generate/consume tokens, during replay of
most traces. Activities, which only occur in few traces, only generate/consume tokens, during
replay of some traces. Using this knowledge, we can choose our weight functions to maximize
cutoffs.
Definition 5.6. Absolute Trace Frequency.
Let L be an event log, and A ⊆ A be the set of activities, which occur in L. Then the Absolute
Trace Frequency of a ∈ A is,
absTF : A → N with absTF(a) := |[σ ∈ L | a ∈ σ]|.

(5.2)

To maximize cutoffs done, based on classifying a place as underfed, we define the weight functions
as follows.
Definition 5.7. Maximize Underfed/Overfed Cutoffs.
Let L be an event log and A ⊆ A be the set of activities, occurring in L. We define,
wi : A → Q with wi (a) := −absTF(a)

(high frequencies first)

wo : A → Q with wo (a) := −absTF(a)

(high frequencies first).

We reach the same goals, as with the Absolute Activity Frequency, only that we measure the
frequency differently.
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Average Trace Occurrence

Our third suggestions is, that we base the weight functions on a metric, which we call Average
Trace Occurrence. Using the Absolute Activity Frequency, we could potentially weight an activity
very high, that only occurs in one trace, but does so a large number of times. With the Average
Trace Occurrence, we try to exclude such cases, by looking at the average number of occurrences
of each activity in each trace of the log.
Definition 5.8. Average Trace Occurrence.
Let L be an event log, A ⊆ A the set of activities occurring in L and a ∈ A an activity. Then
the Average Trace Occurrence of a ∈ A is,
P
avgTO : A → Q with avgTO(a) :=

σ∈L

freqσ (a)/|σ|
.
|L|

(5.3)

For maximizing cutoffs, we suggest the following weight functions.
Definition 5.9. Maximize Underfed/Overfed Cutoffs.
Let L be an event log and A ⊆ A be the set of activities, occurring in L. We define,
wi : A → Q with wi (a) := −avgTO(a)

(large fractions of occurrences are ordered low)

wo : A → Q with wo (a) := −avgTO(a)

(large fractions of occurrences are ordered low).

We reach the following optimization goals.
The activity, which has the lowest average fraction of occurrences over the log, is maximal with
respect to >o . This way, we increase the likelihood of places being overfed, which satisfy the
necessary overfed pruning condition.
Activities are ordered low with respect to >i , if they have a high average fraction of occurrences.
This way, places, that are likely to be underfed, have many blue child places.
Activities are ordered low with respect to >i , if they have a high average fraction of occurrences.
This way, places, that are likely to be overfed, have many red child places.
Arguments for this are similar to the reasonings in the section about the absolute activity
frequency.

5.1.2.4

Average First Occurrence Index

The last score is based on the idea, that an output activity, which occurs early on in a trace,
is more likely to make a place underfed, as it may remove a token without the place having
a token available. In return, ordering the input activities in a way, such that they occur late
in most traces on average, increases this likelihood of a place turning negative even further.
The following score is called Average First Occurrence Index, measuring the index at which the
activity occurs first, in the average trace of the log.
Definition 5.10. Average First Occurrence Index.
Let L be an event log and A ⊆ A the set of activities, which occur in L. Let a ∈ A be an
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activity. Assume that the first index of a trace σ ∈ L is 1, and the last is |σ|. Let I(a ∈ σ) be
1, if a ∈ σ and 0 otherwise. Let FIσ (a) be the first index of a in σ and ∞, if a ∈
/ σ. Then the
Average First Occurrence Index of a is,
P
avgFOI : A → Q with avgFOI(a) :=

F Iσ (a)I(a ∈ σ)
.
|[σ ∈ L | a ∈ σ]|

σ∈L

(5.4)

For maximizing cutoffs, done because of places being underfed, we introduce the following weight
functions.
Definition 5.11. Maximizing Underfed Cutoffs.
Let L be an event log and A ⊆ A be the set of activities, occurring in L. We define,
wi : A → Q with wi (a) = −avgFOI(a)
wo : A → Q with wo (a) = avgFOI(a).

Activities, that generate tokens early on during replay of a trace, are ordered high with respect
to >i . Activities, that generate tokens early on during replay of the average trace, are ordered
low with respect to >o . This way places, for which output activities remove tokens early on
and input activities create tokens late in most traces, have the most blue child places. They are
also most likely to be underfed, as the output activities should require a token, before an input
activity was able to provide one.
We note that we are not able to use this measurement to maximize the number of overfed places,
as the overfed property is checked, after replaying a complete trace. Hence the positioning of
activities does not matter when constructing places, that are likely to be overfed.

5.2

Runtime Optimizations using an Heuristic Approach

The above suggested optimization has the advantage of returning the exact same results, as the
standard eST-Miner. It does so, because we only change the order of nodes in the search tree
of the eST-Miner. This is not enough to make the eST-Miner useful in practical settings, as
the search and post-processing phase are still slow, especially when using a threshold of τ < 1.
In this section we present an heuristic approach, which classifies subtrees as not worth visiting,
that would usually be traversed with the standard eST-Miner. This reduces the search runtime
and removes a number of places from the final set of fitting places Pfit . These places might be
fitting, but in Chapter 7, we present experimental evidence, why the removal of these places
might be worth it, even if it changes the quality of the results. Doing so also allows us to reduce
the runtime of the post-processing step, which we have identified as a significant bottleneck in
Section 4.2.
Often in process discovery we look at the Directly Follows Graph of an event log. It is based
on the Directly Follows Relation. The directly follows graph gives us information about which
activities occur directly after another in some trace in the log. Miners, like the Inductive Miner
and the Alpha Miner use the directly follows graph to discover process models (see [2], [3]).
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Definition 5.12. Directly Follows Relation.
Let A ⊆ A be a set of activities and let σ = ha1 , . . . , an i ∈ A∗ be a trace. For activities a, b ∈ A,
we say that b directly follows a with respect to σ, if there exists a i ∈ {1, . . . , n − 1}, such that
ai = a and ai+1 = b. We write that b directly follows a with respect to σ as a →σ b.
Given an event log, we can summarize all directly follows relations, which occur in any trace in
the log in the directly follows graph.
Definition 5.13. Directly Follows Graph.
Let L be an event log and A ⊆ A be the set of activities, which occur in L. The Directly Follows
Graph of L is the graph GL = (A, EL ), where EL ⊆ A × A is defined as,
EL := {(a, b) | a, b ∈ A ∧ ∃σ ∈ L such that a →σ b}.
Example 5.1. Directly Follows Relation and Directly Follows Graph.
Consider the following event log L4 ,
h
i
L4 = hI, a, c, d, e, i, hI, b, c, d, f, i .
L4 contains all traces, which are possible in the Workflow net, that is given in Figure 5.4.
a

e
c

I



d

b

f

Figure 5.4: Workflow net, which generates log L4 .

Figure 5.5 shows the Directly Follows Graph of the event log L4 .
a

e
c

I
b



d
f

Figure 5.5: Unlabeled Directly Follows Graph of event log L4 .

A place p in a Petri net defines dependencies of output activities p• on the input activities •p.
Assume a and b are two activities with a ∈ •p and b ∈ p•. Then the place p corresponds to the
condition that the execution of b might depend on the execution of a. This is neither a necessary
nor sufficient condition, as there might be alternative conditions, which are sufficient to execute b.
However, the place p tells us, that there can exists a firing sequence in the Petri net with p, where
the execution of a, possibly together with other activities, enables the execution of b. In our
heuristics we assume, that such a place p only makes sense, if we have some amount of evidence
for this dependency of b on a. We assume, that there is such evidence, if a certain fraction of
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traces, which contain both a and b, show that somewhere in this trace b is executed after a. If
there are no traces, in which both a and b occur, there is also no evidence for a dependency of b
on a. If in a majority of traces, where both a and b occur, a only comes after b, there is counter
evidence for the dependency of b on a. However, if in an sufficient number of traces, where both
a and b occur, it happens that both a follows b and b follows a, we can not make a choice if
there is evidence or not for the dependency of b on a. Thus, we just treat such a behavior as
evidence, in order to not remove places, which might contain correct dependencies. So, the idea
of our heuristic is to discard only places, which define dependencies, that have no evidence or
counter evidence in the log. The eventually follows relation is the corresponding relation, which
is useful for identifying dependencies of activities on each other. The eventually follows relation
can be considered as a path in the directly follows graph. It is defined in Definition 5.14.
Definition 5.14. Eventually Follows Relation.
Let L be an event log and A ⊆ A the set of activities occurring in L. Let a, b ∈ A and let σ ∈ L
be a trace. Then b eventually follows a with respect to σ, written as a
a subsequence ha, a1 , . . . , an , bi of σ with a1 , . . . , an ∈ A. Let I(a

σ

σ

b, if there exists

b) be 1 if and only if b

eventually follows a in σ, and 0 otherwise.
The set of dependencies, which correspond to a place p is the set Rp , defined as
Rp = {(a, b) | a ∈ •p ∧ b ∈ p•}.

An important observation is, that the eST-Miner finds places, which are fitting, but define
dependencies between incoming and outgoing activities, which do not have any evidence in the
log.
Example 5.2. Fitting Place with Dependency without Evidence
Consider again the following event log L4 ,
h
i
L4 = hI, a, c, d, e, i, hI, b, c, d, f, i .

An example for a place, which is fitting with respect to L4 and does define dependencies without
direct evidence in the log, is the place p1 = ({a, b} | {e, f }), given in Figure 5.6. The dependencies
without evidence are (a, f ) and (b, e).
a

f

p1
b

e

Figure 5.6: The place p1 , which is fitting with respect to L4 and defines dependencies, which
have no direct evidence in L4 .

The place p1 from Example 5.2 tells us that the execution of e or f depends on previously
executing a or b. This is not a wrong statement, as the execution of e depends on the execution
of a, and the execution of f on the execution of b. However, there is no evidence, that the
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execution of e depends on the execution of b or the execution of f depends on the execution of
a. The place p1 includes such dependencies. It would be more desirable, if we would not accept
the place p1 but only the places p2 = ({a} | {e}) and p3 = ({b} | {f }), which can be found by
the eST-Miner in different subtrees. All child places of p1 have the same problem as p1 , because
they also contain these implicit dependencies, which have no clear evidence in L4 . Thus, we
would like to skip the whole subtree, attached to p1 .
Depending on the orderings >i and >o , there might be a significant number of places, which are
skipped this way. By skipping these places, we of course breaks guarantees and return different
results, than the eST-Miner. However, we will show through experiments, that the quality of
the results is similar to the quality of results of the nets returned by the eST-Miner. Central
component of this heuristic is the way, in which we define, if there is evidence within an event log
for a dependency of one activity on another. We assume, that there is evidence for a dependency
of an activity b on an activity a, if a fraction of λ ∈ (0, 1] traces in the log, which contain both a
and b, also have the property, that b at least once eventually follows a. The threshold λ is in our
approach a user-definable parameter. If we choose λ = 1, then we only allow a place, defining
a dependency of b on a, if every trace σ, which contains both a and b also a

σ

b holds. By

choosing λ < 1, we essentially filter out some amount of counter evidence. This can be used as
noise filtering technique.
Formally we score every dependency between two activities a and b, using an Interest Score.
Definition 5.15. Interest Score.
Let L be an event log and A ⊆ A the set of activities, which occur in L. For two activities
a, b ∈ A (possibly a = b), the Interest Score of the dependency of b on a, is defined as,
P


is (a, b) :=

I(a σ b)
.
|[σ ∈ L | a ∈ σ ∧ b ∈ σ]|
σ∈L

The interest score is 1.0, for two activities a and b, if for every trace σ, which contains both a
and b, a

σ

b. We now introduce the noise filtering parameter λ, which defines, if a dependency

between two activities has enough evidence.
Definition 5.16. λ-Interesting Dependency.
Let L be an event log and A ⊆ A the set of activities, which occur in L. Let a, b ∈ A be two,
possibly equal, activities. We say that there is λ-Interesting Dependency of b on a, if

is (a, b) ≥ λ.
We denote this event as

λ
L

(a, b).

In our strategy we only want to accept places, which define dependencies with sufficient evidence.
A place, which satisfies this property is called a λ-Interesting Place. A place is λ-interesting, if
all its modeled dependencies are λ-interesting.
Definition 5.17. λ-Interesting Place.
Let L be an event log and A ⊆ A the set of activities occurring in L. Let p = (I | O) be a place
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with I ⊆ A and O ⊆ A. p is a λ-Interesting Place, if
^

λ
L

(a, b).

(a,b)∈I×O

For two activities a and b, only traces, which contain both a and b, influence if a dependency
of b on a has sufficient evidence. This way, we do not explicitly exclude dependencies which are
infrequent, but only those, which do have counter evidence. By choosing λ as one, we accept
counter evidence, as soon as there is a trace, where only a eventually follows b, but not the other
way around. Decreasing λ, allows us to ignore a certain fraction of traces, which present counter
evidence.
In our λ-interesting places heuristic, we perform the standard eST-Miner traversal, still only
accepting fitting places, and pruning based on underfed and overfed conditions. Additionally, if
we encounter a place, which is not λ-interesting, we prune all its child places, and continue the
search, as if we would have visited those places.
Definition 5.18. λ-Interesting Places Heuristic.
Let L be an event log and A ⊆ A be the set of activities, which occur in L. Let τ, λ ∈ (0, 1]
and let >i and >o be two total orderings on A. Let CT be the be the search structure of the
eST-Miner, as defined in Definition 4.3. Let p = (I | O) with I, O ⊆ A be a visited place. If p is
not a λ-interesting place with respect to L, we do not add p to Pfit and skip all subtrees attached
to p by blue and red edges. If p is underfed with respect to L and τ , we skip all subtrees, which
are attached to p by blue edges. If p is overfed, and |O| = {a} with @a0 ∈ A : a0 >o a, then we
skip all subtrees attached to p by a red edge. After skipping a subtree, we proceed as if we had
already visited the places in the subtree.
In the following theorem, we prove that by skipping all subtrees attached to an uninteresting
place, we only skip uninteresting places.
Theorem 5.19. Let L be an event log and A ⊆ A the set of activities, which occur in L. Let
CT be the search structure of the eST-Miner. Let p = (I | O) be a place with I ⊆ A and O ⊆ A.
Let λ ∈ R with 0 ≤ λ ≤ 1. If p is a λ-uninteresting place, then all descendants of p in CT are
λ-Uninteresting as well.
Proof. Assume that p = (I | O) is a λ-Uninteresting Place. It follows, that there exists a pair
of activities a ∈ I and b ∈ O with 6

λ
L

(a, b). Let Cp be the set of descendants of p in CT . Cp

consists of places, which are connected to p by a path over red or blue edges in CT . Thus, for
each p0 = (I 0 | O0 ) ∈ Cp we know that I 0 ⊆ I and O0 ⊆ O. Hence, we have that a ∈ I 0 and
b ∈ O0 . It follows, that p0 is not a λ-interesting places as well.
There are some important concepts about the heuristic that we discuss in the following. We note
that this pruning strategy is not a constructing, but a destructing way of using the eventually
follows relation. Assume that the event log is generated from a model as given in Figure 5.7.
In this model, every activity eventually follows every other activity. This means, given a complete
event log (which is not possible, as there are an infinite number of possible traces), our heuristic
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Figure 5.7: A short circuited Workflow net.

would never prune any place. This only means, that we fall back to the standard search of
finding only fitting places. We could try to exclude these loop behaviors, however it is important
to make a heuristic not to aggressive, as it could significantly restrict the ability of the algorithm
to discover enough places to return a useful model.
Another important advantage of our heuristic is, that we keep an important property imposed
by the standard eST-Miner. We can still discover long-term dependencies, as we rely on the
eventually follows relation rather than the directly follows relation. This means, the λ-interesting
places heuristic, keeps its advantage over other mining approaches, that fail to discover these
dependencies.
In the following, we give some theoretical insight in how the heuristic might speed up the search.
Essentially, the heuristic restricts the depth of the depth first search, depending on the number
of λ-Interesting dependencies occurring in the log.
Theorem 5.20. Let L be an event log and let A ⊆ A be the set of activities, which occur within L.
Let N := |A|. Let K ∈ N and λ ∈ (0, 1]. For each activity a ∈ A, let Aa := {b ∈ A |

λ
L

(a, b)}. If

for each activity a ∈ A, |Aa | ≤ K and if the roots of the CT are at depth 0, then the λ-interesting
places heuristic does not visit any place below the depth N + K − 3 in the search tree.
Proof. Let p = (I | O) be a place, with I, O ⊆ A, in the CT . Because the largest set I is
A \ {}, we know |I| ≤ N − 1. Moreover we have |O| ≤ K, because otherwise there would exists
an a ∈ I and b ∈ O, such that 6

λ
L

(a, b). Thus, the deepest place p = (I | O) has the property

that |I ∪ O| ≤ (N + K − 1). Now because a place at level 0 has one incoming and one outgoing
activity, we have that the deepest place, that we visit with the λ-interesting places heuristic, is
at depth (N + K − 1) − 2 = N + K − 3.
This means, if we can directly exclude many relations (i.e. K is small), then our heuristic will
significantly speed up our search.
An in depth experimental evaluation is presented in Chapter 7.
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Minimum Fitness Threshold

Another problem of the eST-Miner are its weak guarantees, when using τ < 1. For τ < 1, it
might be the case, that the result of the eST-Miner is not able to replay any trace of the event
log (see Example 5.3). We give a suggestion on how to overcome this problem. This strategy is
integrated into the search phase of the eST-Miner, and can work seamlessly alongside our other
optimizations.
Example 5.3. Let L5 be the following event log,
h
i
L5 = hI, a, c, i, hI, b, c, i .
The log corresponds to the language, defined by the Workflow net in Figure 5.8.

I

a

b

c



Figure 5.8: Example net, which generated the L5 event log.

For 0.5 < τ ≤ 1, the result of the eST-Miner has perfect fitness and perfect precision. The reason
for this is, that there are only two traces in L5 . So, the condition, that each place needs to fit
more than 50% of the log means, that each found place needs to be fitting with respect to both
traces in L5 .
This changes, if we choose τ ≤ 0.5. Now it is sufficient for a place to be fitting with respect to
either one of the two traces in L5 . In this case, the eST-Miner finds a lot more places, which
significantly restricts the allowed behavior. The resulting Workflow net can be found in Figure
5.9.
Because the eST-Miner has found a lot more fitting places than with τ > 0.5, the final net is too
restrictive in terms of allowed behavior, and does not allow the replay of any of the two traces
in L5 .
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b

I

a

c
Figure 5.9: eST-Miner output for τ = 0.5 on the log L5 .

Behavior as illustrated in Example 5.8 is a major problem, because using τ as a noise reduction
technique, might result in a Workflow net, that does not allow the replay of the most common
behavior, seen in the log.
In the following, we present our strategy to fix this problem.
The frequency of traces in an event log generally follows a Pareto distribution. This means that
a very small percentage of all trace variants, can actually be a very large portion of the log.
To still allow τ to perform noise filtering, a good guarantee would be to require a minimum
percentage of fitting traces. Because of the likely Pareto distribution, this makes sure, that the
most common trace variants are replayable, while infrequent variants can still be disregarded
using τ . Our strategy introduces a new user-definable parameter θ ∈ [0, 1], which is used to
guarantee, that a fraction θ of the traces in the log can be perfectly replayed. Our approach
works as follows:
Definition 5.21. Minimal Fitness Threshold Heuristic.
Let L be an event log and A ⊆ A be the set of activities in L. Let θ ∈ [0, 1] and let hσ1 , . . . , σn i
be the trace variants in L ordered by their frequency, while freqL (σi ) is the frequency of variant
P
σi in L. Let J ⊆ {1, . . . , n}, such that for each j ∈ J k∈{1,...,j} freqL (σk ) ≥ θ|L|. Let jmin be
the minimal element of J, if it exists. Let Limportant := {σi | i ∈ {1, . . . , jmin }}, if jmin exists,
and Limportant := ∅ otherwise. If we want to add a place p to the set Pfit , we are only allowed to
so, if the net N = (A, Pfit ∪ {p}) can perfectly replay all traces in Limportant .
This strategy can be implemented efficiently, because we just need to check, for all important
traces Limportant , if a new place p is fitting with respect to all traces in Limportant , which activate
p. This means, we can provide a very important guarantee, without any computational overhead. Additionally, the strategy can also be used alongside the λ-interesting places heuristic. A
drawback is, that we introduce an additional input dimension to the eST-Miner. However, the
meaning of the parameter θ is easy to understand. Hence, it can be used efficiently.

Chapter 6

Implementation
In order to test our results and provide an open source implementation of the eST-Miner, we
implemented the eST-Miner and our extensions. The eST-Miner has been integrated into the
Python framework for process mining, pm4py by Betri et al. (2019) [20].
In this chapter we discuss our code architecture, and present some tricks, which we have used
to make the eST-Miner run faster. All our code is written in Python and available on GitHub
(see [21]).

6.1

Architecture

We use the Strategy pattern to dynamically create versions of the eST-Miner with different
substeps. For this we classify five steps, that are executed in order by the eST-Miner and which
we want to configure freely:
• Pre-Processing Strategy
• Order Calculation Strategy
• Pre-Pruning Strategy
• Search Strategy
• Post-Processing Strategy
The Pre-Processing Strategy is some process that is carried out on the complete event log,
potentially filtering out certain traces depending on their properties.
The Order Calculation Strategy uses statistics obtained from the event log to construct the
orderings <i and <o , which are necessary for the search space traversal.
We use the Pre-Pruning Strategy in our search to identify and remove more subtrees from the
search tree, than we would be able to do, if we had just relied on the overfed or underfed property.
The Search Strategy specifies in what way we traverse the search tree. It relies on using the
46
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orderings provided by the Order Calculation Strategy and uses the heuristics provided by the
Pre-Pruning Strategy to prune subtrees.
The Post-Processing Strategy is then used to further reduce the set of fitting places, and make
the final net readable for an human interpreter.
We obtain the basic class structure given in Figure 6.1. By defining sub steps of the eST-Miner
1

1

eSTMinerTemplate
1

«interface»
PreProcessingStrategy

«interface»
PostProcessingStrategy

«interface»
SearchStrategy
1

«interface»
OrderCalculationStrategy

1

«interface»
PrePruningStrategy

Figure 6.1: The eST-Miner Architecture

and considering each substep as an interface, we are able to easily swap out certain steps of the
eST-Miner. This is important for us, as we test different ideas in this thesis.
To construct different versions of the eST-Miner, we use a Builder Pattern, as shown in Figure
6.2. With this pattern we can define new versions of the eST-Miner as code. Each version needs
to specify, which concrete implementation of each substep it uses. Using the EstMinerDirector
we can construct EstMinerTemplates, which can be used to mine a WorkFlow net from a given
event log.

6.2

Optimizations

In our implementation, we have deployed a few ideas to make the eST-Miner run faster.
An important optimization, that we have done, is to convert the event log and all activities from
strings to bitmasks. This way, we can check for a place p, if an event t occurs in •p or p• through
a simple AND-operation, instead of checking if a string occurs in a set of strings. This reduces
the runtime of the eST-Miner by a large margin.
As explained by Mannel et al. (2019) the eST-Miner can be parallelized, by executing the
traversal of each root place in its own process. We implemented this parallelization in Python,
further reducing the runtime of the eST-Miner, especially on CPUs with many cores.
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EstMinerDirector
return

+ builder: EstMinerBuilder

EstMinerTemplate

+ construct(EstMinerBuilder): void
Use

EstMinerBuilder
+ build_name()
+ build_pre_processing_strategy()
+ build_order_calculation_strategy()
+ build_pre_pruning_strategy()
+ build_search_strategy()
+ build_post_processing_strategy()

Extends

StandardEstMinerBuilder

Extends

...

InterestingPlacesEstMinerBuilder

Figure 6.2: The eST-Miner Builder Pattern

6.3

Post-Processing

In the post-processing phase, we need to solve an Integer Linear Program. There are different
solvers available, which provide implementations to solve Integer Linear Programs. A popular
choice for Python is the Gurobi Framework [22]. We have used the Gurobi Library to implement
our post-processing Strategy. We note, that there are other libraries available and it should be
easy to adapt our code or the given ILP to any solver.
Which places are removed because of their implicitness, depends on the order in which the set
of fitting places is traversed. We recommend to sort the set of fitting places by the number of
activities in a place. Places, which have many input and output activities should be checked
first for implicitness, as their removal can simplify the net.

Chapter 7

Experimental Evaluation
In this Chapter we experimentally investigate the effects of our improvements on the eST-Miner,
presented in Chapter 5. We use the same experimental setup as in Section 4.2. In our experiments
we use different event logs, some real, some artificial, in order to investigate and compare the
behavior of our suggested optimizations. The event logs and basic statistics about them can be
found in Table 7.1.
Log Type

Log Name

Abbreviation

Activities

Trace Variants

Source

Real

Sepsis
Sepsis-doubletraces
Sepsis (Filtered)
Road Traffic Fines Management

Sepsis
SepsisD
Sepsis*
RTFM

18
11
9
11

846
27
642
231

[17]
[17]
[17]
[18]

Artificial

Teleclaims (Filtered)
repairexample

Teleclaims*
Repair

10
12

12
77

[19]
[19]

Table 7.1: Overview of the event logs, used in out experiments.

Sepsis is a log, which contains hospital event data (see [17]). SepsisD is obtained by only keeping
traces from the original Sepsis event log, which occur at least twice. Sepsis* is obtained by
filtering the nine least frequent activities from the Sepsis event log. RTFM is a real event log,
which is unfiltered (see [18]).
For artificial logs, we use the Teleclaims* and Repair event logs. Teleclaims* is obtained
from the Teleclaims log by keeping the 85% most common trace variants. This is the same log
as used by Mannel et al. (2019) [1]. Repair is an unmodified artificial event log, also used in
experiments by Mannel et al. (2019) [1].

7.1

Runtime Comparison of Ordering Strategies

In this section, we investigate the effect on runtime of the search phase, which is caused by the
usage of different orderings within the eST-Miner. The different order strategies can be found in
Section 5.1. We recall, that changing the orderings can only influence the amount of time, which
is spend on the search phase. The runtime of the post-processing step, as well as the returned
49
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results stay the same regardless of the chosen orderings. The standard eST-Miner orders the
activities in a lexicographic way for both >i and >o , similar to the implementation by Mannel
et al. (2019) [1]. In Table 7.2 we summarize the different ordering strategies, which we analyze
in the following.
Ordering Strategy

Abbreviation

Section

Lexicographic
Absolute Activity Frequency
Absolute Trace Frequency
Average Trace Occurrence
Average First Occurrence Index

lex
absAF
absTF
avgTO
avgFOI

4
5.1.2.1
5.1.2.2
5.1.2.3
5.1.2.4

Table 7.2: Overview of different ordering strategies.

We perform the comparison of runtime of the different order strategies on three event logs. We
use the Repair log as an artificial event log. The logs Sepsis* and RTFM are used as examples
for real event data. For different choices of τ ∈ {1.0, 0.9, 0.8, 0.7, 0.6, 0.5}, we plot the runtime of
the search phase (in seconds) for the different ordering strategies. Each run has been repeated
five times and we plot the average time of these five runs.
We expect that our ordering strategies have a runtime advantage over using unoptimized orderings, in this case a lexicographic ordering of the activities for both >i and >o .

Figure 7.1: Effect of different ordering strategies on the Repair event log over different
choices of τ .

We observe in Figure 7.1, that all of our ordering strategies are faster than the lex ordering for
the Repair log. The fastest runtime is reached with the avgFOI ordering strategy for almost all
τ , apart from τ = 0.8 where absAF is the fastest ordering strategy. The strategy absTF yields
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the slowest of our optimized orderings. In general, we observe for all ordering strategies that the
required search time increases, if we decrease τ .

Figure 7.2: Effect of different ordering strategies on the RTFM event log over different choices
of τ .

In Figure 7.2, we observe similar behavior for the RTFM event log, as for the Repair log. All
optimized ordering strategies are faster than the lex strategy. The avgFOI is the fastest strategy
over all choices of τ . However, in absolute numbers all strategies are very slow to finish the search,
requiring multiple hours to do so. In addition the search runtime increases for all ordering
strategies, as we decrease τ . For all strategies, the search runtime is two to three times higher
for τ = 0.5, compared to τ = 1.0.
Figure 7.3 shows the effect of using the different strategies on the Sepsis* event log. The
observed behavior matches the behavior, which we have seen on the other two event logs.
In Table 7.3, we summarize, what fraction of the lex search runtime is, on average over all τ ,
required by each ordering strategy for each tested event log.
Order Strategy

Repair

RTFM

Sepsis*

absAF
absTF
avgTO
avgFOI

57.84%
76.13%
63.05%
57.67%

74.69%
72.95%
75.15%
64.94%

77.13%
77.99%
74.37%
69.29%

Table 7.3: Fraction of lex search runtime, which is on average required, to perform the search
on the event log with the indicated ordering strategy.

Similar to our above observations, avgFOI seems to be the fastest ordering strategy. The other
three strategies can not be clearly ranked based on our experiments.
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Figure 7.3: Effect of different ordering strategies on the Sepsis* event log over different
choices of τ .

We conclude, that we are able to perform the search in only about 60% to 80% of the time,
required by the standard eST-Miner, if we use one of our ordering strategies.
We find that the avgFOI is the best strategy in all of our experiments, needing only 58% to
70% of the lex search runtime, depending on the event log. Regardless of the chosen ordering
strategy, the search runtime with τ = 0.5 is on all three event logs two to three times higher
than the runtime of the search performed with τ = 1.0. This indicates, that a sophisticated
ordering might speed up the eST-Miner, but the runtime still depends significantly on the choice
of τ . This happens, because by decreasing τ , the traversal strategy visits deeper and hence more
nodes, as less places are pruned during the search.

7.2

Interesting Places Heuristic - Evaluation

In the following, we experimentally evaluate the λ-interesting places heuristic by comparing it
to the standard eST-Miner and additionally running it on event logs, which are far too large to
be processed using the eST-Miner. We first use λ = 1.0 for our comparisons and then dedicate
a specific section to the investigation of the λ threshold. We use abbreviations to distinguish
the standard eST-Miner from our heuristically optimized version. Our used abbreviations can
be obtained from Table 7.4.
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Miner Name

Abbreviation

Standard eST-Miner
λ-interesting places heuristic

eST-Miner
ip-eST-Miner

Table 7.4: Abbreviations used in this section to distinguish the standard eST-Miner from its
heuristically improved version.

7.2.1

Interesting Places Heuristic - Ability to Rediscover

In this section we experiment with different artificially constructed models with certain important
structures and test the ability of standard eST-Miner and the ip-eST-Miner to rediscover these
models. We first describe the model and the given event log and then present, whether the eSTMiner and the ip-eST-Miner have been able to rediscover the model. We fix the value of τ to 1.0,
in order to discover a model, which can replay the whole log. Furthermore, for the ip-eST-Miner
we use the threshold λ = 1.0, as this results in the maximal amount of pruning. Thus, if we can
rediscover the nets with λ = 1.0, we can conclude that we are also able to rediscover the models
with a λ < 1.0.

XOR and AND The model, which we want to rediscover is given in Figure 7.4. The given
net contains multiple splits and parallel executions of different activities. The event log on which
we base the rediscovering approach, is the event log L6 , defined as


L6 = hI, f, h, g, k, i, hI, b, d, j, i4 , hI, f, g, h, k, i3 , hI, b, c, j, i2 .

d
j

b
c

.



g
f

k
h

Figure 7.4: Petri net with two XOR and two AND splits.

Both the standard eST-Miner and the ip-eST-Miner are able to rediscover the net from the
log L6 . Other mining approaches, like the family of Inductive Miner algorithms and the different
Alpha Miner versions are also able to rediscover the model.

Long-Term Dependencies The ability to discover long-term dependencies, if they have evidence in an event log, is one of the unique properties of the eST-Miner, which most other mining
approaches are missing. In Figure 7.5, we present a model, which contains two long-term dependencies. An event log, which describes the behavior of that model is the log L7 , defined
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as


L7 := hI, a, c, d, f, i, hI, b, c, d, e, i .
a

f
c

.



d

b

e

Figure 7.5: Petri net with long-term dependencies.

Both the standard eST-Miner, as well as the ip-eST-Miner are able to rediscover the Petri net
in Figure 7.5. The Inductive Miner and the Alpha Miner are not able to rediscover this model,
as they are missing the ability to find long-term dependencies. This is one example, where the
abstractions done by the Alpha / Inductive Miner limit their capacity to extract all structures
contained in an event log. The ip-eST-Miner and eST-Miner do not have these limitations.

7.2.2

Comparison to eST-Miner

In the following, we compare the ip-eST-Miner to the standard eST-Miner. For this, we make
use of the three event logs: Sepsis*, Teleclaims* and Repair.

Fitness and Precision We expect, that the ip-eST-Miner discovers Workflow nets with better
fitness and worse precision values than the eST-Miner, as it accepts less places than the standard
eST-Miner.
Figure 7.6 shows the percentage of fitting traces of the model, obtained through running the
ip-eST-Miner and the eST-Miner with different values of τ . On the Sepsis* event log (Figure
7.6a), we observe that the ip-eST-Miner always mines models with at least as high fitness values,
as the standard eST-Miner. Starting from τ ≤ 0.9, the ip-eST-Miner discovers models, which
have higher fitness values, than the models, which are discovered by the standard eST-Miner.
For τ ≤ 0.7, the Workflow nets mined by the ip-eST-Miner fit about two to six times as many
traces as the nets mined by the standard eST-Miner.
On the Teleclaims* event log (Figure 7.6b), there is less difference in the fitness values of the
models mined by the eST-Miner, compared to the models mined by the ip-eST-Miner. Still, the
ip-eST-Miner always finds models, with at least as high fitness values, as the models, discovered
by the standard eST-Miner.
For the Repair event log (Figure 7.6c), we observe again that for τ ≤ 0.9, the ip-eST-Miner
discovers models with higher fitness values than the models, discovered by the eST-Miner. For
τ = 0.5, the eST-Miner mines a model with 0% fitting traces, while the ip-eST-Miner discovers
a Workflow net with about 48% fitting traces.
In Figure 7.7, we plot the precision scores of models, obtained through the ip-eST-Miner and
eST-Miner for different values of τ .
On the Sepsis* event log (Figure 7.7a), we observe, that for 0.8 ≤ τ ≤ 1.0, the models mined
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(a) Sepsis* event log.

(b) Teleclaims* event log.

(c) Repair event log.
Figure 7.6: Percentage of fitting traces of Workflow nets mined with the eST-Miner and
ip-eST-Miner on three event logs, for different choices of τ .

by the eST-Miner and the ip-eST-Miner have about the same precision score. For τ = 1.0, they
start at about 0.45 and continue to go up to about 0.59, for τ = 0.8. For τ < 0.8, the precision of
models discovered by the eST-Miner is higher than for models discovered by the ip-eST-Miner.
This difference is never larger than 0.23 points. The eST-Miner converges to finding models with
a precision of about 0.95. In comparison, the ip-eST-Miner converges to discovering Workflow
nets with precision scores of about 0.77.
On the Teleclaims* event log (Figure 7.7b), we observe that the precision scores of models
mined by the eST-Miner and the ip-eST-Miner are always almost equal. For τ = 1.0, they
discover models with a precision score of about 0.24, while the models mined with τ = 0.5 have
a precision of about 0.67. For both miner versions, the precision scores always of mined Workflow
nets increase, as τ is decreased.
Figure 7.7c shows the precision scores of models found on the Repair event log. We observe,
that the eST-Miner finds models with slightly higher precision than the ip-eST-Miner for most
values of τ . For τ = 1.0, the eST-Miner and the ip-eST-Miner both find models with a precision
of about 0.25. For τ = 0.5, the eST-Miner finds a model with a precision score of 1. On the other
hand, the ip-eST-Miner mines a Workflow net with a precision score of about 0.74 for τ = 0.5.
We conclude that the eST-Miner generally mines Workflow nets with a lower percentage of fitting
traces, but higher precision score than the ip-eST-Miner. Using the threshold τ , we can influence
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(a) Sepsis* event log.

(b) Teleclaims* event log.

(c) Repair event log.
Figure 7.7: Precision scores of the Workflow nets mined by eST-Miner and ip-eST-Miner on
three event logs, for different values of τ .

the fitness and precision of the Workflow nets mined by both eST-Miner versions. Considering
only fitness and precision, we are able to find good models on all three event logs, using both
the standard eST-Miner and the ip-eST-Miner.

Simplicity

In the following we analyze the simplicity of the Workflow nets mined by the eST-

Miner and the ip-eST-Miner on the Sepsis*, Teleclaims* and Repair event log. We recall that
our simplicity score measures the fraction of the number of transitions to the number of places.
The score lies in between zero and one. A Workflow net obtains a large simplicity score, if it is
of low complexity, while the metric assigns it a low score, if it is complicated.
In Figure 7.8, we observe the development of the simplicity score of the mined Workflow nets,
over τ . For all event logs, the eST-Miner finds Workflow nets with a higher simplicity score than
the ip-eST-Miner for τ close to 1.0. However, for τ < 0.6 or τ < 0.7, depending on the log,
the ip-eST-Miner finds Workflow nets with slightly higher simplicity scores than the standard
eST-Miner.
The number of edges of the mined models over τ are plotted in Figure 7.9. For τ ≤ 0.9, we
observe that the standard eST-Miner discovers Workflow nets with more edges than the ip-eSTMiner on all event logs. For τ = 1.0, the models discovered by the eST-Miner always have less
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(a) Sepsis* event log.

(b) Teleclaims* event log.

(c) Repair event log.
Figure 7.8: Simplicity score comparison of Workflow nets mined by the eST-Miner and ipeST-Miner on three event logs for different values of τ .

edges than the models found by the ip-eS-Miner. For τ ≤ 0.7, the Workflow nets mined by
the eST-Miner often have a significant number of edges more compared to the Workflow nets
discovered by the ip-eST-Miner. On the Repair event log with τ = 0.5, the eST-Miner finds a
model with 100 more edges than the model found by the ip-eST-Miner.
We conclude that the standard eST-Miner often finds more complicated Workflow nets, than the
ip-eST-Miner, especially for τ values closer to 0.5, than to 1.0. On all event logs, there exists
a value τ , after which the models obtained by the standard eST-Miner have a lower simplicity
score than the models discovered by the ip-eST-Miner. In addition, we have observed that the
models found by the eST-Miner have in most cases a significant number of edges more than the
models discovered by the ip-eST-Miner. This could be seen on all three event logs with most
values of τ .

Runtime

The following figures show an experimental evaluation of the search phase and post-

processing phase runtime, which is required by the standard eST-Miner and the ip-eST-Miner
on the Spesis*, Teleclaims* and Repair event log.
The time taken to perform the search phase for different values of τ , is plotted in Figure 7.10.
We observe, that the search runtime of the eST-Miner is, for τ = 1.0, about 30 to 100 times
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(a) Sepsis* event log.

(b) Teleclaims* event log.

(c) Repair event log.
Figure 7.9: Number of edges of Workflow nets mined by the eST-Miner and ip-eST-Miner
on three event logs for different values of τ .

higher than the search runtime of the ip-eST-Miner. For τ < 1 the search runtime increases
(sometimes drastically) for the eST-Miner, while the search runtime of the ip-eST-Miner stays
relatively constant. Thus the difference between search runtime of the ip-eST-Miner and the
eST-Miner gets even larger for smaller τ . For τ = 0.5, the ip-eST-Miner needs 2.7 seconds to
finish its search phase on the Repair log. The eST-Miner takes about 60 seconds to do the
same.
Figure 7.11 shows the execution time of the post-processing phase for different choices of τ .
We observe, that the post-processing phase of the standard eST-Miner is generally slower than
the post-processing phase of the ip-eST-Miner. On the Sepsis* event log, the post-processing
runtime of the ip-eST Miner is approximately constant at 0.05 seconds. On the other hand, the
eST-Miner has an increased post-processing runtime, as τ gets smaller. From τ = 1.0 to τ = 0.7,
the runtime increases from 1.8 seconds to 18.5 seconds in an almost linear manner. Starting
with τ = 0.6, the post-processing time of the eST-Miner rapidly increases to over a minute.
On the Teleclaims* (Figure 7.11b) set, the post-processing runtime of the eST-Miner is the
fastest for τ = 1.0 at about 452 seconds. In comparison, the ip-eST-Miner finishes it postprocessing phase for τ = 1.0 in only 0.2 seconds. Thus the ip-eST-Miner has an about 2260
times faster post-processing phase than the eST-Miner. This extreme difference in runtime
increases further for smaller τ . For τ = 0.5, the eST-Miner requires more than two days (49.4
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(a) Sepsis* event log.

(b) Teleclaims* event log.

(c) Repair event log.
Figure 7.10: Search runtime (in seconds) of the eST-Miner and ip-eST-Miner for different
values of τ on three event logs.

hours) to finish its post-processing step. The ip-eST-Miner finishes its post-processing phase, for
τ = 0.5, in about 39 seconds. Thus the post-processing phase of the ip-eST-Miner 4560 times
faster than the post-processing phase of the standard eST-Miner in this case. Similar noticeable
differences can also be observed on the Repair event log (see Figure 7.11c).
We conclude, that the ip-eST-Miner discovers nets with similar quality to the standard eSTMiner. It often does so in a very small fraction of the time, sometimes multiple thousand times
faster than eST-Miner. Reasons are the faster search and post-processing phases. This shows
that the ip-eST-Miner is a good performance improvement over the standard eST-Miner.
On these three event logs, it is preferable to pick the ip-eST-Miner over the eST-Miner, as it
allows us to obtain results in a few seconds to minutes, while the eST-Miner might take days to
find a net, which has only slightly better precision than the net, discovered by the ip-eST-Miner,
while having worse fitness.
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(a) Sepsis* event log.

(b) Teleclaims* event log.

(c) Repair event log.
Figure 7.11: Post-processing phase runtime (in seconds) of the eST-Miner and ip-eST-Miner
for different values of τ on three event logs.

7.2.3

Experiments on Large Event Logs

In addition to comparing the ip-eST-Miner to the standard eST-Miner, we perform experiments
with the ip-eST-Miner, which have not been possible with the eST-Miner. We run our heuristically optimized version on two larger real life event logs, and evaluate our results in the following.
The two event logs, which we use for evaluation, are the SepsisD and RTFM log. In addition we
use the unfiltered Sepsis event log to show, that there are also event logs, which have too many
activities to be efficiently handled by the ip-eST-Miner.

Fitness and Precision

We first plot the fitness and precision reached by models, which have

been mined on the RTFM and SepsisD event logs using the ip-eST-Miner.
We observe in Figure 7.12, that on both logs, the percentage of fitting traces decreases, as we
mine models with smaller values of τ . On the RTFM event log, the models mined by the ip-eSTMiner with τ ≤ 0.6 have 0% fitting traces, while the models mined with τ ≥ 0.7 have at least
68% fitting traces. On the SepsisD event log, the model discovered by the ip-eST-Miner for
τ = 0.5 has 25% fitting traces, while the models mined with τ ≥ 0.6 have at least 60% fitting
traces.
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(a) RTFM event log.

(b) SepsisD event log.

Figure 7.12: Percentage of fitting traces of the Workflow nets mined by the ip-eST-Miner for
different values of τ on the RTFM and SepsisD event logs.

(a) RTFM event log.

(b) SepsisD event log.

Figure 7.13: Precision score of the Workflow nets mined by the ip-eST-Miner for different
values of τ on the RTFM and SepsisD event logs.

Figure 7.13 shows, that the precision score of models mined by the ip-eST-Miner increases for
decreasing τ . On the RTFM event log, the ip-eST-Miner finds model with a minimal precision
score of about 0.45. Starting from τ = 0.7, it finds models with a precision score of 1.0. On the
SepsisD event log, the ip-eST-Miner mines a model with 0.4 precision for τ = 1.0. For τ ≥ 0.7,
it discovers models with a precision score of over 0.75, and for τ = 0.5, it finds a model with a
precision score of 1.0.
We conclude, that the ip-eST-Miner finds models with similar trends in fitness and precision
over different choices of τ , as we would expect from the models mined by standard eST-Miner.

Simplicity

In the following, we plot the simplicity score and the number of edges of the models

discovered by the ip-eST-Miner for different values of τ on the RTFM and SepsisD event logs.
In Figure 7.14, we observe that the ip-eST-Miner mines Workflow nets with a simplicity score
between 0.39 and 0.6 for all τ . The simplest model, mined by the ip-eST-Miner on the RTFM log,
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(a) RTFM event log.

(b) SepsisD event log.

Figure 7.14: Simplicity score of the Workflow nets mined by the ip-eST-Miner for different
values of τ on the RTFM and SepsisD event logs.

is discovered for τ = 0.7, with a simplicity score of about 0.57 and 39 edges. Similar behavior
can also be observed on the SepsisD event log in Figure 7.15.

(a) RTFM event log.

(b) SepsisD event log.

Figure 7.15: Number of edges of the Workflow nets mined by the ip-eST-Miner for different
values of τ on the RTFM and SepsisD event logs.

We conclude that the ip-eST-Miner is able to discover, simple as well as very complex models.
As with the standard eST-Miner, the ip-eST-Miner discovers the most complex models for small
values of τ .

Runtime

At last we look at the runtime of the ip-eST-Miner on the two larger real life event

logs.
Figure 7.16 shows the runtime of the search phase on the two event logs. On the RTFM event log,
the ip-eST-Miner needs about 12 to 17 seconds to finish the search, depending on the choice of τ .
In Section 4.2 we obtained that the standard eST-Miner required one hour for τ = 1.0 and four
hours for τ = 0.5 to finish the search phase on the RTFM event log. Hence, for τ = 1.0 the search
phase of the standard eST-Miner is about 300 times slower and for τ = 0.5 it is about 847 times
slower than the search phase of the ip-eST-Miner. On the SepsisD event log, the ip-eST-Miner
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(a) RTFM event log.

(b) SepsisD event log.

Figure 7.16: Search phase runtime of the ip-eST-Miner for different values of τ on the RTFM
and SepsisD event logs.

requires about 6 seconds for all τ to finish its search phase. Again we notice, that the search
phase runtime of the ip-eST-Miner stays relatively constant over all values of τ . This happens
on the RTFM log as well as the SepsisD event log.
Figure 7.17 shows the runtime of the post-processing phase of the ip-eST-Miner for multiple
values of τ , as well as the number of fitting and interesting places found for different values of τ .
The number of found places is small for most τ . For τ = 0.5, the ip-eST-Miner finds about 2500
places on the RTFM as well as the SepsisD event log. On the RTFM event log, the ip-eST-Miner
needs less than twenty seconds to finish the post-processing step for τ ≥ 0.8. However, for
τ = 0.5 the ip-eST-Miner needs about 350 seconds to finish the post-processing phase. Similar
behavior can also be observed on the SepsisD event log, where the post-processing step is fast for
τ ≥ 0.7, finishing in less than twenty seconds. On the other hand, for τ = 0.5, the ip-eST-Miner
needs about 250 seconds to perform the post-processing step.
We conclude, that the ip-eST-Miner can provide good results on real life event logs with up to
11 activities. It is fast enough to be used on the two given event logs with a small number of
activities. In contrast to the standard eST-Miner, we are able to process these event logs for
different choices of τ . This shows that the ip-eST-Miner is usable in certain practical settings,
where we can not feasibly use the standard eST-Miner.
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(a) Number of fitting places found on RTFM event (b) Post-processing phase runtime on the RTFM
log.
event log.

(c) Number of fitting places found on the SepsisD (d) Post-processing phase runtime on the SepsisD
event log.
event log.
Figure 7.17: Number of fitting and interesting places found by the ip-eST-Miner and required
post-processing phase runtime of the ip-eST-Miner for different values of τ on the RTFM and
SepsisD event logs.

Limitations of the ip-eST-Miner To illustrate the limitations of the ip-eST-Miner, we run
it on the unfiltered Sepsis event log, which consists of 18 activities and 846 trace variants.
In Figure 7.18, we observe that the Workflow nets mined by the ip-eST-Miner on the Sepsis log
have a similar development of the fitness and precision scores over the different values of τ , as
seen on the other event logs. However, the models have lower simplicity scores over the different
values of τ , than on the other event logs. For the majority of τ values, the simplicity score is
below 0.3. In addition, the number of edges is very high for most values of τ . Most Workflow
nets have 250 to 450 edges.
We conclude that the ip-eST-Miner is only able to find very complex Workflow nets for choices
of τ < 1.0. Because of their high number of edges and their large number of places, they are too
complex to be understood by a human interpreter.
In Figure 7.19, we observe that the ip-eST-Miner finds for most values of τ at most 1500 fitting
and interesting places. This is comparably large to the number of places found on the RTFM and
SepsisD event logs by the ip-eST-Miner for most values of τ . In contrast, the search-runtime
is, by a fair margin, larger than the search-runtime on the SepsisD or RTFM event logs, taking
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(a) Percentage of fitting traces.

(b) Precision score.

(c) Simplicity score.

(d) Number of edges.

Figure 7.18: Percentage of fitting traces, precision, simplicity and number of edges of the
Workflow nets mined by the ip-eST-Miner on the Sepsis event log for different values of τ .

about 2800 seconds for all values of τ . While this is slow, the search runtime does not increase
much, when τ is decreased. It is even constant for all τ ≤ 0.9. The post-processing phase is
relatively fast, compared to the search phase, taking at most 698 seconds for τ = 0.5.
We conclude that the ip-eST-Miner still successfully manages to limit the number of places,
which are found in the search phase. However, because of the high number of activities, the
search phase takes a lot of time, compared to the search on event logs with a smaller number
of activities. As in the previous experiments, the search-phase runtime of ip-eST-Miner stays
almost constant for all values of τ . This is a big advantage over the search runtime behavior,
which we observed on the standard eST-Miner. For the standard eST-Miner the search runtime
seemed to increase at least linear over decreasing τ . On this large event log, the mined Workflow
nets are of too high complexity to be useful for analysing the given process. Based on these
observations, we recommend to only use the ip-eST-Miner on event logs with a small number of
activities.
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(a) Number of fitting places.

(b) Search runtime.

(c) Post-processing runtime.
Figure 7.19: Number of fitting places, search and post-processing runtime for Workflows nets
mined by the ip-eST-Miner on the Sepsis event log for different values of τ .

7.2.4

Interesting Places Threshold Evaluation

We evaluate the effect of using different values for the λ threshold, which is used to decide,
if a place is λ-interesting or not. Remember that λ implicitly defines the amount of counter
evidence, which we ignore before a dependency becomes uninteresting. For evaluation, we rely
on the RTFM and SepsisD as real event logs. In our experiments, we try λ ∈ {1.0, 0.9, 0.8} as
possible threshold values. We do not use a λ < 0.8, as we do not think it makes sense to use this
heuristic with lower λ values, because this would result in too high computation times, which
we want to avoid with our heuristic.

Fitness and Precision

We expect that a larger λ results in higher fitness values over all τ

than a smaller λ. As λ is decreased, we expect to have higher precision, but also lower fitness.
In Figure 7.20 we plot the percentage of fitting traces of Workflow nets, mined with the ip-eSTMiner for different values of λ on the RTFM and SepsisD event logs. We observe, there is no
difference in the fitness of the Workflow nets mined on the RTFM event log. On the SepsisD
event log, the models mined with λ = 1.0 generally have higher fitness than the Workflow nets
mined with λ ∈ {0.9, 0.8}. The Workflow nets mined with λ = 0.8 also have a lower percentage
of fitting traces over all τ ≤ 1.0, than the Workflow nets mined with λ = 0.9.
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(a) RTFM event log.

(b) SepsisD event log.

Figure 7.20: Percentage of fitting traces of Workflow nets mined with the ip-eST-Miner for
different values of λ on the RTFM and SepsisD event logs.

(a) RTFM event log.

(b) SepsisD event log.

Figure 7.21: Precision score of Workflow nets mined with the ip-eST-Miner for different
values of λ on the RTFM and SepsisD event logs.

We plot the precision scores of the Workflow nets, which were mined with the ip-eST-Miner using
different values of λ on the RTFM and SepsisD event logs, in Figure 7.21. As with the percentage
of fitting traces, we observe that the Workflow nets mined with the ip-eST-Miner on the RTFM
event log do not show any discrepancies in their precision values over the different values of λ.
On the SepsisD, we also do not note any significant differences in the precision scores, which we
measured for different choices of λ.
We conclude that on our tested real life event logs, there is no noticeable difference in the
quality of the Workflow nets mined by the ip-eST-Miner for different choices of λ in the fitness
or precision dimensions. Based on our observations on the SepsisD event log, we infer that
using λ = 1.0 might be preferable over lower values of λ, because the mined Workflow nets have
a larger percentage of fitting traces over all τ , while having similar precision scores to the nets
mined with lower τ .

Simplicity

As using a λ < 1.0 possibly results in more fitting places, we expect Workflow nets

mined with λ < 1.0 to be slightly more complicated than Workflow nets mined with λ = 1.0.
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(a) RTFM event log.

(b) SepsisD event log.

Figure 7.22: Simplicity score of Workflow nets mined with the ip-eST-Miner for different
values of λ on the RTFM and SepsisD event logs.

We plot the simplicity score of Workflow nets mined with different values of λ using the ip-eSTMiner on the RTFM and SepsisD event logs in Figure 7.22. For both the RTFM as well as the
SepsisD event log, we observe that the Workflow nets mined with λ = 1.0 have slightly higher
simplicity scores for all τ than the Workflow nets mined with λ ∈ {0.9, 0.8}. We can not make
out differences between the simplicity score of models mined with λ = 0.9 and λ = 0.8.

(a) RTFM event log.

(b) SepsisD event log.

Figure 7.23: Number of edges in the Workflow nets mined with the ip-eST-Miner for different
values of λ on the RTFM and SepsisD event logs.

In Figure 7.23 we plot the number of edges of Workflow nets mined with different values of λ
using the ip-eST-Miner on the RTFM and SepsisD event logs. On both event logs, we notice that
over all choices of τ , the Workflow nets mined with λ = 1.0 have a lower number of edges than
Workflow nets mined with λ ∈ {0.9, 0.8}. As with the simplicity score, there is no major contrast
between the number of edges of Workflow nets mined with λ = 0.9 to nets mined with λ = 0.8.
We conclude that models mined with λ = 1.0 are generally simpler over all choices of τ on our
two event logs. We infer that if the simplicity quality dimension is vital for the quality of our
results, then λ = 1.0 is the best choice for λ in our heuristic.
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Computation Times

We first look at the number of fitting places, which are found using

different values of λ. Afterwards we consider the runtime of the search and post-processing
phases. Our expectations are that by decreasing λ, we find an increasing number of fitting
places, especially for smaller τ . Because previous metrics have not changed a lot for the values
of λ, which we have tried out, we expect similar small discrepancies for the computation times.

(a) RTFM event log.

(b) SepsisD event log.

Figure 7.24: Number of fitting places found with the ip-eST-Miner for different values of λ
on the RTFM and SepsisD event logs.

In Figure 7.24 we plot the number of places, which are found by the ip-eST-Miner for different
choices λ and for different values of τ . On the RTFM event log, we observe that, starting from
τ ≤ 0.8, the ip-eST-Miner finds a lot more fitting places, when using λ ∈ {0.9, 0.8} compared
to λ = 1.0. For τ = 0.5, the ip-eST-Miner with λ = 1.0 finds 2620 fitting places, while the
ip-eST-Miner with λ = 0.8 finds 11310 fitting places. On the SepsisD event log, we do not
observe as large differences, but again for τ ≤ 0.7, the ip-eST-Miner with λ = 0.8 finds more
fitting places, than the ip-eST-Miner with λ = 0.9, which again finds more fitting places than
the ip-eST-Miner with λ = 1.0.

(a) RTFM event log.

(b) SepsisD event log.

Figure 7.25: Search phase runtime (in seconds) of the ip-eST-Miner for different values of λ
on the RTFM and SepsisD event logs.

Figure 7.25 presents the computation time of the search phase (in seconds) for different values of
λ on the RTFM and SepsisD event logs. We observe that on the RTFM log, the search phase runtime
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of the ip-eST-Miner with λ ∈ {0.9, 0.8} is higher for all τ , than the search phase runtime of the
ip-eST-Miner with λ = 1.0. On the SepsisD event log, we again observe the same behavior, but
slightly less clearly.

(a) RTFM event log.

(b) SepsisD event log.

Figure 7.26: Post-processing phase runtime (in seconds) of the ip-eST-Miner for different
values of λ on the RTFM and SepsisD event logs.

Figure 7.26 presents post-processing phase runtime in seconds, required by the ip-eST-Miner for
λ ∈ {1.0, 0.9, 0.8} on the RTFM and SepsisD event logs. For the RTFM event log, we observe that
for τ ≤ 0.7, the post-processing phase of the ip-eST-Miner with λ ∈ {0.9, 0.8} takes noticeable
longer than the post-processing phase of the ip-eST-Miner with λ = 1.0. For τ = 0.5, the ipeST-Miner with λ = 1.0, requires about 325 seconds, while the ip-eST-Miner with λ = 0.8 needs
about 6290 seconds to finish their post-processing phases. Thus, the ip-eST-Miner with λ = 0.8
is about 19 times slower for τ = 0.5, than the ip-eST-Miner with λ = 1.0. A similar, but less
extreme behavior, can also be observed on the SepsisD event log. For τ = 0.5, the ip-eST-Miner
with λ = 0.8 requires about two times the time, needed by the ip-eST-Miner with λ = 1.0 to
finish its post-processing phase.
We conclude that, on the RTFM event log, the runtime of the search and post-processing phase
became slower for smaller λ, while fitness and precision of mined Workflow nets stayed the same
and the Workflow nets got more complex, compared to the Workflow nets mined with the ipeST-Miner using λ = 1.0. On the SepsisD event log, we could confirm this behavior, but it was
not as noticeable as on the RTFM log. Considering this, we could not notice any advantage of
using a λ < 1.0 in our experiments. Based on our observations we would recommend to use the
λ-interesting places heuristic with λ = 1.0, and rely on τ to obtain Workflow nets with different
fitness and precision values.

7.3

Minimum Fitness Threshold - Evaluation

In the following we evaluate the effect of requiring, that a certain fraction θ of all traces is
perfectly fitting with respect to the mined Workflow net. We run the ip-eST-Miner on the
SepsisD and RTFM event log, using different choices for θ and different choices of τ as input. We
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only use the ip-eST-Miner as it is not possible for us to evaluate the standard eST-Miner on our
real life event logs and the experiments above show, that they return very similar results.
We recall, that the corresponding heuristic does not require additional runtime, hence we only
compare the fitness and precision of our mined models.

(a) RTFM event log.

(b) SepsisD event log.

Figure 7.27: Percentage of fitting traces of Workflow nets mined with the ip-eST-Miner for
different values of θ on the RTFM and SepsisD event logs.

In Figure 7.27 we plot the percentage of fitting traces of the Workflow nets, obtained by running
the ip-eST-Miner with different values of τ and θ on the RTFM and SepsisD event logs. We
observe, that if θ is larger, than the percentage of fitting traces remains high, even for Workflow
nets mined with smaller values of τ . As an example consider running the ip-eST-Miner with
τ = 0.5 on the RTFM event log. The ip-eST-Miner with θ = 0.8 finds a Workflow net, which fits
about 97% of the traces in the RTFM event log, compared to 0% fitting traces for the Workflow
net, obtained by running the ip-eST-Miner with θ = 0.

(a) RTFM event log.

(b) SepsisD event log.

Figure 7.28: Simplicity score of Workflow nets mined with the ip-eST-Miner for different
values of θ on the RTFM and SepsisD event logs.

Figure 7.28 shows the precision score of the Workflow nets, obtained by running the ip-eST-Miner
with different values of τ and θ on the RTFM and SepsisD log. We observe, that by increasing
θ mined Workflow do not reach as high precision scores for decreasing τ , as with smaller θ. As
an example consider the SepsisD event log and the Workflow nets obtained from running the
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ip-eST-Miner with τ = 0.5. With θ = 0, the ip-eST-Miner finds a Workflow net with a precision
score of 1.0, while the ip-eST-Miner finds a model with a precision score of 0.5 with θ = 0.8.
By asserting a fitness threshold, using θ, we observe the effect, that we limit the precision of the
final Workflow net. If θ is too large, we severely limit the precision of our mined Workflow nets,
even for small τ . We conclude that the heuristic is useful in certain situations, where a fitness
guarantee is needed.

Chapter 8

Conclusion
In this thesis, we have suggested different optimizations for the eST-Miner and evaluated them
experimentally. Our first optimization has improved the search-phase runtime of the eST-Miner,
while not changing the returned results of the algorithm. The optimization has been based on
choosing the orderings >i and >o in a sophisticated way. By experimental evaluation, we have
found, that through selecting the right orderings, we can finish the search phase in about 60%
to 70% of the time, which has been required by the standard eST-Miner.
Our second suggestion has been a heuristic optimization. The results of the ip-eST-Miner are
different from the eST-Miner, as it restricts the search space even further. The mined nets
always have higher fitness values and sometimes slightly lower precision than the nets mined by
the eST-Miner. Models mined with the ip-eST-Miner seem to be of less complexity, than the
Workflow nets mined by the standard eST-Miner. But these have only been slight differences,
thus we have concluded that the quality of models mined by the eST-Miner is similar to those
discovered by the ip-eST-Miner.
The biggest advantage of using the ip-eST-Miner is the reduction in computation time, especially
for λ = 1.0, compared to the eST-Miner. The search phase of our heuristic improvement is in
our experiments often hundreds of times faster than the search phase of the standard eST-Miner.
It also has remained approximately constant over different choices of τ , in contrast to the search
runtime of the standard eST-Miner, which often increases linear over τ . The post-processing
phase of the ip-eST-Miner has been multiple thousand times faster than the post-processing
step of the standard eST-Miner in most of our experiments. This effect has been especially
apparent for smaller τ .
These improvements have enabled us to successfully work with the ip-eST-Miner on real life
event logs with up to eleven activities. The standard eST-Miner could not be feasibly used on
such event logs, because of far too large computation times.
We have also seen the limitations of the ip-eST-Miner while running it on an event log with
18 activities. This resulted in larger computation times and the obtained models have been to
complex to be understandable by a human interpreter.
In conclusion, the ip-eST-Miner is an useful tool for doing process mining on event logs with
a small number of activities. It is then able to discover process models much faster than the
73
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standard eST-Miner, while still finding complex process structures with evidence in the event
log.
As a last optimization, we have been able to guarantee, that the mined nets fit at minimum
fraction θ of traces in the log. We could use this guarantee with the standard eST-Miner, as well
as the ip-eST-Miner. This is useful, because the eST-Miner might find conflicting places, which
leads to Workflow nets unable to replay any trace within the log, even when choosing τ close to
one. By choosing θ > 0 in our experiments, we have limited the precision of models mined by the
ip-eST-Miner. But we have concluded that in certain situations, where replay fitness guarantees
are needed, this heuristic might be useful.
During our work, we have identified several possibilities for further research. For once, the models
obtained are often too complex to be understood by a human interpreter. We would strongly
benefit from a strategy, which simplifies the mined nets.
In addition, there is potential to use the eST-Miner to improve and enhance the results of other
mining approaches. For example, a strategy, which extends models mined by the Inductive
Miner with long term dependencies, which are found by the eST-Miner, could be interesting.
Another way of extending the Inductive Miner could be the usage of the ip-eST-Miner as a new
fall-through option.
The λ-interesting places heuristic could also be used in new eST-Miner versions, which further
restrict the class of mined Workflow nets. For example the eST-Miner version by Mannel et al.
(2019), which searches for uniwired Petri nets, could be further improved using our heuristic [23].
It also might be interesting to redefine the λ-interesting places heuristic to be more restrictive,
using other properties apart from the eventually follows relation. This could further improve the
runtime of the ip-eST-Miner.
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