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Abstract
Businesses trying to improve their product output need to understand the underlying
processes of their product. Process Mining helps businesses to discover and enhance their
processes. Process Mining deals with creating process models from collected data of an
arbitrary process. These discovered process models have to be validated. An important
part of Process Mining is conformance checking. This thesis is concerned with checking the
correctness of a process. Currently, conformance checking is mainly applied on Petri nets.
However, processes modeled with Petri nets can struggle with anomalies like deadlocks
and livelocks. A process model that is per design not affected by deadlocks is a process
tree. This thesis deals with applying conformance checking directly on process trees.
Computing alignments with a brute force approach for conformance checking is expensive.
A more elegant and faster solution approach is the search algorithm A*. We apply A* on
the alignment state space of the process tree and the trace to search efficiently for optimal
alignments. The algorithm will be implemented in PM4Py, a process mining library for
Python, and evaluated with synthetic data sets.
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Chapter 1

Introduction
These days, companies are collecting more and more data. Besides storing the data, they
need to find a use for the massive amounts of data. The ideal case is an increase in profit
of the company by making use of the information in the data. Profit can be raised by
optimizing a process. One approach is to identify the bottlenecks in a process causing
delays. Resolving the bottlenecks leads to a more efficient process and to a reduction of
used resources. Process Mining covers this topic. It uses the collected data from processes
to model the process, checking the correctness of existing process models, and improving
the processes models. These main topics of process mining are being called discovery, conformance checking, and enhancement. Creating a process model only with the information
provided by the collected data of the process is called discovery. Conformance checking
compares an existing process model with the collected data to check if the process model
resembles the real process and if not it shows where the deviation is located. The last type
of Process Mining is enhancement. Enhancement can be divided into repair and extension.
Repair improves an existing process model with the information provided by the collected
data. In contrast to repair, extension does not alter the structure of the process model.
It adds information to the process model, for example, the time each step in the process
needs. This perspective is computed from the collected data.
This thesis deals with applying conformance checking on process trees. We are computing
alignments on process trees to check the conformance which is already established for
Petri nets. Process trees have a few advantages over Petri nets. Process trees are sound
by construction which means that they are not affected by anomalies, e.g., deadlocks. The
anomalies are often followed by unintended behavior. Discovered Petri nets often contain
these anomalies [1]. Discovered Petri nets are constructed by an algorithm from the data
of a process, instead of being designed by a human. We also want to exploit the fact that
process trees provide more information on their behavior as Petri nets. We know for each
node in the process tree which sub-tree nodes lead to this node.
An approach to calculate alignments is to convert the alignment search into a shortest path
problem. We create a graph that represents all possible alignments, an alignment state
space. The edge’s cost depends on whether the process tree aligns with the process data or
not. After we started the shortest path problem we apply the A* search algorithm.
A* requires a heuristic. We apply a naive heuristic and a heuristic which guesses the
1
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remaining cost to the final state more accurately but is computationally more expensive
due to using linear programming. We compare the two heuristics to justify the use of a
more complicated one. Another important point is the comparison between the alignment
search on process trees and the alignment search on Petri nets. We compare the run time
and the memory usage of these approaches.

1.1

Motivation

The main goal of this thesis is to explore the possibilities that the alignment search on
process trees provides. The alignment approach is already used on Petri nets. We gain
more information by applying the alignment search on process trees instead of on Petri
nets. The resulting output provides the active subtrees to each triggered event. This
information can be used in alignment repair. Another improvement of the new approach
presented in this thesis is that it is not affected by the anomalies of a Petri net by applying
conformance checking on a process tree.

1.2

Research Goals

The main research questions in this thesis are:
• How do we apply conformance checking on process trees?
• How does conformance checking on process trees perform in comparison to conformance checking on Petri nets?
• How does conformance checking on process trees perform in comparison to different
heuristics?

1.3

Overview

The remainder of this thesis is structured as follows. The definitions and notations that
are used in this thesis are introduced in Chapter 3. In Chapter 2 we present the related
work to this thesis. The solution approach to the research goals is described in Chapter 4.
A fundamental description of the implementation of the algorithm is described in Chapter
5. The implementation is evaluated in Chapter 6 and a summary as well as ideas for future
work are given in Chapter 7. Chapter 7 also contains ideas and problems that result from
this thesis.

2

Chapter 2

Related Work
This thesis covers only a small part of conformance checking. Charmona et al. [2] provide a
broad overview regarding conformance checking. Also, a full overview over process mining
is provided by van der Aalst [1].
One of the first conformance checking methods are footprint matrices. This technique
uses two matrices: one generated from the event log and one from the process model.
These matrices contain the relation between each activity. Therefore, the model and the
event log should have the same matrices. Every mismatch in the matrices indicates an
unfitting model or a deviation in the event log. However, comparing footprint matrices has
a drawback. There are models that describe the event log but according to the footprint
matrices there are mismatches. Another problem is that this technique does not take the
number of repeated sequence sections into account. [1]
The Ph.D. thesis of Rozinat [3] provides an introduction to token-based replay on Petri
nets. This approach looks at the trace and fires the model transition in order of the trace
activities. Tokens are added if a transition cannot fire due to the lack of tokens. Also,
after all transitions have fired the remaining tokens that are not at the final place are
counted. The number of remaining and added tokens are used to calculate the precision
that indicates how well the model represents the trace. However, we have a problem if the
Petri net contains more than one transition with the same label. In this case, we do not
know which transition we have to fire. Another problem appears by adding tokens. This
may result in unwanted model behavior.
The current standard in conformance checking are alignments, which were introduced in
[4]. They are not affected by the problems that other notations have. In [4] the problem
of finding alignments is converted into a shortest path problem and is solved by the A*
algorithm. The heuristic for A* is calculated by setting up marking equations of the Petri
net to calculate how many transitions are needed to reach the final position. The marking
equations are solved with linear programming.
In [5], the authors picked up the idea and published an A* approach with additional parameters and performed a large scale experiment that shows improvements in the efficiency
of computing alignments. They compared two approaches of using linear programming
for the heuristic. The A* algorithm uses a score to select the next node. If two nodes
have the same score, a second score is taken into account. In [5], the authors are using
3
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two different second scores and compare them. The authors also tested different transition
limiting approaches to limit the nodes that have to be explored.
A technique to improve the performance of conformance checking algorithms is decomposition [6, 7]. The main idea is to split a complicated process model into separate parts.
The conformance is than distributively calculated.
A disadvantage of decomposition in comparison to the current approach is that the decomposition approach does not guarantee to compute the exact fitness value. The recomposition approach proposed by [8] guarantees an exact fitness value by using an iterative
decomposition approach.
An alternative approach to the approach of [4] is presented in [9]. In this work, the authors
do not use linear programming to estimate the cost to reach the final marking but look
at which transitions are used to get to the final marking. During the exploration in the
alignment search only the transitions are chosen that also fired in the LP solution.
The use of another cost function to maximize the synchronous moves in alignments is
introduced in [10]. The resulting alignments offer another insight into process models that
deviate. This approach also has better performance in specific contexts. For example, if
the alignment does not use log or model moves. The authors also introduced milestones.
Milestones are forcing the alignment to take certain synchronous moves.
The authors in [11] introduced a symbolic algorithm to compute alignments. This approach performs better on alignments with large state spaces in comparison to the A*
approach.
There are also algorithms for conformance checking in an online environment. In [12, 13]
an approach is presented using event streams and prefix-alignments.
In this thesis, we take the alignment search on Petri nets using A* from the Ph.D. thesis
of Adriansyah [4] and the optimization ideas from the authors in [5] to apply an alignment
search on process trees. The advantage of doing the alignment search on process trees
is that a process tree additionally provides the information which sub-process-trees are
responsible for a specific alignment section.

4
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Preliminaries
In this section we introduce basic preliminary definitions and notation, used in this thesis.

3.1

Event Log

The foundation on which conformance checking and all other process mining techniques
build are event logs. To create an event log we monitor a business process. What activity
is currently executed? What is the current time? To which process instance belongs the
current activity? All these data are grouped into an event. These events are typically
stored in a tabular format. Table 3.1 is an example of such an event log of a simplified
application process. The first column shows the unique identifier number for each event
while the second column shows the id for every case. The third column shows the performed activity and the last column shows the time stamp. Process mining techniques
can only be applied if each event contains at least the case id and the activity. An activity is a task within a process and is represented by a string. Each activity that belongs
to the same process instance gets the same case id. A complete process instance from
start to end is called a trace. A common representation of such a trace are sequences,
e.g., hreceive application, review application, accepti. The activities are ordered by time.
The event log is a set of sequences where each sequence can appear multiple times. This
structure is called a multi-set in mathematics. [1]
Definition 3.1. (Multi-set [13]) Let A be an arbitrary set of items. The multi-set is
typically defined as a function m : A → N. We define 0 as a natural number N. Each
element from A is mapped to the quantity of appearances in the multi-set.
For example, given A = {a, b, c} the multi-set [a, b3 ] contains one a and three times the b.
The function m would map in this example the a 7→ 1, b 7→ 3 and c 7→ 0.
The set of all possible multi-sets over A is denoted by B(A).
Definition 3.2. (Sequence [1, 5]) Given a set A. A sequence is defined as a function
s : {1, . . . , n} → A. Each position in the sequence is mapped to an item in the given set
A, i.e, s(1, . . . , n) ∈ A∗ .
A∗ denotes the Kleene star applied to A. A∗ represents all possible finite sequences over
5
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Table 3.1: A part of an event log of a simplified application process.
Event-id
...
456
457
458
459
460
461
462
...

Case-id
...
42
42
43
42
43
43
44
...

Activity
...
receive application
review application
receive application
reject
review application
accept
receive application
...

Time-stamp
...
2019-5-14 13:37
2019-5-14 14:38
2019-5-14 17:15
2019-6-14 12:26
2019-6-14 10:11
2019-6-14 16:46
2019-6-14 14:15
...

A. A sequence with a length of n can be represented by a string σ with σ = ha1 , a2 , . . . , an i
where ∀1<i<n (ai ∈ A). The activities can occur multiple times and in an arbitrary order.
For example, given the set A = {a, b, c} a possible sequence in A∗ would be ha, b, a, ai. We
call a sequence over a set of activities a trace.
Definition 3.3. (Event log [5]) Let A denote the set of activities. An event log L is a
multi-set of sequences over the activities in A, i. e. L ∈ B(A∗ )
Every single element of an event log L describes a trace. A trace can appear multiple
times because an event log is a multi-set. Table 3.1 is a representation of an event log. It
shows events ordered by time. We can convert this representation to an event log. Each
trace in the event log has the same case-id and we order its activities by the time they
were triggered.
Now we introduce the ”·” and the ”♦” operator [1] :
Let σ1 , σ2 ∈ A∗ be two sequences over A then concatenates σ1 · σ2 two sequences. For
example hb, ii · hr, di = hb, i, r, di is a concatenation between hb, ii and hr, di. The concatenation can be applied to a set of sequences. Let S1 , S2 , ..., Sn ⊆ A∗ be sets of sequences over
J
A∗ . S1 · S2 = {σ1 · σ2 | σ1 ∈ S1 , σ2 ∈ S2 } and 1≤i≤n Si = S1 · S2 · , ..., · Sn concatenates an
ordered collection of multi-set of sequences.
σ1 ♦σ2 represents all shuffled sequences where the order of the activities of each sequence σi
prevails. For example, hb, ii♦hr, di = {hb, i, r, di, hr, b, i, di, hr, d, b, ii, hb, r, d, ii, hb, r, i, di,
hr, b, d, ii}. Note that the order of "b, i" and "r, d" respectively does not change. The shuffle
operator can also be applied on sets of sequences : S1 ♦S2 = {σ ∈ σ1 ♦σ2 | σ1 ∈ S1 , σ2 ∈ S2 }.
♦1≤i≤n Si = S1 ♦S2 ♦, . . . , ♦Sn shuffles sets of sequences.

3.2

Petri Nets

Petri nets are a mathematical modeling language. They are used to model processes. A
Petri net is a bipartite and directed graph. It consists of places and transitions. An arc
can only run from a place to a transition or from a transition to a place. Tokens are used
to define the state of a Petri net. Each place can contain an arbitrary number of tokens.
To change the state of a Petri net we need to fire a transition. This means the transition
removes a token from each place that is connected to the transition and adds a token to
6
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accept
c
receive
a
p1

t1

review
p2

b
t2

τ

t3
reject
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t5

p5

d
t4
Figure 3.1: Petri net of the event log in Table 3.1.

each place that has a connection from the transition. A transition t can be fired if all
adjacent places that are connected by an arc from the place to the transition t have at
least one token. A distribution of tokens is called marking. A marking can be described as
a multi-set, e.g., [p1], is the displayed marking in Fig. 3.1. This marking enables transition
t1 which can be fired to change in a different state into the marking [p2]. Notice that after
firing a transition the number of token does not need to stay the same. It is possible that
the Petri net contains more token or less token after a transition fired.
To use the Petri net as a process model we label the transitions with the corresponding
activities.
Definition 3.4. (Labeled Petri net [1]) Let P be a finite set of places, T a finite set of
transitions such that P ∩ T = ∅ and F ⊆ (P × T ) ∪ (T × P ) is a set of directed arcs then
the triplet N = (P, T, F ) denotes a Petri net. For a labeled Petri net we define a set of
activity labels A and a labeling function l : T → A. The tuple N = (P, T, F, A, l) denotes
a labeled Petri net.
A fired transition in a labeled Petri net corresponds to a triggered event. We use the label
τ in a labeled Petri net to mark transitions that do not trigger an activity.
Given a place or a transition x, we define the places and transitions that have an arc
to x as •x = {y ∈ P ∪ T | (y, x) ∈ F } and the elements that have an arc from x as
x• = {y ∈ P ∪ T | (x, y) ∈ F }.
Petri nets can suffer from deadlocks and other anomalies. Models that have these properties are called unsound.
Definition 3.5. (Soundness [1]) Let N = (P, T, F, A, l) be a Petri net with the initial
marking mi and the final marking mf . N is sound if:
• (safeness) it does not hold multiple tokens at the same time,
• (proper completion) all tokens have to be at the final place, if the marking of the
model equals the end configuration called final marking indicating the end of the
process,
• (option to complete) each marking has an option to reach the final marking,
• (absence of dead parts) for each transition there should exist a marking that results
from the initial marking enabling the transition.
7
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3.3

Process Trees

A process tree is another representation of a process. The other common representations
namely Petri nets, workflow nets and BPMN models (Business Process Models and Notation) can be unsound. Unsound models do not describe a process well because they do
not terminate or model sequences that are not desired. A big problem is that the majority
of the discovered models are unsound. Block-structured models have the advantage that
they are sound by construction. A process tree is a notation that represents such a blockstructured model. There are a lot of inductive process discovery techniques that benefit
from the soundness of the process tree [1].
→

receive

×

review

accept

reject

Figure 3.2: Process tree of the event log in Fig. 3.1.
→

a

∧

×

b

a

a

b

b

a

b

c

Figure 3.3: All process tree operators with children.
A process tree is a tree and consists of operator nodes and activity nodes. The inner nodes
of a process tree are operators while the leaves are activities. An example of a process
tree can be seen in Fig. 3.2 [1].
There are four different operators with different behavior [1]. The → operator starts by
executing the leftmost child. After this child has been executed, we execute the child on
the right of the executed node. The → is finished after every child has been executed.
The × operator executes only one of its children and is finished after the child has been
executed. The ∧ operator executes all of its children in parallel.
The →, × and ∧ operator can have an arbitrary number of children.
The loop operator can be interpreted in different ways. In this thesis the operator has
exactly three children. A ”do” child, a ”redo” child and an ”exit” child. The leftmost child
of the
operator is the ”do”. The ”redo” child is in the middle child and the rightmost
child is the ”exit” child. At first, the
operator executes the ”do” child. Now we have
two possibilities. Either the ”exit” child is executed and the operator is finished or the
”redo” child is being executed. After the execution of the ”redo” child, the ”do” child has
to be executed. Again we have the two possibilities to choose between the ”redo” or the
”exit” child. Note that, we are able to execute the ”redo” child an arbitrary number of
8
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times. In Fig. 3.3, the ”do” child equals the ”a” node, the ”redo” child equals the ”b” node
and the ”exit” child equals the ”c” node. These nodes are activities.
An example of all operators is given in Fig. 3.3. Instead of representing a process tree
as a graph we represent it as a string, e.g., → (a, b), ×(a, b), ∧(a, b),
(a, b, c), are the
corresponding representations to the trees in Fig. 3.3. The string representation of the tree
depicted in Fig. 3.2 is → (receive, review, ×(accept, reject)). [1]
Definition 3.6. (Process tree syntax [1]) Let A be a finite set of activities with τ ∈
/ A.
⊕ := { → , × , ∧ } is a set of process tree operators. The label τ indicates that no activity
is executed.
• If a ∈ A ∪ { τ }, then Q = is a process tree,
• if n ≥ 1, Q1 , Q2 , . . . , Qn are process trees and ⊕ ∈ { → , × , ∧ }, then Q = ⊕(Q1 ,
Q2 , . . . , Qn ) is a process tree, and
• if n = 3 and Q1 , Q2 , Q3 are process trees then Q =

(Q1 , Q2 , Q3 ) is a process tree.

We call DA the set off all process trees over A.
Definition 3.7. (Process tree semantic [1]) Let Q ∈ DA be a process tree over A. L (Q) is
the language of Q, i.e., the set of traces that can be generated by the process tree. L (Q)
is defined recursively:
• L (Q) = {hai} if Q = a ∈ A,
• L (Q) = {hi} if Q = τ ,
• L (Q) =

J

• L (Q) =

S

1≤i≤n

1≤i≤n

L (Qi ) if Q = → (Q1 , Q2 , . . . , Qn ),
L (Qi ) if Q = ×(Q1 , Q2 , . . . , Qn ),

• L (Q) = ♦1≤i≤n L (Qi ) if Q = ∧(Q1 , Q2 , . . . , Qn ),
• L (Q) = {σ1 · σ10 · σ2 · σ20 · , . . . , · σm · γ ∈ A∗ | m ≥ 1, ∀1≤j≤m σj ∈ L (Q1 ), ∀1≤j<m σj0 ∈
L (Q2 ), γ ∈ L (Q3 )} ∪ {σ· γ|σj ∈ L (Q1 ), γ ∈ L (Q3 )} if Q = (Q1 , Q2 , Q3 ).
To execute a process tree we need to define a configuration in a process tree. Each node in
a process tree is either closed C, active A, enabled E, or future enabled F . We denote S
as the set of node states with S = {C, A, E, F }. The initial configuration has an enabled
root node and all other nodes are closed, e.g., the → process tree in Fig. 3.3 has the
initial configuration (E, C, C). (E, C, C) is a tuple representation of the configuration of
the process tree. The first entry in this example shows that the → operator is enabled and
the remaining entries show that the children are in a closed state. The end configuration
has only closed nodes, e.g., (C, C, C) following the last example.
We define a process tree configuration of a process tree with n nodes as a tuple t =
(x1 , . . . , xn ) where ∀1<i<n xi ∈ S, n ∈ N. The set of all configurations over a process tree
Q is denoted by θQ . We also call θQ the process tree state space of Q:
θQ = {(x1 , . . . , xn ) | ∀1<i<n xi ∈ S}
We refer to a configuration of a process tree as a state on the process tree state space. We
differentiate between leaf nodes (activities) and inner nodes (process tree operators). The
state transition of a process tree follows the following rules:
9
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• If a node is enabled, it can be activated.
• If a node is activated, then each child nodes states changes depending on the activated node’s type.
– If the activated node is a → operator, then the first child is enabled and the
rest are future enabled,
– if the activated node is a × operator, then one of the child nodes is enabled,
– if the activated node is a ∧ operator, then all of its child nodes are enabled,
– if the activated node is a
operator, then the do child is enabled and either
the redo or the exit child is future enabled.
• An activated node changes to a closed state if all its child nodes are closed or if it
has no child nodes.
• If the child of a → node closes and if the node has child nodes that are future enabled,
then is the left most future enabled child is enabled,
• after a do child of a operator closes the future enabled child of the
enabled. This child is either the redo child or the exit child,
• after a redo child closes the
are closed.

operator is

operator parent is enabled and all of its child nodes

An activated leaf node corresponds to a fired transition in a labeled Petri net.
Let Q be a process tree. A more formal description of the process tree configuration change
is denoted by the function succ : θQ → θQ . The functions need two helper functions
ha : (θQ , y) → θQ and hc : (θQ , y) → θQ . The function ch : N → Nn maps an index of a
configuration (x1 , . . . , xn ) to the indices of the children of the corresponding sub-process
tree. The function yields zero if the sub-process tree does not have any children. The
function p : N → Nn maps an index of a configuration (x1 , . . . , xn ) to its corresponding
parent sub-process tree. This function yields zero if the sub-process tree is the root node.
The function op : N → {→, ×, ∧, , 0} maps an index to the corresponding operator and
yields zero if the index points to an activity. The choice function a : Nn → N selects an
index of the input set with a uniform probability distribution.
We also introduce the πi notation: Given a tuple t = (x1 , x2 , . . . , xn ) in a Cartesian
product of n sets X1 , X2 , . . . , Xn , we denote πi (t) = xi for all i = 1, . . . , n. We override
the notation and extend the notation to be applied on sequences of tuples. Given a
sequence σ ∈ (X1 , . . . , Xn )∗ of length k so that σ = h(x11 , . . . , x1n ), . . . , (xk1 , . . . , xkn )i, then
10
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holds for all i = 1, . . . , n, πi (σ) = h(x1i , . . . , xki )i ∈ Xi∗ .

ha (((x1 , . . . , xn ), y)) :=



(x1 , . . . , xn ) : xπ1 (ch(y)) = E,






∀2<k<|ch(y)| xπk (ch(y)) = F






(x1 , . . . , xn ) : xa(ch(y)) = E

(x , . . . , x ) : ∀

x =E

1
n
k∈ch(y) k




(x1 , . . . , xn ) : xπ1 (ch(y)) = E,





xa(ch(y)\π1 (ch(y))) = F






(x1 , . . . , xn )

hc (((x1 , . . . , xn ), y)) :=

(x1 , . . . , xn )

if op(y) = ×
if op(y) = ∧ (3.1)
if op(y) =
otherwise



(x1 , . . . , xn ) : xy+1 = E












(x1 , . . . , xn ) : ∀k∈ch(p(y))∧xk =F xk = E




(x1 , . . . , xn ) : xp(y) = E











if op(y) = →

if op(y) = → and
y < |ch(y)|
if op(p(y)) = and
π1 (ch(p(y))) = y
if op(p(y)) = and
π2 (ch(p(y))) = y
otherwise
(3.2)



hc ((x1 , . . . , xn ), i) : xi = C


if xi = A ∧ ∀y∈ch(xi ) xy = C
succ((x1 , . . . , xn )) := ha ((x1 , . . . , xn ), i) : xi = A if xi = E


(x , . . . , x )
otherwise
1
n

3.4

(3.3)

Alignments

Alignments are one of the cornerstones in conformance checking. They join process models
and event logs. The main task is to check if a trace is described by the process model.
The ideal case is that the trace is aligned perfectly in the model, e.g., the alignment of
the trace hreceive application, review application, accepti and the Petri net is shown in
Fig. 3.1. This alignment is represented by a two-row matrix in Table 3.2, where each
column is a pair, e.g., (accept, accept), is a pair of the Table 3.2. The upper row in
the matrix resembles the trace and the first entry in each cell resembles an event in a
trace. The lower row corresponds to a sequence in the process model and the second entry
in each cell resembles an activated activity in the process model. The corresponding sequence of pairs of the alignment in Table 3.2 is h(receive application, receive application),
(review application, review application), (accept, accept)i.
Table 3.2: An optimal alignment example without a skip.
receive application
receive application

review application
review application
11
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Table 3.3: Alignment examples with two skips.

receive
receive

accept


receive

receive review
review

review accept

accept review
accept

receive accept
receive


review
review


reject

To describe unfitting behavior we introduce the possibility to skip an event in the trace or
skip a transition in the process model. We indicate such a skip with ””. For the trace
hreceive, accept, reviewi we have three different optimal alignments displayed in the tables
in Table 3.3. An optimal alignment is an alignment with the least possible number of skips.
Skipping even allows us to align a trace to a process model that has no similar activities.
This can be achieved by skipping all activities in the process model and therefore having
no events in the trace to align with the process model. After that, we have to skip process
model activities until we have executed the whole trace. We choose the process model
activity sequence with the least number of activities. This leads to a better alignment
because longer activity sequences result in an alignment with more skip moves.
The example in Table 3.3 shows that we have three different alignment components to
build an alignment. An alignment can be interpreted as a sequence of moves.
• (synchronous move) describes the pair (e, a) where the event e from the trace and
the triggered activity a from the process model coincide. This means that e = a,
e 6= , and therefore also a 6= .
• (log move) denotes that only the trace continues, and we do not execute the process
model. We denote the log move (e, a) with e 6=  and a =.
• (model move) denotes that only the process model triggers an event and the trace
from the event log does not get to be aligned. We denote the model move (e, a) with
e =  and a 6= .
To formally define an alignment as in the article [5] we introduce the filtering function ↓X
for a set X.
The function (X)↓Y filters all elements of X that are not in the set Y . Given two sets X
and Y where Y ⊆ X, we define the filter function ↓Y : X ∗ → Y ∗ as follows :

(hxi · σ)↓Y :=




hi

hxi · (σ)↓Y



(σ)

↓Y

if hxi · σ = hi
if x ∈ Y
if x ∈
/Y

(3.4)

Definition 3.8. (Alignment [5, 13]) Let A and T are sets of activities and let σ ∈ A∗ be
a trace. Let Q ∈ DT be a process tree over T . Let si , sf ∈ θQ denote the initial and final
state. Let  ∈
/ A define the skip symbol. A sequence γ ∈ ((A ∪ {}) × (T ∪ {}))∗ is
an alignment:
• if (π1 (γ))↓A = σ, i.e., the trace sequence in the alignment equals the trace without
the  labels,
12
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π2 (γ)↓

T
sf , i.e., the sequence generated from the process tree from the initial
• if si −−−−−→
state to the final state equals the process tree sequence in the alignment without the
 label,

• if (, ) ∈
/ γ, i.e., there is no part in the alignment where a move in the model and
in the trace is skipped.
We denote Γ(Q, σ) as the set of all possible alignments of a process tree Q and a trace σ.
We can form many alignments from a process model and a trace. However, we want to get
the optimal alignment with the least possible number of  symbols. To formally define
the optimal alignment we use a cost function which adds a penalty to each skip label used
in the alignment. The optimal alignment is the alignment with the minimal cost value
over all possible alignments. [5]
Definition 3.9. (Alignment cost and standard cost function [5]) Let σ ∈ A∗ be a trace
and QA0 be a process tree over the activity set A0 with si , sf ∈ θQA0 as initial and final
state. Let  ∈
/ A ∪ A0 and let c : (A ∪ {}) × (A0 ∪ {}) → R≥0 be a cost function. The
cost k c with a given cost function c of a given alignment γ ∈ Γ(Q, σ) is defined as:
c

k (γ) =

|γ|
X

c(γ(i)).

(3.5)

i=1

We denote the optimal alignment using the cost function c as:
γcopt ∈ arg minγ∈Γ(Q,σ) k c (γ).

(3.6)

Note that k c (γ) can have multiple optimal alignments.
The standard cost function uses a penalty of one for each used skip label and an ∞ penalty
if the alignment is aligned wrong. Let a ∈ A ∪ {} and e ∈ A0 ∪ {}


0


if a ∈ A, t ∈ A0 and a = e or a =  and e = τ
c(a, t) := ∞ if a ∈ A, e ∈ A0 and a 6= e


1
otherwise

(3.7)

For example the alignment in Table 3.3 h(receive, receive), (accept, ), (review, review), (
, accept)i results with the standard cost function c in a cost of: 2 = 0 + 1 + 0 + 1 =
c(receive, receive) + c(accept, ) + c(review, review) + (, accept).

3.5

Linear programming

Linear programming (LP) is a method to solve specific optimization problems [14]. The
general linear optimization problem states max c(x) with x ∈ S where S ⊆ Rn is a linear
restricted range and a cost function c : S → R. We can transform a maximization problem
into a minimization problem as
max c(x) = −(minx∈S − c(x)).
x∈S

13
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Let A ∈ Rm×n denote a matrix with rank(A) = m and b ∈ Rm with b ≥ 0 and c ∈ Rn
be two vectors with m ≤ n then the problem is in standard form if it has the following
form:
maximize:

cT x,

subject to: Ax = b,
x≥0
where x ∈ Rn . The solution to this problem can be computed by the simplex algorithm.
An overview of the simplex algorithm is given in the book [14].
Integer linear programming restricts the solution to integers. The form of the standard
form stays the same except for x ∈ Rn is changed to x ∈ Zn .
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Computing Optimal Alignments
This section deals with computing the optimal alignment of process trees. First, we
introduce the alignment state space and define a shortest path problem on the alignment
state space in order to be able to apply the A* algorithm, followed by the application of the
A* algorithm onto the alignment state space. The shortest path through the alignment
state space corresponds to an optimal alignment. Afterward, we present the heuristics
used for the A*.

4.1

Alignment State Space

A state in the alignment state space consists of a configuration of the process tree and an
event position in the trace. The event positions range from 0 to the length of the trace.
The event position 1 points to the first event and 0 points to no event in the trace as it
represents that no event has been triggered. For example (0, (A, A, F, F, C, C)) in Fig. 4.2
shows that we did not align any event in the trace and at the process tree configuration
where we activated the ”application receive” event. Note that, the only difference towards
the process tree state space is that we have an additional index for the trace. That also
means that the alignment state space is n times bigger than the process tree state space
where n is the length of the trace. We denote the initial state of the alignment state space
si with (0, sPi ) where sPi represents the initial configuration of the process tree, e.g., the
process tree configuration (E, C, C, C, C, C). The final state consists of (n, sPf ) where n
indicates the length of the trace and sPf the final configuration of the process tree, e.g.,
the process tree configuration (C, C, C, C, C, C). In each transition in the alignment state
space either the trace pointer increases, the process tree configuration changes, or both
changes are executed. We can only change the index and the process tree configuration
together if the process tree configuration changes to a state where the same activity is
activated as corresponding activity in the trace to the increased index. This transition
equals a synchronous move. The  symbol is used to denote that the trace index or the
process tree configuration does not change.
The alignment state space has the following transition possibilities:
• An increase of the trace pointer indicates a log move which corresponds to a transition label (l, ) with l ∈ A, e.g., the transition (a, ) from [0, (E, C, C, C, C, C)] to
[1, (E, C, C, C, C, C)] in Fig. 4.1,
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(, a)
[0, (A,E,F,F,C,C)]

[0, (A,A,F,F,C,C)]

[0, (E,C,C,C,C,C)]

(, succ())
(a, )

...

(, succ())

(a, a) (a, )

(, succ())

(a, a)

(a, )

(, succ())

[1, (E,C,C,C,C,C)]

[1, (A,A,F,F,C,C)]

...

[1, (A,E,F,F,C,C)]

...

...

...

...

...

...

...

...

Figure 4.1: A section of the alignment state space of the trace ha, b, ci and the process
tree in Fig. 3.2. It shows the reduced alignment transitions in red.
• a change of the process model configuration indicates a model move which corresponds to a transition label (, succ(x)) where succ() is the successor function of the
process tree and x is the configuration from were the transition starts, e.g., the transition (, succ((E, C, C, C, C, C))) from [0, (E, C, C, C, C, C)] to [0, (A, E, F, F, C, C)]
for the initial state of the process tree in Fig. 3.2 and an arbitrary trace,
• an increase of the trace pointer and a change of the process model configuration
indicates a sync move which corresponds to the transition label (a, succ(x)) with
a ∈ A0 and succ(x) = a, e.g., the transition (a, succ((A, E, F, F, C, C))) from
[0, (A, E, F, F, C, C)] to [1, (A, A, F, F, C, C)] of the process tree in Fig. 3.2 and an
arbitrary trace.
Note that we have a lot of model moves in the alignment state space where no activity
is triggered. Configurations with no activated activity node cannot take a synchronous
move. For this reason we will shorten the representation of the alignment state space by
skipping alignment states with these configurations.
We only display states that fired an activity. We label the transitions respectively with
the activities that they fired after the state change. The transitions are labeled with the
set (l, m) where l ∈ A ∪ {} and m ∈ A0 ∪ {} with A and A0 as activity sets. The
skip symbol ”” indicates that the log or the state of the process tree does not change
in the transition. We mark a silent transition, a model move where no activity is fired,
with a ”τ ” label. Fig. 4.1 elucidates the difference between the full alignment state space
representation and the reduced representation. The reduced representation uses the same
log moves, but does not use the same model move transitions. The reduced model move
transitions are red in Fig. 4.1. A model move transition in the reduced representation
always corresponds to a fired activity.
There are three options for the reduced alignment state change:
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[0, (E,C,C,C,C,C)] [0, (A,A,F,F,C,C)] [0, (A,C,A,F,C,C)]

(, a)
(a, )

...

(, b)

(a, a)

(a, )

...

(a, )

[1, (A,A,F,F,C,C)] [1, (A,C,A,F,C,C)]

[1, (E,C,C,C,C,C)]

(, a)

(, b)

(b, )

(b, )

(b, b)

(, b)

...

..
.

...

...

...

(b, )

[2, (E,C,C,C,C,C)]

(, a)

...

...

...

..
.

..
.

Figure 4.2: A section of the alignment state space of the trace ha, b, ci and the process
tree in Fig. 3.2.

• An increase of the trace pointer indicates a log move which corresponds to a transition label (l, ) with l ∈ A, e.g., the transition (a, ) from [0, (E, C, C, C, C, C)] to
[1, (E, C, C, C, C, C)] in Fig. 4.2,
• a change of the process model configuration indicates a model move which corresponds to a transition label (, m) with m ∈ A, e.g., the transition (, a) from
[0, (E, C, C, C, C, C)] to [0, (A, A, F, F, C, C)] in Fig. 4.2,
• an increase of the trace pointer and a change of the process model configuration
which indicates a sync move with the transition label (s, s) with s ∈ A0 , e.g., the
transition (a, a) from [0, (E, C, C, C, C, C)] to [1, (A, A, F, F, C, C)] in Fig. 4.2.
An example for the reduced alignment state space is displayed in Fig. 4.2. In this fig(,a)

ure the transition [0, (E, C, C, C, C, C)] −−−→ [0, (A, A, F, F, C, C)] is a representation of
(,τ )

(,a)

[0, (E, C, C, C, C, C)] −−−→ [0, (A, E, F, F, C, C)] −−−→ [0, (A, A, F, F, C, C)]. The alignment state space in Fig. 4.2 displays the synchronous moves as dashed lines and the model
and log moves as continuous lines.
We denote the alignment state space with χ = (ν, κ, λ(κ)) where ν are the alignment states
and κ the edges with the labeling function λ(κ).
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4.2

Searching for Optimal Alignments

We defined the alignment state space over a process tree Q and a trace with length n that
starts with the initial configuration of a process tree with no trace activity aligned (0, mi )
and ends with the final configuration with all trace activities aligned (n, sf ). Every possible
path between these nodes represents an alignment as we are able to take a synchronous
move transition, a log move transition or a model move transition from each state. Each
transition is labeled with (l, m) which corresponds to an alignment pair. We apply a cost
function on the label and assign a cost to each transition. If we apply the standard cost
function the path with a perfect alignment corresponds to a cost of zero. This path only
contains synchronous moves or silent model moves. If another path deviates from a perfect
alignment it has to take log and model moves which correspond to a higher total cost. An
optimal alignment of a trace and a process tree corresponds to a path in the alignment
state space with a minimal total cost over all possible paths through the alignment state
space. [15]
To find this path we use a shortest path algorithm as we are able to interpret the cost of
a transition as a distance.

4.3

A* Search Algorithm

The A* algorithm is a solution approach for the shortest path problem. A* belongs to the
class of informed search algorithms. It uses a heuristic to rule paths out. The heuristics
h(x) estimates the cost from a node x to the goal node. A* is a generalization of the
Dijkstra search algorithm. Dijkstra is an uninformed search algorithm that searches for
the shortest path by using only the cost value from the start node to the current node
g(x) [15]. If we choose a bad heuristic for the A* algorithm we would get close to an
uninformed search. For example, a heuristic that is always zero is equal to Dijkstra.
The A* algorithm operates with an open list and a closed list. The open list contains
the nodes that can be explored. The closed list contains the nodes that have already
been explored. Each node has a cost and a predecessor. The cost is determined by
f (x) = g(x) + h(x). The cost from the start node to the current node g(x) is derived by
adding the predecessor transitions from the node x to the start node up. The start node
is the only node in the open list at the beginning. We pick a node from the open list with
the lowest cost. After that, we remove the node from the open list and add it to the closed
list. We explore the nodes that can be reached by the transitions from the current node.
If the explored node is not in the closed list we add the node to the open list. We also
calculate the cost of this node. If the explored node is already in the open list and the
calculated cost is lower than the previously calculated cost than we update the cost of the
explored node and its predecessor.
A heuristic h(x) is admissible if it never overestimates the cost to the final node. A heuristic
is consistent if it is admissible and if it satisfies the condition h(x) ≤ c(x, y) + h(y) where
c(x, y) denotes the cost between node x and the successor node y. That means that the
estimated cost of a node cannot be a greater cost than the sum of the cost between a
node and its successor node and estimated cost of the successor node. The minimum
requirement for a heuristic is that it is admissible. A* algorithm can use a closed list if
a heuristic is also consistent. If the heuristic is only admissible the A* algorithm needs
18
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to allow a node to be expanded multiple times because the heuristic does not guarantee
a shortest path. Also, the algorithm cannot cope with graphs with negative edge costs
[15].
The heuristic allows us to limit the alignment state space that has to be explored. This
saves computation time. In the ideal case, we save more time than we need to calculate
the heuristic.

4.3.1

Heuristic

We have already defined the alignment state space where we are able to apply the Dijkstra
algorithm. However, we want to apply the A* which is faster than the Dijkstra if we use
a good heuristic. We introduce two different heuristics that speed up the search in the
alignment state space.
Naive approach
We look from a state in the state space at the activities that follow in the trace σ and we
look at the possible activities that the process model can trigger P . For each upcoming
activity of the trace that is not in the set of possible future activities of the current
configuration in the process model the cost increases by one. Given the sets σ and P
where T is the set of all future activities from the state x and P is the set of all possible
future activities from the process tree configuration of the state x than is the heuristic
denoted by:
h(x) = |{a | a ∈ T ∧ a ∈
/ P }|
(4.1)
The heuristic is never negative. We do not overestimate the cost as we definitely have to
take a model or a log move if the activity is in the trace and is not in the future activities of
the process tree. Note that, the heuristic value cannot decrease after taking a transition.
It can only increase after a model move removes the possibility for the trace to align with
the process tree. Therefore, is the constant h(x) ≤ c(x, y) + h(y) fulfilled. Thus, the naive
heuristic is consistent. The problem with this heuristic is that the cost is often 0. This
means that the algorithm is almost identical to Dijkstra.
Marking equation approach
Another consistent heuristic uses the marking equation of Petri nets as proposed in [5].
The main idea is to calculate how many transitions are needed to reach the final state
from an arbitrary state. This can be archived by solving the marking equation with linear
programming. [5]
The marking equations of a Petri net describes the behavior of a Petri net in equations.
The marking equation m
~ + N · ~x = m
~ 0 has a start marking m
~ and a final marking m
~0
and an incidence matrix which describes the marking changes. Each entry of the vectors
represents the number of tokens at a place. A column in the incidence matrix defines
a transition and its effect on the places that are represented by the rows. A transition
removes or adds a token into a place that is represented with 1 or -1 respectively in the
incidence matrix. Equation 4.2 shows N the incidence matrix of the Petri net in Fig. 3.1.
Furthermore, we describe the unknown number of times that we take each transition to
reach the final marking with the vector ~x. An example of the marking equation of the
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m
~ + N · ~x = m
~0
 
 t1 t2 t3 t4   
 
p1 0
a
0
0
p1 −1 0
p1 1

 

p2 
0
p2
p2 
0
 b
 1 −1 0
0
 
·  =

  +
p3 0
1 −1 −1  c 
p3 0
p3 0
p4 1
d
0
1
1
p4 0
p4 0

(4.2)

Petri net in Fig. 3.1 with the initial marking as shown in the figure to the final marking is
the Equation 4.2.
A solution to the marking equation shows the transitions that have been triggered and
how often they
xT =

 have been triggered. A possible solution to the Equation 4.2 is ~
1 1 1 0 . This solution represents a triggered a, b, and c transition. Note that the
solution does not show in which order the transitions were triggered. Observe
that it is

T
possible that there are many solutions to the marking equation, e.g., ~x = 1 1 0 1 ,
is another solution to the Equation 4.2 [5].
In regard to the heuristic, we want the solution with the least number of transitions to
the final state. Furthermore, we can add a cost vector ~c to punish specific transitions. In
conclusion, we need to solve min(~c T ~x | m
~0=m
~ + N · ~x). The dot product ~c T ~x equals the
additions of all fired transitions each timed with its cost.
In regards to the application on the A* search, we want to create a Petri net that mimics
the search on the alignment state space to estimate the cost precisely. We modeled the
alignment state space with a trace and the process tree and added synchronous moves if
the trace and the process tree activity can be aligned. We can model this also with a Petri
net. We need to convert the trace and the process tree into a Petri net and join them by
adding synchronous moves. We define this Petri net as a synchronous product net.
We start by converting the trace into a Petri net and unite this trace Petri net and the
Petri net of the process tree to a synchronous product net. We also call the Petri net of
the trace trace net. An example of a converted trace is displayed in Fig.4.3.
Definition 4.1. (Trace net [5, 13] ) Let σ ∈ A be a trace and |σ| > 0. We denote the
trace net of σ as a labeled Petri net N σ = (P σ , T σ , F σ , λσ ) , mσi as initial marking, mσf as
final marking and mσk with k ∈ [0, |σ|] as the marking that corresponds to (k − 1) triggered
events with:
• P σ = {pi | i ≤ i ≤ |σ|}
• T σ = {ti | i ≤ i ≤ |σ|}
• F σ = {(pi , ti )| 1 ≤ i ≤ |σ| ∧ pi ∈ P ∧ ti ∈ T } ∪ {(ti , pi+1 ) | 1 ≤ i ≤ |σ| ∧ pi+1 ∈
P ∧ ti ∈ T }
• λσ = σ(i), for 1 ≤ i ≤ |σ|
• mσi = [p0 ], mσf = [p|σ| ], mσk = [pk ] for k ∈ [0, |σ|]
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a
p1

t1

p2

b
t2

p3

Figure 4.3: A trace net example from the trace ha, bi with the mσ1 marking.

To create the Petri net from the process tree we transform each operator into a simple Petri
net component. Fig. 4.4 pictures structures of the basic components which the process tree
operators are converted into. The pictured Petri nets in Fig. 4.4a, Fig. 4.4c and Fig. 4.4d
model two events. However, we can extend the models to model an arbitrary amount
of events. The loop component is fixed to three child nodes. The Petri net in Fig. 4.4c
models a parallel behavior using silent transitions marked in back. These transitions can
fire anytime if they are enabled. Silent transitions do not trigger an event. Each operator
has a start and a final place. So does each activity for example in Fig. 4.4c the start place
of the activity ”a” is p2 and the final place is p3. That means each operator and activity
have a place that marks the beginning of the subtree and the end of a subtree.
To convert the process tree, we start at the root node of the process tree and recursively
adding Petri net structures to the Petri net. The Petri net components in Fig. 4.4 show
Petri nets that correspond to process trees with only activities as children. However,
adding an operator structure to another operator structure is not different from adding
an activity node. Consider the parallel Petri net component in Fig. 4.4 that correspond
to the process tree ∧(a, b). If we want to create a Petri net corresponding to the process
tree ∧( (a, b, c), b) we only have to replace the ”a” activity with the
operator. We
remove the transition t2 and setting the place p2 as the start place of the operator and
the place p3 as the final place. This can be done recursively until the desired Petri net is
constructed.
p2

start
a
start

t1

p2

b
t2

a

c

t1

t2

final

final
b
t3

(a) Petri net modeling a sequence.

(b) Petri net modeling a loop.

a

a

start

p2

t2

p4

b
t3

t1

t1

p3
t4

start

final

final
b
t2

p5

(c) Petri net modeling a parallel behavior.

(d) Petri net modeling a choice behavior (xor).

Figure 4.4: Basic Petri net components. They also are the corresponding Petri nets of
Fig. 3.3.
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The two separate Petri nets are getting connected by adding transitions. We call them
synchronous transitions as they represent the simultaneous move in the trace net and the
Petri net modeling the process. If an event e occurs in the trace net and the Petri net we
add a transition (e, e) and connect the places in the trace net and the Petri net •e to the
transition (e, e). Transitions from the (e, e) to the places e• are also added [5].
Fig. 4.5 is an example of the synchronous product net of the trace net in Fig. 4.3 and the
Petri net of the process tree → (a, b, c).
Definition 4.2. (Synchronous product net [5]) Let N = (P, T, F, λ) and N 0 = (P 0 , T 0 , F 0 , λ0 )
be two Petri nets where P ∩ P 0 and T ∪ T 0 are disjoint sets. We define Σ as the set of
all possible labels (containing letters, numbers and special characters) excluding {} and
{τ }. We denote the product net N ⊗ N 0 = (P ⊗ , T ⊗ , F ⊗ , λ⊗ ) where:
• P⊗ = P ∪ P0
• T ⊗ = (T × {}) ∪ ({} × T 0 ) ∪ (t, t0 ) ∈ T × T 0 |λ(t) = λ0 (t0 )
• F ⊗ = {(p, (t, t0 )) ∈ P ⊗ ×T ⊗ | (p, t) ∈ F ∨(p, t0 ) ∈ F 0 }∪{((t, t0 ), p) ∈ T ⊗ ×P ⊗ | (t, p) ∈
F ∨ (t0 , p) ∈ F 0 }
• λ⊗ : T ⊗ → (Σ ∪ {τ } ∪ {}) × (Σ ∪ {τ } ∪ {})

λ⊗ (t, t0 ) 7−→




(λ(t), )

(, λ(t0 ))



(λ(t), λ(t0 ))

if t ∈ T ∧ t0 = 
if t = ∧t0 ∈ T 0
if t ∈ T ∧ t0 ∈ T 0

(4.3)

To convert the process tree state into a Petri net state we use the start place and the end
place of the Petri net component for each corresponding subtree of the process tree. For
each enabled subtree in the configuration, the corresponding start place in the Petri net
component of the enabled subtree gets a token. Also, if an enabled subtree has a parent
with a parallel operator, each closed child of the parallel operator adds a token to the
corresponding final place. This token placement is necessary because the parallel behavior
component needs a token in each place that connects to the silent transition leading to
the final place of the parallel component. For example, the corresponding Petri net to the
process tree ∧(a, b) with the process tree configuration (A, E, C) is the parallel behavior
Petri net component in Fig. 4.4c with the marking [p2, p5]. Additionally, we add a token to
the trace net part of the synchronous product net corresponding to the trace index of the
alignment state. This method allows us to compute the corresponding Petri net marking
from an alignment state. We denote the function u : ν → m where ν ∈ χ and m is the
set of all possible Petri net markings. u maps to each alignment state the corresponding
Petri net marking.
The conversion into a synchronous product net allows us to properly use the cost vector
as we punish the model and log moves transitions by assigning higher cost values. The
minimal solution of the equation with the synchronous product net min(~c T ~x | m
~0 =m
~ +
N · ~x) equals the minimal number of transitions to the final state in the alignment state
space from a state in the alignment state space with the corresponding Petri net marking
m.
~ The marking equation has always a solution in our case because we converted the
Petri net from a process tree that is sound by construction. This means in particular
that deadlocks are not present. However, we need to set the corresponding marking of
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Figure 4.5: An example synchronous net with the trace ha, bi and with the converted
sequence example from Fig. 3.3 with the initial marking.
an alignment state as start marking which is a predecessor of the alignment state goal
marking. The marking equation likely does not have a solution if this constraint is not
fulfilled.
The solution approach with LP would yield real numbers. Since the number of transitions
is an integer we need to round the solution resulting in an inexact solution. Another
approach is to use ILP which only yields integer solutions. However, this approach needs
more computation time than the LP approach because the ILP needs more computation
time. [5]

4.3.2

Optimization

In addition to the presented approach we introduce an optimization to speed up the
computation time. The goal is to reduce the exploration space.
One applied optimization approach limits the states that have to be explored in the alignment state space by restricting log or model moves in the A* search. This approach is
used in the article [5]. If you look at Fig. 4.2 you observe that you can reach the state
(1, O, O, F, F, C, C) from the initial marking in several different ways: by taking a synchronous move, by taking a log move and then a model move, or by taking a model move
followed by a log move. We focus on the log and model move variations because they have
the same cost. We could apply a constraint in the exploration of the alignment state space
that does not allow a log move after a model move or does not allow a model move after
a log move. This does not eradicate the possibility to reach the state (1, O, O, F, F, C, C)
with the same cost as the removed path cost. We will always have the possibility to reach
the desired note. This allows us to explore fewer states while guaranteeing to compute an
optimal alignment with cost as if we would not constrain the A* search.
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Implementation
The following Algorithm 1 was implemented in Python for the process mining tool PM4Py.
It provides the alignment search on process trees with the log move constraint. As input,
the algorithm requires a process tree Q and the trace σ as an ordered list. It returns
a tuple of transitions from the alignment state space which corresponds to the optimal
alignment.
At first, we initialize variables. The closed list is set to an empty list and the open list
is initialized with the initial state of the alignment state space si where the first entry
represents no event of the trace σ has been aligned and the second entry is the initial state
of the process tree. The result of the predecessor function p(s) for the initial state gets
initialized to an empty tuple (∅, ∅) as the initial state has no predecessor. The second
entry of the predecessor output tuple is the predecessor node and the first entry is the
edge between the state input and the predecessor. The alignment state space χ = (ν, κ, λ)
also gets initialized with ν = si and κ with an empty set. The cost from the initial state
to the initial state si is initialized to g(si ) = 0.
The process tree and the trace are getting converted into a synchronous product net with
the function convert() in line 11. The function converts the trace into a trace net and the
process tree into a Petri net as presented in Chapter 4. The Petri net of the process tree
and the trace net are getting combined into a synchronous product net. The synchronous
product net is only being used to calculate the heuristic. The corresponding marking for
each alignment state in the synchronized product net is given by the function u(x), x ∈ ν.
The complete marking from u(x), x ∈ ν, the synchronous product net N S , and the final
marking are later being used to compute the heuristic with LP.
Line 13 starts the while loop that repeats itself until the open list is empty. The alignment
state with the lowest estimated cost of s is chosen in each loop run. This alignment state
is added to the closed list and removed from the open list. After that, the algorithm
computes all possible outgoing edges T . The log move edges are removed from the set T
if the predecessor was a result of a model move. For each outgoing edge t ∈ T we check
if the resulting alignment state is already in the closed set. We continue with the next
loop iteration if this is the case. Otherwise, the new explored node s0 is added to the
open list. If the node has already an estimated cost through another path we check if the
estimated cost with the current path is lower or the node is not in the open list which
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means g(s0 ) = ∞. If this is the case we update the estimated cost, and we change the
predecessor of the node. The heuristic is calculated given the synchronous product net
and the corresponding marking of the alignment state s0 .
Algorithm 1: Alignment search on a process tree.
input: Q ∈ DA , σ
output: γ ∈ Γ(Q, σ)
1 C ←∅ ;
// initialize closed set
2 O ← {(0, sP
)}
;
// initialize open set
i
3 si ← {(0, si )} ;
// initialize root node of the state space
4 p(si ) ← (∅, ∅) ;
// initialize predecessor function
5 ν ← {si } ;
// initialize state space nodes
6 κ←∅ ;
// initialize state space transitions
7 χ ← (ν, κ, λ) ;
// initialize state space
8 ∀v ∈ ν, g(v) ← ∞ ;
// initialize heuristic
9 g(si ) ← 0 ;
S
10 N S , sS
i , sf = convert(Q, σ) ; // convert process tree into a Petri net to
compute the heuristic
11 while X > 0 do
12
s ← argmins∈O f (s) ;
13
if s = (|trace|, sf ) then
14
return alignment derived from ht1 , . . . , tn i where tn = π2 (p(s)) and
ti = π2 (p(ti+1 )) with i < n
15
16
17
18
19
20
21
22
23
24
25
26

C ← C ∪ {s} ;
// add m to the closed set
O ← O \ {s} ;
// remove m from the open list
T ← {κ(s, x)|x ∈ ν} ;
if π1 (p(s)) = (, t), where t ∈ A0 then
T ← T \ A × {} ;
// log move is not allowed after model move
t

foreach t ∈ T , s.t s −→ m’ do
if s0 ∈
/ C then
O ← O ∪ {m0 } ;
if g(m) + c(t) < g(m’) then
g(s0 ) ← g(s) + c(t) ;
S
f (s0 ) ← g(s0 ) + hN (u(s0 )) ;
p(s0 ) ← (t, s) ;
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// updating cost
// updating predecessor

Chapter 6

Evaluation
In this section, we evaluate the implementation of the alignment search on process trees.
We compare the naive and the LP heuristic. Furthermore, we compare the implementation
to the alignment search on Petri nets.
The following measurements are made on a computer with 2.6 GHz with 8 logical cores
and 8 GB RAM with the operating system macOS 10.14.5. We used the Python version
3.6.5 and the PM4Py version 1.1.10.

6.1

Experimental Setup

We compare the computation time and the number of traversed arcs of the different
approaches. The number of traversed arcs are being compared because it shows how much
memory the algorithm uses. It also shows how big the explored alignment state space
is. The smaller the explored alignment state space is, the more precise the heuristic. A
smaller explored state space also corresponds to a smaller memory usage as each node
uses extra memory.
We gather data from 100 randomized process trees. The randomization algorithm takes
the depth of the process tree and the maximum number of children for each operator as
parameters. The purpose of the parameters is to limit the complexity of the process tree
and the alignment state space. 20 traces for each process tree are generated. The alignment
for each trace is computed 13 times. The first two are warm-up runs and the results
will be discarded. The following 11 runs will save the number of visited states, queued
states and traversed arcs of the A* search on the alignment state space. Additionally,
we save the median computation time of the 11 runs. We are calculating the median
computation time from the 11 runs for each trace. We calculate the mean computation
time for each generated process tree from the median values of the 20 traces. The mean
computation time for one complexity type is calculated by computing the mean over the
mean computation time of the 100 generated process trees. We start the comparison with
a maximal process tree depth of one and increase it up to four. For example, the process
trees in Fig. 3.3 have a depth of one and the process tree in Fig. 3.2 has a depth of two.
Reach sub-process tree has at most three child nodes.
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Figure 6.1: Bar graph showing the different number of traversed arcs and the computation
time. Comparing the naive and LP heuristic for the alignment search.

6.2

Naive vs LP

In this section we compare the native and the LP heuristic.
The results in Fig. 6.1a and Fig. 6.1b have the maximum depth of the process trees on the
x-axis, which correlates to the complexity of the process tree. Fig. 6.1a has on its y-axis
the computation time in microseconds while the y-axis in Fig. 6.1b contains the number
of traversed arcs.
Fig. 6.1a shows that the naive algorithm is faster than the LP heuristic if the complexity
of the process tree is low. The naive heuristic exceeds the LP heuristic on process trees
with a depth of one and two. However, the naive and the LP heuristic have about the
same computation time on process trees with a depth of three. Applying the LP heuristic
on process trees with a depth of four has a major advantage over the naive heuristic
as Fig. 6.1a shows. The enormous increase of computation time for the naive heuristic
from process trees with a depth of three to a depth of four in Fig. 6.1a also has to be
explained.

6.3

Comparison to Petri Nets

Now we want to compare the novel alignment search approach to the PM4Py implementation of the alignment search on Petri nets.
We conducted the experiment under the conditions as in Section 6.2 to compare the LP
heuristic on process trees to the LP heuristic on Petri nets. We additionally convert the
generated process trees into Petri nets for the Petri net alignment approach. We also
monitored the number of queued states which is the number of states in the open list of
the A* algorithm. The number of queued states is another indicator of how much memory
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Figure 6.2: Measurements on procees trees with different depths. Comparing alignment
search on Petri nets with alignment search on process trees.
and computation time an algorithm uses is displayed in Fig. 6.3b. To give more insight
the average cost of each alignment is depicted in Fig. 6.3a.
Fig. 6.2a shows that alignment search on Petri nets is faster than the alignment search
on process trees. One reason could be that the explored alignment state space of the
alignment search implementation on process trees is larger as can be seen in Fig. 6.2b.
However, the figure also shows that alignment search on process trees with a depth of one
explores fewer nodes than the alignment search on Petri nets.
Fig. 6.3b displays the number of queued states. It shows that the process tree approach
needs fewer queued states with process trees up to a depth of two. However, the process
tree queues more states with a depth of three and higher. Also, the average cost of each
alignment increases for process models with a higher complexity. This raises the question
of what is the difference between the two approaches.

6.4

Discussion

At first we discuss the results of the comparison between naive heuristic and the LP
heuristic.
The computation time behavior in Fig. 6.1a can be explained with Fig. 6.1b. This figure
shows that the naive heuristics’ traversed arcs increase dramatically compared to the LP
heuristic. This should be the main reason why the computation time of the naive heuristic
increases further than the LP heuristic. The faster computation of the alignments for the
naive heuristic on process trees with a depth one and two can be explained by the fact that
the LP heuristic needs time to solve the marking equations for each node. The time that
is wasted by exploring paths that do not result in an optimal alignment is lower than the
computation time of a precise heuristic at process trees with lower complexity. However,
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Figure 6.3: Measurements on procees trees with different depths. Comparing alignment
search on Petri nets with alignment search on process trees.
there is a tipping point at process tress with a depth of three where the computation time
of the processed heuristic is in comparison lower.
The number of traversed arcs of the LP heuristic on process trees with a depth of three
and four in Fig. 6.1b stand out as they do not change much even though the computation
time in Fig. 6.1a almost tipples. An increase in traversed arcs is expected in comparison
to the naive heuristics which show that an increase in computation time correlates to
the number of traversed arcs. This can be explained with the marking equations that
have to be solved for the LP heuristic. The marking equations increase as the process
tree increases in complexity. This means the LP solver needs more time to calculate the
solution. These results coincide with the results of the article [5] where they compared a
naive heuristic with the LP heuristic on Petri nets concerning the number of traversed arcs.
However, we see that on large process trees the LP heuristic has superior computation time
in comparison to the naive heuristic. The results in the article [5] show that the naive
heuristic is faster than the LP heuristic. The naive heuristic on the Petri net is comparable
to the naive heuristic on the process tree as they both only check which activities can be
fired in the future and compare this set to the future events in the trace. We have to keep
in mind that the article [5] uses another scale of complexity for the Petri nets and used
an ILP heuristic instead of an LP heuristic. The ILP heuristic is more precise but needs
more competition time.
The major increase in computation time for the naive heuristic can be traced back to a
generated process tree with more ∧ operators than every other generated process tree.
However, this outlier does not affect the comparison. The outlier is further evidence that
the LP heuristic copes better than naive heuristic with complex process trees.
The LP heuristic on process tree does not perform better in comparison to the LP heuristic on Petri nets. After looking at each result of the generated process trees we notice
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Figure 6.4: State spaces of the process tree

(a, b, c) .

the largest difference in traversed arcs yield from process trees with a loop operator with
parallel operators as child nodes and a trace that deviates. The trace contains a sequence
of events that can be fired by the parallel operator do child of the loop operator followed
by an event that can only be fired by the redo child without leaving the possibility to
close the do child. Furthermore, the trace contains events of the redo or do child after
the exit child events. For example, the process tree ” (∧(a, b, c), d, e)” and the trace
hb, a, c, d, c, d, a, b, b, c, e, ai are generated inputs of the experiment that have these properties. Given this example as an input of the Petri net alignment search results in 135
traversed arcs where the process tree alignment search needs 400 traversed arcs. The variations of this process tree and the trace also result in such a major difference in traversed
arcs. This is caused during the exploration of states if multiple explored states contain
the initial loop operator configuration.
The problem lies in the construction of the process tree state space of the loop operator.
For example the loop (a, b, c) has the process tree state space shown in Fig. 6.4b. After
we activate the do child we differentiate if we want to activate the redo child in the future or
not into two different configurations. The process tree state space is bigger in comparison
to the corresponding Petri net state space. The equivalent Petri net of (a, b, c) can be
seen in Fig. 4.4b. The state space of the Petri net is defined by its markings. The state
space of the example Petri net is shown in Fig. 6.4a. The state space contains 3 states. In
comparison, the state space of the process tree needs 6 states to describe the same process
as shown in Fig. 6.4b.
This design choice was made to ensure that we know for every given configuration that we
can directly see what the next transitions are without looking at the already computed
transitions. If we would replace the future enabled state F in this state space with the
closed state C we would encounter a problem within the exploration. For example the
following detailed sequence of Fig.6.4b without the future enabled state results in a wrong
τ
a
τ
τ
behavior: (E, C, C, C) −
→ (A, E, C, C) −
→ (A, A, C, C) −
→ (A, C, C, C) −
→ (C, C, C, C).
In this case, the operator would close. This would be a mistake and does not equal
the behavior of a loop. Before the loop closes the exit child has to be activated. This
can be avoided by computing the next state while also looking at the previous states.
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Figure 6.5: State spaces of the process choice between a and b.
However, we want to circumvent this computation and contain this information in the
current state.
Another operator that expands the process tree state space more than the Petri net state
space is the × operator. The Fig. 6.5b shows the state space of the process tree ×(a, b) and
the corresponding Petri net Fig. 6.5a. The Petri net state space Fig. 6.5a has two states
and has two transitions between the states. The process tree state space in Fig. 6.5b has
three states which would be even more if the × operator has more children. The Petri
net state space would still have two states in this case with only an increased number of
transitions. This is due to the way the states of the process tree state space are defined.
Each state in the process tree state space represents a fired transition. This results in two
separate process tree configurations. An option to solve this problem is to introduce a
process tree configuration into the alignment state space that occurs after the × operator
child nodes have been closed which would also result in the same state space as in the
Petri net.
We notice in Fig. 6.3b that the process tree approach queues fewer states in comparison
to the Petri net approach. This can be traced back to the ∧ operator. A process model
mainly composed of the ∧ operator aligned with a trace that does not deviate uses fewer
states in the process tree approach. However, this effect does not take place if the trace
deviates or the ratio of ∧ operators drops too much. This can be seen in Fig. 6.3b as the
number of queued states for the process tree approach increases more in comparison to
the Petri net approach if the depth increases and its cost increases. The average cost for
each alignment is depicted in Fig. 6.3a.
The state space implementation of the process tree is not the only reason for the long
run time of the process tree approach. A hint to that the state space is not the only
limiting factor can be seen in the Fig. 6.2 at process trees with depth one. The process
tree state space is smaller than the Petri net state space, but the run time is three times
greater. However, this could be traced back to the conversion to the Petri net for the
heuristic.
We were not able to implement all the ideas due to the limited time. We following
approaches speed up the implementation of aliment search on process trees. We suggest
implementing them in future work.
The first approach minimizes the number of LPs, that have to be solved. The sum of
LPs, that are solved to compute the heuristic, is a bottleneck. To reduce the computation
time for the heuristic, the authors in [5] propose to derive the heuristic for a state from
the previously computed heuristic. This is possible by decrementing the solution vector ~x
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by one at the transition entry that was fired to reach the marking m0 from m. This does
not require to solve another LP. The derived heuristic can be an underestimation. As a
result, we need to keep track of which nodes have a derived heuristic. If the node x with
the minimal f (x) has a derived h(x) value, we recalculate f (x) with an LP to compute
the exact heuristic.
Another possible optimization is to reduce the synchronous product net. This results in
a simpler LP problem and a faster run time. This is possible for the → operator, e.g.,
→ (a, b, c). After we are at a state where the second child of the operator is going to
be activated and we want to calculate the heuristic, we can just convert the operator
without the fist child into a Petri net, e.g., the equivalent Petri net of the process tree
→ (b, c). This reduction can also be applied to the trace net. The reduction can also be
applied to the ∧ operator. However, we cannot apply this approach to the
operator
as each child can be activated up until the operator node closes. An application on a ×
operator makes no sense as the operator closes after a child closes. A downside to this
approach is that we have to convert the reduced process tree into a new Petri net for every
heuristic computation at a node in the alignment state space where we can apply this
reduction.
A similar optimization approach would be to generate smaller Petri nets that correspond
to the process tree. Currently, we use a naive way to convert the process tree into a Petri
net. This results into large Petri nets. However, it is possible to create in some cases
smaller Petri nets. Smaller Petri nets result in easier LP problems which would speed up
the heuristic computation. A problem with this approach would be to find a corresponding
marking to a given process tree configuration as we no longer have a clear start and end
places for each sub-process tree. We could additionally use the optimization that cuts
Petri nets down to push the computation time further.
Another approach would be to use another heuristic that does not depend on Petri nets.
An idea would be to try to align the process tree and the trace with the Manhattan
distance as a heuristic to estimate the cost to the final alignment state. This heuristic
assigns a low cost to nodes that are a part of a path with a high quantity of synchronous
moves. It would be interesting to compare this maximizing synchronous moves heuristic
to the maximizing synchronous moves approach on Petri nets from [10].
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Conclusion
In this Thesis, we presented an implementation for alignment search on process trees. We
used the A* search algorithm with a heuristic based on the marking equation to solve the
problem of finding an optimal alignment to a shortest path problem and solved it with
the A* algorithm. We used two different heuristics for the A* search. A naive heuristic
and a marking equation-based heuristic. We compared the two heuristics and concluded
that the marking equation heuristic is the better heuristic for complex process trees. We
also compared the alignment search on process trees with the alignment search on Petri
nets. This comparison shows that the alignment search on Petri nets is faster and uses
less memory than the current alignment search on process trees implementation. Finally,
we presented problems with the current implementation. We have to keep in mind that
we compared the process tree approach to a state of the art algorithm on which years of
research have been spent. This thesis is the first approach that tries to compute alignments
directly on process trees which leaves us room for improvement.
Future Work The main bottleneck of our novel algorithm are the marking equations
that have to be solved to compute the heuristic value. A major improvement would be
a faster heuristic that can be directly computed on process trees without the Petri net
marking equation. To keep this factor within limits we proposed two optimizations that
should be implemented. Reducing the number of LPs that we have to solve by deriving
the marking equations from prior LPs and reducing the marking equation by cutting
the Petri net down after we passed through specific sections of the Petri net. Also, the
alignment state space should be reduced by introducing process tree configurations as
states preventing the alignment state space to split.
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