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Abstract
This thesis concerns the implementation of a scalable interactive event data visualization in the programming language Python, as part of the PM4Py (Process
Mining for Python) project. The visualization program is able to handle (huge)
real data sets, providing valuable insights inside them. Such insights allow process owners to get advanced information on the execution of their processes.
This document starts with explaining the importance of event data visualization
techniques. Then, some related work on other already implemented visualization
tools is discussed. After that, the architecture of our program is introduced and
three challenges that have emerged during the implementation of the program
are addressed. Moreover, an overview of how the program can be called and how
it works is given. Our program consists of five Python files. The implementation
of all functions of these files is explained briefly in the document as well. Finally,
some evaluation results are addressed: a case study on the performance of the
program and an experiment on the effect of memory limitation on the behavior
of the program. This thesis may be of interest to data analysts in particular, but
to data scientists and computer scientists as well.
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Introduction

Data Science is a field of science that deals with the extraction of insights and
conclusions from data. Process mining is a family of data science techniques
that can be applied to analyze and monitor systems based on the events they
produce. The goal of process mining is to extract information from these events
in order to improve the systems. Process discovery is one of the most important
fields in process mining. Process discovery techniques analyze event data, aiming
at constructing a process model corresponding to this data; in other words, the
resulting process model illustrates how the events are related to each other [1].
Data visualization techniques are needed to improve process discovery results.
Most process discovery algorithms construct their resulting process model considering all behavior recorded in the input event log. However, event logs often
contain irrelevant behavior, such as exceptions and logging errors, that should
be ignored. Considering such behavior results in complex process models and
obscures the main behavior of the process [2]. By visually inspecting the data,
we can gain a good understanding of the data and get ideas for filtering it to
remove irrelevant behavior. This leads to the crucial need for sophisticated data
visualization tools in process discovery.
The dotted chart technique is a powerful data visualization technique that
depends on the ability of the human brain to visually identify patterns and trends
in large datasets. The dotted chart technique visualizes events in a graphical
way, showing the process execution as it is. It provides a useful overview of the
underlying process; helping to get valuable insights inside it, locate performance
problems, and provide ideas for improving the process. In order to improve the
performance and allow for better understanding of data, most of dotted chart
tools provide plenty of useful auxiliary features. They usually allow events to be
plotted with a wide selection of options for viewing time and for sorting, coloring,
shaping, and sampling events. In addition to that, the zoom in option is offered
as well in order to give the user the opportunity to focus on specific subsets of the
data. All these options make the dotted chart more powerful as a technique for
representing data sets and detecting insights, trends, and outliers inside them.
Figure 1 shows the result of applying the dotted chart technique on an example
event log.
The dotted chart technique helps to achieve important economic advantages.
It plays important roles in science, engineering, marketing, banking, trading, and
a lot of other domains. It is especially important if we have to deal with huge
data sets. Since machine learning has given us the opportunity to effectively
collect huge amounts of data, we need to find good solutions to allow for easy
understanding of complex relationships within the data and exploring insights
inside it, helping to make important decisions that could have massive economic
benefits.
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Figure 1: The result of applying the dotted chart technique on an example event
log.
The goal of this thesis is to implement a scalable interactive dotted chart
visualization in Python that should be able to visualize event data sets and find
good solutions to deal with huge data sets as well. The work is done as part
of the PM4Py project, which aims at bringing process mining techniques to the
programming language Python since Python is widely used in the field of data
science.
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2

Related Work

Our target dotted chart program for interactive event data visualization should
be implemented in Python as part of the process mining library PM4Py. There
already exist some similar visualizations provided by other process mining tools.
This chapter addresses some of the already existing dotted chart tools and some
other tools that have in some way a similar functionality to the dotted chart
tools, i.e., tools that allow us to visually inspect the data, providing ideas for
filtering it to remove irrelevant behavior.

2.1

Dotted Chart

One of the most popular event data visualizations is ProM’s dotted chart, which
is provided by the process mining framework ProM. ProM is an extensible, opensource framework that provides a wide variety of process mining techniques in a
standard environment [3]. ProM’s dotted chart visualization tool can be used to
get an overview of a (huge) data set and visually identify patterns inside it. In
ProM’s dotted chart, events are visualized as dots in a two-dimensional graph.
Along the horizontal axis, time values are shown. Along the vertical axis, component types are shown. Usually, the horizontal axis is used for the timestamp
values of the events (0 time:timestamp0 ) and the trace name (0 concept:name0 ) is
used as component type. In other words, the dotted chart shows how the events
within each trace (or component type) are spread over time. Many options for
sorting the events in the graph are offered. The dotted chart tool allows us to
explore the event log from different angles: positions, colors, and shapes of the
dots can be specified according to the values of chosen attributes. It is also possible to zoom in, so we can focus on the regions of the graph we are interested
in.
ProM’s dotted chart provides several time options. For example, it is possible
to show the relative time spread of events within each trace; that is, the time
difference between each event and the first event within the same trace can be
used instead of the real timestamp value (all traces start at time 0). Moreover,
ProM’s dotted chart provides multiple performance metrics for the whole event
log and for the individual traces as well. For instance, for each trace we can
calculate: the position of the first event, the position of the last event, the average
interval between the events, the minimum interval between the events, and the
maximum interval between the events. Further information about ProM’s dotted
chart can be found in [4].
Example Figure 2 shows the result of performing a dotted chart analysis on a
small event log, which consists of 62 traces, with ProM’s dotted chart tool. We
conclude from the chart that the maximum time needed for a whole trace is less
than one hour and all traces have the same order of events: ‘register application’
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Figure 2: The result of applying ProM’s dotted chart on an example event log.
→ ‘check credit’ → ‘calculate capacity’ → ‘check system’ → ‘accept’ or ‘reject’
→ ‘send decision e-mail’.
ProM is not the only framework that provides a dotted chart visualization
tool. One of the other dotted chart tools is provided by the framework bupaR
in the programming language R. BupaR is an open-source suite of packages that
provides a wide variety of business process analysis tools in R [5]. BupaR’s dotted
chart functions have only three arguments. The first one is to choose between
absolute values and relative values for the x-axis. With the second argument, we
can choose to order the traces by the first event, by the last event, or by duration.
The third argument is used to select the color attribute. BupaR provides two
functions that can be used to create dotted charts. The first one can be used to
create static dotted charts. The second function can be used to create interactive
dotted charts, where the arguments can be interactively modified.
Example Figure 3 shows the result of applying BupaR’s dotted chart on an
example event log that contains data about handling 500 patient cases.

2.2

Other Event Data Visualizations

In addition to the dotted chart, many other powerful event data visualization tools exist. Each visualization tool shows the event log in a different way.
Therefore, the visualization tool should be chosen depending on what information
exactly the user wants to gain about the event log. In this section, we introduce
some tools that have a similar functionality to the dotted chart. These tools help
to detect insights inside event logs, providing ideas for filtering the data.
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Figure 3: The result of applying BupaR’s dotted chart on an example event log
that contains data about handling 500 patient cases.
Explore Event Log Visualizer
The explore event log visualizer is provided by ProM. It is mainly used to
explore patterns in an event log. An event log is represented by the explore
event log visualizer by unique streams of activities (event classes) called variants.
Traces that share the same sequence of activities are grouped together as a single
variant. The explore event log visualizer offers multiple options for sorting the
variants, grouping the traces, coloring the activities, and classifying the events.
On the left side of each variant, the number of traces corresponding to the variant
and their percentage are shown. Moreover, general information about the event
log is shown below: the numbers of traces, events, event classes, attributes,
variants, and events per trace; and the timestamps of the first and the last event.
If we click on a specific variant, we can inspect the individual traces grouped by
this variant on the right side. If we click on a specific trace on the right side,
the values of the events’ attributes in that trace will be shown. If we click on a
specific event, the label, type, and value of all attributes of that events will be
listed below.
Example Figure 4 shows the result of applying ProM’s explore event log visualizer on the same small event log used in Figure 2. Compared to the dotted
chart visualization, this visualization focuses on the different variants, providing

8

Figure 4: The result of applying ProM’s explore event log visualizer on an example event log.
more precise information about them. Furthermore, it provides useful information about the whole event log, such as the total number of traces. However, it
does not show the spread of events over time.
PM4Py, ProM, and bupaR are all open source process mining toolkits. However, many commercial vendors provide process mining solutions as well. Disco
is a commercial process mining toolkit that allows its users to generate visual
insight about their process from raw data; helping to optimize performance, control deviations, and explore variations [6]. Disco provides a similar visualization
to ProM’s explore event log visualizer.
Example Figure 5 shows a visualization of an example process provided by
Disco. The visualization shows the variants and individual cases of the process
in a similar way to ProM’s explore event log visualizer.
Inductive Visual Miner
The inductive visual miner is provided by ProM. It is a process mining tool
that combines process discovery with conformance checking. The inductive visual
miner discovers the process model corresponding to the event log and plots the
discovered model with the actual execution of the process (as recorded in the
event log) as an animated graph. In the plotted graph, activities are represented
as nodes and the edges represent the successor relation of events inside traces.
Each node and each edge is labeled with its frequency. Furthermore, the inductive
visual miner provides some useful options for animation, performance measures,
and sampling. Further information about ProM’s inductive visual miner can be
found in [7].
9

Figure 5: A visualization of the variants and individual cases of an example
process provided by Disco.

Figure 6: The result of applying ProM’s inductive visual miner on an example
event log.
Example Figure 6 shows the result of applying ProM’s inductive visual miner
on the same small event log used in Figure 2. This tool discovers the process
model and provides precise information about how many times each activity/node
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Figure 7: A visualization of an example process provided by Celonis.
is visited. Moreover, the animation feature allows us to track the time progress
of the different cases and detect bottlenecks in the model. However, the dotted
chart is a better option if we want to focus on the spread of events over time.
The commercial process mining toolkit Celonis provides a visualization that
is similar to ProM’s inductive visual miner. Celonis is a process mining software provider that aims at helping companies to save time and money through
improved process transparency and efficiency. Celonis provides process mining
solutions for analyzing and visualizing business processes. For more information
about Celonis you can visit its official website (https://www.celonis.com).
Example Figure 7 shows a visualization of an example process provided by
Celonis. The visualization is similar to the one provided by ProM’s inductive
visual miner. Activities are represented as nodes and the edges represent the
successor relation of events inside traces. Each node and each edge is labeled with
its frequency. Furthermore, several useful options for animation, performance
measures, and sampling are provided.
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3

Data Representation

Since the goal of this thesis is to implement an interactive data visualization program, it is important to understand how data are represented, stored,
and transformed. In this chapter, the most popular ways used to represent and
transform event data are introduced.

3.1

Event Logs

Data is often represented in the form of events. The term event is used to refer
to the record of an activity that has happened during the execution of a single
process instance [1]. The term trace is used to refer to a sequence of activities
that represents a single process execution. In other words, each process execution
is assigned a unique trace id in order to distinguish between different executions
of the process. Each event has several attributes that could have different values
and types. Usually, an event has at least three attributes: an attribute to label
the event, an attribute that records the time when the activity has happened,
and an attribute for the trace id.
Definition (Event): The term event is used to refer to the record of an activity
that has happened during an execution of a process [1].
Example Let us consider a simple process of handling loan applications. A
single trace represents the handling of a single loan application. Figure 8 shows a
trace that represents the execution of the following sequence of activities: ‘register
application’ → ‘check credit’ → ‘check system’ → ‘calculate capacity’ → ‘accept’
→ ‘send decision e-mail’. The first activity that occurs each time the process is
executed is the registration of the application; therefore, each trace starts with the
event ‘register application’. Table 1 shows an event representing this activity. It
has three attributes. The first attribute case:concept:name, which has the string
value ‘trace 1’, is used for the trace id. The second attributes concept:name,
which has the string value ‘register appliction’, is used to label the event. The
third attribute time:timestamp, which has the string value ‘2013-04-16 13:28:55’,
is used to record the time when the activity has happened.
Event logs are used to trace events to record the behavior of processes. An event
log is a collection of traces. It corresponds to a set of instances of a particular
process.
Definition (Event Log): A trace is a sequence of events that represents a the
execution of a single precess instance. An event log is a collection of traces [1].
Example Table 2 shows an event log that represents a simple process of handling loan applications. It consists of twelve events grouped in two traces trace
1 and trace 2 representing the handling of two applications.
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Figure 8: A trace representing the execution of the sequence of activites ‘register
application’ → ‘check credit’ → ‘check system’ → ‘calculate capacity’ → ‘accept’
→ ‘send decision e-mail’.
Name
case:concept:name
concept:name
time:timestamp

Type
string
string
string

Value
trace 1
register appliction
2013-04-16 13:28:55

Table 1: An event representing the activity ‘register application’ in a simple
process of handling loan applications.

case:concept:name
trace
trace
trace
trace
trace
trace
trace
trace
trace
trace
trace
trace

1
1
1
1
1
1
2
2
2
2
2
2

concept:name
register appliction
check credit
check system
calculate capacity
accept
send decision e-mail
register appliction
check credit
check system
calculate capacity
reject
send decision e-mail

time:timestamp
2013-04-16
2013-04-16
2013-04-16
2013-04-16
2013-04-16
2013-04-16
2013-04-16
2013-04-16
2013-04-16
2013-04-16
2013-04-16
2013-04-16

13:28:55
13:35:10
13:38:45
13:41:55
13:48:55
13:49:52
15:08:05
15:18:10
15:18:46
15:21:02
15:23:55
15:24:06

Table 2: An event log that consists of twelve events grouped in two traces trace
1 and trace 2 representing the handling of two loan applications.

3.2

Data Exchange

There are many ways used to store and transform event data. Our program
supports three types of files for the input data set. The first type is the XES
format [8]. An XES file can be described as a formatted event log; i.e., it maintains the general structure of an event log. The second supported type is the
CSV format [9]. A CSV file is a text file used to store tabular data in plain
text. A CSV file consists of events separated by line breaks. Each Event consists
of data fields separated by a defined separator. It is possible to insert a header
line containing labels for the columns. The third supported type is the Parquet
format [10]. Parquet stores data column-wise. It is very efficient considering
13

loading time and memory occupation.
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4

Program Description

This chapter provides an overview of our dotted chart visualization program.
It introduces the architecture of the program and briefly explains how it works.
Moreover, the main challenges that have emerged during the implementation are
discussed in this chapter as well.

4.1

Architecture

Our dotted chart visualization program is written in Python as part of the
PM4Py library, which is an open-source library in Python that supports many
process mining techniques [11]. The program consists of five Python files joined
in the Python package dotted-chart in pm4py.visualization. The file importer.py
provides some functions used while importing the file/element that contains the
event data to be plotted. date converter.py provides some functions used while
converting dates to the standard date format supported by Plotly. graph.py
provides some functions used to generate the figures needed for our program.
factory.py provides the main function in our program that should be called with
appropriate parameters to run the program. The implementation of the program
components is explained in Appendix A. The UML-diagram shown in Figure 9
describes the architecture of our program. It shows the relations between the five
files and the attributes and functions of each of them. Moreover, each external
library used by our program is shown in the UML-diagram as well.

4.2

Approach

The main function in our program for interactive event data visualization is
the function dotted chart from factory.py. This is the function that should be
called (with appropriate parameters) by the user in order to run the program and
open the application. When dotted chart is called with appropriate parameters,
the PM4Py dotted chart program works according to the main steps shown in
Figure 10. In the following, for each of the seven steps a brief explanation is
provided.
Step 1 - Importing Data
The PM4Py dotted chart program accepts the following types of input: Pandas
DataFrames, PM4Py EventLogs, PM4Py EventStreams, CSV files, XES files,
gzipped XES files, and Parquet files. When our program is called, the first step
it does is to convert the input into a Pandas DataFrame. A Pandas DataFrame is
a two-dimensional data structure with labeled axes (rows and columns); that is,
data is aligned in a tabular fashion in rows and columns. Pandas makes working
with data simple and intuitive. It provides a rich set of high-performance, easyto-use functions that make Pandas DataFrames a good choice for representing
event data [12].
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Figure 9: An UML-diagram showing the architecture of the PM4Py dotted chart
program. The program consists of the five Python files init .py, importer.py,
date converter.py, graph.py, and factory.py.
Step 2 - Converting Dates
One of the main challenges that have emerged during the implementation is
the handling of dates. If dates are inserted in the data set as strings, then in
some cases they may not be recognized as dates and be treated as normal strings
instead. If we want to plot dates on the x-axis or on the y-axis, it makes sense to
consider them and sort them as dates not as strings. The Python graphing library
Plotly, which is used in our program to generate the graphs, has a standard date
format for strings; strings are treated by Plotly as dates only if they have that
specific format. Therefore, our program tries to convert all dates in the data set
to strings of the standard date format supported by Plotly. After importing the
input data set as a Pandas DataFrame, the program iterates over all columns
16

Figure 10: Seven main steps showing how the PM4Py dotted chart program
works.
in the DataFrame. In each iteration, it determines the value of the first valid
index in the column. If it is a date value and a conversion is needed, a conversion
function will be generated and this function will be applied to all values in that
column.
Step 3 - Initial Sampling
The function dotted chart has an optional parameter that can be used to set
the maximal number of events to be loaded from the input data set. If this parameter is used, then the corresponding number of events will be randomly sampled
and loaded to our visualization application instead of the whole DataFrame. After that, the initial sampling percentage is determined according to the value
of the initial sampling parameter. If it is set to N one (by default), then the
initial sampling percentage will be set to min{1, (100 000 ÷ the total number
of events)} × 100%. In other words, maximal 100 000 events will be sampled if
sampling is performed on events level. Sampling can be applied either on events
level or on traces level as explained in section 4.4.1. The percentage determined
in this step is used as initial value in both cases.
Step 4 - Setting the X-Axis, Y-Axis, and Color Attributes
In this step, the program checks if one or more than one of the optional parameters used to set the x-axis, y-axis, and color attributes have invalid values.
If this is the case, it tries to guess appropriate values for them.
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Step 5 - Setting the Layout Information
The layout of our Dash application is built using the Dash HTML components
Div, Label, and Button and the Dash core components Graph, Dropdown, Slider,
and RadioItems [13]. Dropdown components are used for the x-axis, y-axis, and
color attributes. The user can select their values from the list of all columns’ labels. Another Dropdown component is used to select how to sort the traces (each
unique y-axis value represents a trace). Three RadioItems components are used
by our program. A RadioItems component is used to allow the user to choose between using real or relative values for the x-axis. Another RadioItems component
is used for selecting the sorting order (ascending or descending). The third used
RadioItems component is for selecting between sampling events or sampling only
whole traces. For each of the Dropdown and RadioItems components, a Label
component is additionally used to label that component. A Slider component
is used for determining the sampling percentage. A Graph component is used
for the resulting chart. A Button component is used to control the updating
process. The graph will be updated only after the user clicks the button. Many
Div components are used to organize the HTML document by grouping the other
components into sections.
Step 6 - Setting the Updating Information
In order to make our Dash application interactive, a Dash callback decorator
is used [13]. Whenever the user of our program clicks the update button, the
update function will be called. The update function uses the current values of
the Dash components to update the figure of Graph component. It starts with
sampling the desired percentage of events/traces. Then if relative values should
be plotted on the x-axis instead of the real values, the relative values will be
computed. After that the values for the parameters of the function used to
creat the figure will be determined according to the selected sorting criterion.
Finally, the updated figure will be generated and returned to update the Graph
component.
Step 7 - Running the Server
The final step is to run the server. Our Dash application runs on the web
browser on http://127.0.0.1:8050/.

4.3

Interaction

The Python graphing library Plotly is used by our program to generate the
final graphs visualizing the input data sets. Plotly was chosen since it allows us
to efficiently generate interactive, high-quality graphs using its Scattergl objects.
With these graphs, it is possible to visualize (huge) sets of event data in a similar way to ProM’s dotted chart. Plotly’s Scattergl graphs support many useful
options like the interactive zoom in/out option and the possibility to specify the
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colors of the events. However, we need our visualization to be more interactive.
Users should be able to interact with the program, change some values, and update the visualization according to the new values. For this purpose, the Dash
framework is used. Dash is an open-source framework for building interactive
web-based analytic and visualization applications with highly custom user interfaces. Instead of dealing with individual graphs using the Plotly’s graphing
libraries, Dash allows its users to have comprehensive interactive analytic applications run on powerful models. Dash provides an interface to a great variety of
interactive web-based components.
After loading the data set, the user can interact with our Dash application
with different options to update the visualization. The x-axis, y-axis, and coloring attributes can be reset, and it is also possible to choose between showing real
or relative values on the x-axis. There are several options available for sorting
the traces (a trace is a unique y-axis value), and they can be sorted either ascending or descending. Moreover, the user can select to sample either events or
only whole traces, and a slider is provided for selecting the sampling percentage.
The sampling options are explained in details in section 4.4. In order to control
the updating process, a button is used. The user can change any of the components’ values; and whenever the update button is clicked, the visualization will
be updated according to the new values.

4.4

Sampling

In recent years, the accelerated developments of computer technologies have
enabled us to collect huge amounts of data from different domains. Analyzing
these real data is very useful to many organizations and companies. It helps
them to improve their systems and achieve large benefits. Using the graphing
library Plotly, we achieve great results in efficient time; nevertheless, the time
needed for the visualization grows with the size the data set and at some point
it will be better to take a reasonable-sized subset for the visualization instead of
the whole huge data set. This would give a good overview of the process without
the need for huge waiting time. Therefore, it is very important for every data
visualization tool to provide good sampling options. Our program provides two
options for sampling: interactive sampling and primary sampling. These options
are discussed in this section.
4.4.1

Interactive Sampling

Our program provides an optional parameter that can be used to set the sampling percentage. Moreover, another parameter is provided to allow the user to
determine whether to sample events or only whole traces (a trace represents a
unique y-axis value). This option is important because in some cases sampling
events would lead to a misunderstanding of the data. For example, if all traces
begin with the same event and sampling is performed on events level, then the
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sampling process will result in traces starting with other events. Furthermore,
some Dash components are used by our program to allow the user to interactively
reset the sampling options. A Dash RadioItems component is used to select between sampling events or only whole traces, and a Dash Slider component is used
to set the sampling percentage.
Each time the update button is clicked, the program checks the value of the
RadioItems component used to determine whether to sample events or whole
traces. If the sampling should be performed on events level, then the program
randomly samples the number of events corresponds to the value of the sampling
percentage Slider component. If only whole traces should be sampled, then the
program determines all unique y-axis values, i.e., all traces. Then, the program
randomly samples the number of traces corresponds to the value of the sampling
percentage Slider component. Finally, the program keeps only the events whose
y-axis values are in the sampled list of traces.
4.4.2

Primary Sampling

In some cases, i.e., if the data set is very huge, it is better not to load the
whole data set to the program from the beginning. This option is provided by
our program as well. Our program provides an optional parameter that can be
used to set the maximal number of events to be loaded from the input data set. If
this parameter is used, then the corresponding number of events will be randomly
sampled and loaded to our visualization application instead of the whole data set.
After loading the data set, the user still can use the interactive sampling option,
but it will be applied to the initial sampled set, not on the original whole set.
For example if only one million events were initially loaded from a two-million
data set, then the maximal value the sampling slider can be reset to would be
50%.
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5

Evaluation

In this chapter, evaluation results are presented. First, a case study is performed to investigate the performance of our dotted chart visualization on reallife data. Then, an experiment about the influence of memory limitation on the
behavior of our program is discussed.

5.1

Qualitative Evaluation: Case Study

This section provides a case study of how the PM4Py dotted chart program
can be used to analyze real data. We consider the gzipped XES file Road Traffic
Fine Management Process.xes.gz, which is published by the 4TU.Centre for
Research Data [15]. This file represents a real-life event log of events that was
extracted from an information system managing road traffic fines by an Italian
police department. It contains 561 470 events and 150 370 traces. Each trace
represents a single fine; therefore, each trace starts with the event ‘create fine’.
The timestamps of the events have values between Jan 1, 2000 and Jun 18, 2013.
We apply our PM4Py dotted chart visualization on the road traffic fine management XES file. We call the function dotted chart with the parameter input set to
the path to the file (0 /home/humam/BA/Road T raf f ic F ine M anagement
P rocess.xes.gz 0 ). We use none of the optional parameters except max load,
which is set to 400 000. The whole code needed for the call of dotted chart
is shown in Figure 11. After calling dotted chart the application will run on
http://127.0.0.1:8050/, and we will get the result shown in Figure 12.
As shown in in Figure 12, the x-axix, the y-axis, and the color attributes were
automatically set although we did not use any of the optional parameters x, y,
or color (they were all set to the default value N one). As explained in section
A.4, the function set attributes tries to guess appropriate values for x, y, and
color if they are set to None. It set the x-axis attribute to the timestamp values
0
time:timestamp0 , the y-axis to the trace name values 0 case:concept:name0 , and
the color attribute to the event name values 0 concept:name0 . Since max load was
set to 400 000, only 400 000 randomly chosen events were loaded from the 561
470 events. We can see in Figure 12 that the maximum value of the sampling
slider is almost 71% (400 000 / 561 470 ' 0.71). The slider is initially set to
the default value 100 000 events (100 000 / 561 470 ' 0.18) since the optional
parameter sampling percent was not used.
We apply ProM’s dotted chart on the same file in order to check how good the
result of our program is. The visualization we get with ProM’s dotted chart is
shown in Figure 13.
We can use the zoom in option in order to get a better view of a particular
region from the graph. For example, we can select the region below where all
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Figure 11: The code needed for calling the PM4Py dotted chart program with
the input file Road Traffic Fine Management Process.xes.gz and the optional
parameter max load set to 400 000.
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Figure 12: The result of applying the PM4Py dotted chart on the file Road
Traffic Fine Management Process.xes.gz.
traces have names starting with ‘A’. All these traces start up July 2006. We get
an overview of the ‘A’ traces as shown in Figure 14.
Now we try to get an overview of the event log focusing on the order of the
events in the traces and the length of the traces. For this purpose, it is better to
use relative time values instead of the real values. This can be done by selecting
the option ‘start each trace with 0 (only if x-axis values are dates/numbers)’
for the x-axis values. Moreover, we order the events descending according the
lengths of the traces by selecting the option ‘duration/length of the trace (only
with dates/numbers in the x-axis)’ for sorting the y-axis values and the option
‘descending’ for the order. In addition to that, we move the indicator of the
sampling slider to the value 10 in order to sample 10% of the traces. After that
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Figure 13: The result of applying ProM’s dotted chart on the file Road Traffic
Fine Management Process.xes.gz.

Figure 14: An overview of the ‘A’ traces in the file Road Traffic Fine
Management Process.xes.gz provided by the PM4Py dotted chart.
if we click the update button, the visualization will be updated according to the
new values, and we will get the updated graph shown in Figure 15.
We can see in Figure 15 that the color blue in dominating at time point zero.
This is because all traces should start with the event ‘create fine’. However,
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Figure 15: The result of applying the PM4Py dotted chart on the file Road
Traffic Fine Management Process.xes.gz with relative time values used for the
x-axis, descending order by duration used for sorting the traces, and the value
10% used for sampling.
we have used the optional parameter max load and loaded less than 36 percent
of the events to the application. Many ‘create fine’ events may have not been
loaded, leading to a misunderstanding of the data. Therefore, if we know that
our file has a reasonable size, it would be better to load the whole file and then
sample whole traces by setting the parameter sampling traces to T rue (T rue
is the default value) and setting the parameter sampling percent to the desired
percent of traces we want to sample. It is not recommended to use the parameter
max load for ordinary sampling. This parameter was added to dotted chart with
the main goal to avoid long waiting time for loading the input file if it has a huge
size.
We can see in Figure 15 that almost half of the traces have a length of 0.
If we move the mouse indicator to the last event below, we can see its hover
information as shown in Figure 16. It indicates that the longest trace in our
ten-percent sample has a length of 3561 days (less than 10 years).
We apply ProM’s dotted chart with on the file using relative time values for the
x-axis and sorting the traces by duration. The visualization we get with ProM’s
dotted chart is shown in Figure 17.
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Figure 16: The hover information of the last event below from the visualization
show in Figure 15.

Figure 17: The result of applying ProM’s dotted chart on the file Road Traffic
Fine Management Process.xes.gz using relative time values for the x-axis and
sorting the traces by duration.

5.2

Quantitative Evaluation: Memory Limitation Experiment

In this section, we discuss the results of an experiment that was done in order
to investigate the effect of memory limitation on the behavior of our dotted chart
visualization program.
Experiment Setup
In order to test the program with different sized inputs, we have generated
a Pandas DataFrame df with random data. It has a variable number of rows
(events) and the following three columns:
1. 0 date0 : with randomly selected dates between 2000 and 2020.
2. 0 country 0 : with randomly selected countries’ abbreviations (255 unique values).
3. 0 color0 : with randomly selected values from [0 A0 ,0 B 0 ,0 C 0 ,0 D0 ,0 E 0 ,0 F 0 ,0 G0 ].
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In our experiment, the following values were chosen for the parameters of
dotted chart: input was set to df , 0 date0 was selected as the x-axis attribute,
0
country 0 was selected as the y-axis attribute, 0 color0 was selected as the color attribute, real values were selected to be shown on the x-axis (start each trace with
0 = F alse), traces were chosen to be sorted descending by duration, the whole
DataFrame was loaded each time, and no sampling was applied. We have tested
our program with the following numbers of events: 50 000, 100 000, 125 000,
250 000, 500 000, 1 000 000, 1 200 000, 1 500 000, 1 750 000, 1 900 000, 2 000 000,
2 100 000, 4 000 000, 5 000 000, 6 000 000, 7 000 000, and 10 000 000.
Running the Experiment
We started our experiment with limiting the memory to 1 GB. The program
was not able to run the server (even if the input Pandas Datarame consists of
only one row). For 1.1 GB memory, the program was able to run problem-free
with 50 000 events in the input Pandas DataFrame. Therefore, we tested our
program with the following values for the memory: 1.1 GB, 2 GB, 4 GB, 6 GB,
8 GB, and without limitation. The experiment was done on a computer with 7.2
GB RAM and 3.9 GB swap memory available. As web browser, Google Chrome
(version 74.0.3729.169 official build 64-bit) was used.
Experiment Results
Figure 18, Figure 19, and Figure 20 show the results of our experiment. In
each subplot, the x-axis represents the number of events in the input Pandas
DataFrame. The y-axis represents the time needed for updating the dotted chart
graph (rounded average values are shown since time values differs between different measures). The maximum value shown on the x-axis is the maximum
number of events for which the program was able to run problem-free. From our
experiment, we conclude the following results:
1. The minimum memory required for the program is 1.1 GB.
2. The program performed the same for 4 GB memory or more. The maximum
accepted number of events in the input Pandas DataFrame df is 6 million in all
these cases. However, the reason why the program crashes is not the memory in
all cases. The time out of the web browser is an important reason as well.
3. The behavior of the program is almost linear. This is indicated by the positions of the dots in the plots.
4. Having more or less memory has no influence on the speed of the program. It
determines only the maximum size of accepted input. For example, in all cases
approximately 9 seconds were needed for 100 000 events.
Table 3 shows the maximum number of events that was accepted for the different memory limits. Considering the values shown in Table 3 and Figure 19, we
recommend users to use the value 500 000 for sampling if the available memory
is greater than 2 GB.
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Figure 18: The results of our
memory limitation experiment
with 1.1 GB memory.

Figure 19: The results of our
memory limitation experiment
with 2 GB memory.

Figure 20: The results of our
memory limitation experiment
with 4 GB or more memory.

Table 3:
The maximum number of events
in the input Pandas
DataFrame df that was
accepted for the different memory limits in
our experiment.

Memory
1 GB or less
1.1 GB
2 GB
4 GB or more

27

Maximum accepted size for df
0
100 000
2 000 000
6 000 000

6

Conclusion

This thesis presented the PM4Py dotted chart, which is a scalable interactive
event data visualization in Python. We provided an overview of the program and
the implementation of its components. Moreover, we carried out a case study
on applying the PM4Py dotted chart on a real-life event log and an experiment
investigating the relation between the amount of available memory and performance of the program. The dotted chart visualization is a very powerful tool
that is widely used in the field of data science. Our implementation of the dotted
chart visualization adds an important tool to the PM4Py library, which provides
a wide variety of process mining techniques. Many improvements can be made to
the program as part of future work. It may be a good idea to add the possibility
to shape the events according to the values of a chosen attribute, similar to the
coloring option. Another useful option that may be added to the program is
the filtering option; that is, to allow the user to interactively select some values
for chosen attributes and plot only events whose attributes match the selected
values. Moreover, some performance metrics for the whole data set as well for
the individual traces may be added. Work is currently underway to develop a
web interface for the PM4Py library in order to offer an interactive way to use
the library and its process mining tools. Bringing the dotted chart application
to this web interface may be part of future work as well. A challenging task for
future work may be to improve the sampling option for better automatic scaling
of huge data sets. The results of the memory limitation experiment may be used
in the front-end of PM4Py to better scale the application.
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A

Appendix: Implementation

Our program for interactive event data visualization consists of the five Python
files:
init .py, importer.py, date converter.py, graph.py, and factory.py. In
this appendix, these files and the implementation of their functions are discussed.

A.1

Input - importer.py

The file importer.py provides some functions used while importing the file/
element that contains the event data to be plotted. importer.py contains the
following three functions:
1. import to df(input): this function converts a given input file/element into a
Pandas DataFrame.
2. import df from log(log): this function converts a given PM4Py EventLog
into a Pandas DataFrame.
3. import df from xes(file): this function converts a given XES file into a Pandas
DataFrame.
Our program converts the input file/element input into a Pandas DataFrame
using the function import to df (input). In the following for each of the seven
accepted input types, the behavior of import to df (input) is discussed.
Pandas DataFrame: if the input input of our program is a Pandas DataFrame,
import to df (input) will return the same DataFrame.
PM4Py EventLog: if the input input of our program is a PM4Py EventLog,
import to df (input) converts it into a Pandas DataFrame using import df f rom
log(input). import df f rom log(input) returns a Pandas DataFrame where each
event is represented as a row. For each event, the unique trace name is inserted
in the column 0 case:concept:name0 . For each item (col, val) in an event, val is
inserted in the column col.
PM4Py EventStream: if the input input is a PM4Py EventStream, the function import to df (input) converts it into a Pandas DataFrame using the function
get dataf rame f rom event stream(input) from pm4py.objects.conversion.log
.versions.to dataframe. Each event is represented in the returned DataFrame
as a row.
CSV File: if the input input of our program is a CSV file, the function
import to df (input) converts it into a Pandas DataFrame using the function
read csv(input) from pandas where each event is represented in the DataFrame
as a row.
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XES File: if the input input of our program is an XES file, import to df (input)
converts it into a Pandas DataFrame using import df f rom xes(input). The
function import df f rom xes(input) makes use of the lxml.etree module from
the lxml library, which is a Python library for processing XML and HTML.
import df f rom xes(input) works in a similar way to import df f rom log(input)
since an XES file corresponds to an event log. For a better understanding of the
implementation of import df f rom xes, you can find information about lxml and
lxml.etree at (https://lxml.de/).
Gzipped XES File: in addition to XES files, our program accepts gzipped
XES files as input as well. First, import to df (input) decompresses the gzipped
XES file input using the function decompress(input) from pm4py.objects.log.util
.compression. Then, the resulting XES file will be converted into a Pandas
DataFrame using the function import df f rom xes(f ile).
Parquet File: if the input input is a Parquet file, import to df (input) converts
it into a Pandas DataFrame using the function read parquet(input) from pandas.
Moreover, it replaces empty strings in the resulting Pandas DataFrame with
numpy.nan values because Parquet uses empty strings to mark fields with missing
data, and we do not want these empty strings to be considered as real data.

A.2

Date Conversion - date converter.py

This file provides some functions used while converting dates to the standard
date format supported by Plotly. These functions are introduced in this section.
a. get date format(date): this function tries to determine the format of the
given date string and raises an exception if it fails. For example, get date f ormat(
0
F eb-18-20190 ) returns [0 −0 ,0 m0 ,0 d0 ,0 y 0 ]. If both the day and the month are given
as numbers that are less than 13, then it returns [ ] to indicate that the function
is not able to distinguish between the day and the month.
b. get format(string): this function gets a string that can be a combination of a date and a time point (strings like: 0 15/5/20190 , 0 14:25:130 , 0 15/5/2019
14:25:130 ) as parameter and returns a two-element list. If the given string has
a date part d, then get date f ormat(d) is the first element of the list to be returned, otherwise N one. If the given string has a time part, then T rue is the
second element of the list to be returned, otherwise F alse.
c. date converters(format): this function gets a date format of a date string
as parameter and returns a function that can be applied to that string in order
to transform it to a date format supported by Plotly. There are twelve accepted
date formats for the parameter f ormat (all the twelve formats are not supported
as date formats by Plotly). We can recognize them in the if and elif conditions
in the code shown in Figure 21.
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Figure 21: The implementation of the function date converters.
d. get converter(string): this function gets a string string that can be a
combination of a date and a time point (strings like: 0 15/5/20190 , 0 14:25:130 ,
0
15/5/2019 14:25:130 ) as parameter and returns a function that can be applied to
that string in order to transform it to a date format supported by Plotly. It gets
the format of string with get f ormat(string). If it is not possible to distinguish
between the day and the month in string, then the function returns N one to
indicate that. If string has no date part or its date part has a format that is
already supported by Plotly, then the function raises an Exception to indicate
that no conversion is needed. Otherwise, it returns a function that should be
able to convert string and each string of the same format to another date format
supported by Plotly.
e. convert date format in df(df ): this function converts all dates in the
given Pandas DataFrame df to the standard date format supported by Plotly. It
returns a tuple (d, date columns) where d is the given Pandas DataFrame after
converting all dates and date columns is a list that consists of the labels of all
date columns in the DataFrame. The function convert date f ormat in df (df )
iterates over all columns in df and works in each iteration as explained in the
following steps:
- It determines the value value of the first valid index in the column. If it is a
datetime.datetime object, then the column label will be added to date columns
and its values will be cast to the data type 0 str0 .
- Else, it checks if value is a date string by trying to parse it using the function
parse from dateutil.parser. If it is not, the function goes to the next iteration to
check the next column.
- Else, it tries to get the appropriate converter for value using the function
get converter(value). If an exception is raised, then either no conversion is
33

needed or the conversion has failed. In this case, the column label will be added
to the list date columns and the values do not need to be changed.
- Else if the converter is N one, then this indicates that it is not possible to
distinguish between the day and the month in value. In this case, a new check
will be started for the next valid index in the column.
- Else, the column label will be added to date columns and the converter will be
applied to all values in the column.

A.3

Creating Figures - graph.py

This file provides the function get f igure, which is used to generate the figure
object needed for our program and another two help functions. These functions
are introduced in this section.
a. get n colors(n): this function gets a positive integer number n as parameter and returns a list of n colors. There are twelve basic colors defined with their
RGB codes in the list Colors. If the n > 12, the function returns a graduated
n-color scale. If you want to gain a better understanding of the implementation
of get n colors(n) and learn more about the different color formats, you can find
relevant information in [14] or you can visit (http://colorizer.org/).
b. sample with evenly spaced indexes(n, list, length): this function
has three parameters: a positive integer n, a list list, and the length length of
list. It returns two lists: a list elements of n samples from list that contains
both the first element list[0] and the last element list[length−1] and its elements
have indexes in list that are (almost) evenly spaced (evenly spaced indexes will
be calculated; then, they will be rounded to integers).
c. get figure(df, x, y, color, sort by, ascending, default order): this
function is the main function in graph.py. It is given a Pandas DataFrame and
some other parameters and it should return a Plotly figure object. This is the
figure object with the event data from the input Pandas DataFrame that should
be plotted and the layout details. In our interactive dotted chart Dash application, each time the user updates some parameters and clicks the update button,
the function get f igure is called with the updated parameters and it returns a
new Plotly figure object. The function get f igure has the following parameters:
- df : a Pandas DataFrame containing the event data that should be plotted.
- x: label of the column whose values should be plotted on the x-axis.
- y: label of the column whose values should be plotted on the y-axis.
- color: label of the color column. Two events with the same color value should
be plotted with the same color. Two events with different color values should be
plotted with the different colors. If color is set to None, then all events should
be plotted with the same color.
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- sort by: label of the sort column. Events should be sorted by this column.
If it is set to N one, then the order of the events in the DataFrame will not be
changed.
- ascending: if it is set to True, events will be sorted ascending; if it is set to
False, events will be sorted descending.
- def ault order: if it is set to True, Plotly’s default order for the traces (a trace
represents a unique y-axis value) will be used. This is very useful if the y-axis
values are dates. If it is set to False, the traces will keep in the graph the same order they have in the DataFrame after sorting it according to the values of sort by
and ascending.
Now, we can give an overview about the implementation of get f igure. It
works in five steps as explained in the following:
1. Checking if x or y is N one: in order to be able to create a figure, we need to
have some data at least as values for the x-axis and the y-axis. Therefore, if x or
y is set to N one, then the function is ended returning an empty figure.
2. Selecting traces’ order: the function get f igure always lets Plotly order the
x-axis values by its default order. However, for the y-axis values (traces) it is
possible to choose between using the Plotly’s default order and keeping the same
order the traces have in the DataFrame after sorting it according to the values
of sort by and ascending.
3. Sorting: if sort by is not set to N one, then the events will be sorted according
to the values of sort by and ascending.
4. Creating Scattergl object: the Plotly figure object to be returned by get f igure
consists of two parts: data and layout information. The data part of the figure
to is a Scattergl object from plotly.graph objs. get f igure uses the values of its
parameters in order to create the appropriate Scattergl object. The function distinguishes between three main cases while calculating the values of the Scattergl
object’s attributes:
Case 1: No coloring is desired.
Case 2: Coloring is desired and the values of the color column are not numbers.
Case 3: Coloring is desired and the values of the color column are numbers.
5. Setting layout information.
Since creating the Scattergl object is the most important step from the five
steps mentioned above, we focus on this step in the following. As said before,
get f igure distinguishes between three main cases while calculating the values
of the Scattergl object’s attributes:
Case 1 - No coloring is desired: if color is set to N one, then the data
part of the figure is a simple Scattergl object from plotly.graph objs where only
the following attributes are used: x, which sets the x-coordinates; y, which sets
the y-coordinates; mode, which determines the drawing mode; and marker.size,
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which sets the marker size. You can find further information about Scattergl
objects at (https://plot.ly/python/reference/#scattergl).

Case 2 - Coloring is desired and the values of the color column are not
numbers:
- A numeric representation of the color column is obtained using the function
factorize from pandas.
- The function get n colors is used to get a list with a unique color for each
unique value from the color column.
- A discrete color scale is defined over the unique values from the color column
and the unique colors. For information about color scales in Python, you can
visit (https://plot.ly/python/colorscales/).
- If there is more than 20 unique values in the color column, then the function
sample with evenly spaced indexes will be used to get 20 samples that will be
used as labels on the color bar beside the graph; else, all values will be used as
labels on the color bar.
- The data part of the figure is a Scattergl object from plotly.graph objs similar
to the figure in case 1, but some more attributes are used. The attribute text
sets text elements associated with each event; it is set to the value of the color
column. The attribute hoverinf o sets the information that appears on hover
for each event; it is set to the values of the three columns 0 x0 , 0 y 0 and 0 color0 .
marker.colorscale sets the color scale. marker.color sets the colors; it is set
the numeric representation of the color column, which will be mapped to the
color scale. marker.cmin sets the lower bound of the color domain. Moreover,
multiple marker.colorbar attributes are used in order to set the color bar. You
can find further information about the attribute options for Scattergl at (https:
//plot.ly/python/reference/#scattergl).
Case 3 - Coloring is desired and the values of the color column are
numbers:
- Two help variables are used: minimum is the minimum value in the color
column rounded to the nearest integer less than or equal to it; maximum is the
maximum value in the color column rounded to the nearest integer greater than
or equal to it.
- If the integer interval [minimum, maximum] has more than 20 integer elements,
20 (almost) evenly spaced elements are sampled using the function sample with
evenly spaced indexes in order to be used as labels on the color bar; else, all
values will be used.
- The color scale is created similar to the color scale in case 2, but this time with
100 colors. We do not have a unique color for each unique value in this case.
Since we have only numbers as values, the interval is broken into 100 smaller
intervals and each of them is given a unique color. The function get n colors is
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used to generate the 100 colors, they are graduated and the color scale looks like
a continuous color scale.
- The data part of the figure is a Scattergl object from plotly.graph objs similar
to the one in case 2. All attributes used in case 2 are used in case 3 as well in
additional to one more attribute. It is the attribute cmax, which sets the upper
bound of the color domain.

A.4

Running the Application - factory.py

This file provides the main function in our program dotted chart in addition
to one other help function. These two functions are explained in this section.
a. set attributes(x, y, color, columns): this function is used in dotted chart
as a help function. For each of its parameters x, y, and color it checks if its value
is in the list columns; if not, it tries to guess an appropriate value for the variable; if it fails, the variable is set to N one. At the end, the function returns (x,
y, color).
b. dotted chart(input, x, y, color, start each trace with 0, sort traces
by, order ascending, sampling percent, sampling traces, max load):
this is the main function in our program for interactive event data visualization.
It is the function that should be called (with appropriate parameters) by the
user in order to run the program and open the application. All parameters for
dotted chart are optional except input, which should be set to the input file/element that contains the event data to be visualized. dotted chart works as shown
in the main steps explained in section 4.2. The function dotted chart has the
following Parameters:
- input: a file/element that represents a collection of event data to be visualized. Supported inputs: Pandas DataFrames, PM4Py EventLogs, PM4Py
EventStreams, CSV files, XES files, gzipped XES files, and Parquet files.
- x: x-axis attribute (it can be changed in the app).
- y: y-axis attribute (it can be changed in the app).
- color: color attribute (it can be changed in the app).
- start each trace with 0: if it is set to T rue, each trace will be plotted starting
by 0; if it is set to F alse (by default), traces will be plotted with the real values
(it can be changed in the app).
- sort traces by: an integer that determines how the traces should be sorted (it
can be changed in the app). Possible sorting options:
0 : Plotly’s default sorting (this option is the default option and it is the best
option for sorting dates/time).
1 : Sorting by the label.
2 : keep order (as in the original file).
3 : Sorting by x-axis value of the first event in the trace.
4 : by the x-axis value of the last event in the trace.
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5 : Sorting by duration/length of the trace (only with dates/numbers in the
x-axis).
- order ascending: determines the sorting order. If it set to T rue (by default),
ascending order will be used; if it is set to F alse, descending order will be used
(it can be changed in the app).
- sampling percent: a number between 0 and 100 that determines the percentage of events/traces that should be sampled. If it is set to N one (by default),
then the minimum between max load, 100 000, and the number of all events will
be the number of events to be sampled (it can be changed in the app).
- sampling traces: If it is set to T rue (by default), sampling percent of the
traces will be sampled. If it is set to F alse, sampling percent of the events will
be sampled (it can be changed in the app).
- max load: maximal number of events that can be loaded from input. If it is
set to N one (by default), all events from input will be loaded.
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