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Abstract
The execution of business processes in companies generates valuable data in information systems. Process Mining utilizes such data to
generate knowledge of the underlying processes. Within process mining, conformance checking is a subdiscipline that allows us to verify
whether the process execution is in accordance with a given process
model. Many techniques exist that address this question. However,
most of these techniques rely on already finished process executions,
i.e., they are defined in an offline setting. As a consequence, process
deviations are detected after the process execution has finished. Only a
few techniques allow us to analyze ongoing process executions, i.e., online conformance checking. However, these techniques either abstract
from the process model and the data in such a way that the examination of deviations becomes difficult or these techniques use approximations. Hence, optimality is not guaranteed, i.e., false process-deviation
detections may occur. In this thesis, a novel approach is presented to
monitor ongoing process executions. In contrast to existing techniques,
the presented approach is an exact algorithm, yielding optimal solutions, i.e., false process deviation detections cannot occur. Moreover,
the presented algorithm is parameter-free. We evaluated the algorithm
using publicly available real data sets and compared our algorithm to
other approaches. The results show that the proposed algorithm has
a comparatively search efficiency compared to other algorithms, but
has slightly longer computation times, while guaranteeing optimality
at the same time.
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Chapter 1

Introduction
In many organizations, processes are executed both consciously and unconsciously. Through the digitalization of many areas in organizations, process
executions nowadays generate valuable data in information systems. In the
context of process mining, which is a discipline that connects process science
and data science [3], such data is called event data, i.e., data describing the
various steps conducted during process executions. For instance, event data
may contain information about the execution time of activities within a specific process execution and which resources were involved in the execution
of the activity. Process mining aims to utilize event data that was generated by process executions to create valuable insights about the underlying
processes. Particularly, process mining tries to link real process executions,
process models and the event data that was generated by process executions.
Process mining is typically divided into three major subfields: process discovery, conformance checking and process enhancement [3]. Process discovery aims to construct process models that describe observed behavior, i.e.,
the recorded event data. For example, many techniques exist that produce
models which describe the control flow of processes. However, discovery also
includes other perspectives on event data, e.g., organizational perspectives
that describe which stakeholders are involved in which stages of a process
and how they interact among themselves. The area of conformance checking
deals with the comparison of process executions, i.e. recorded event data,
and process models. The main questions that are answered in the area of
conformance checking are: is the observed behavior, i.e., an event log, compliant to a process model and vice versa, i.e., does the model describe the
event log adequate. In the remainder, we focus on the first aspect of conformance. The third area, process enhancement, deals with extensions and
improvements of process models based on the recorded event data. Among
others, enhancement comprises the repair of a process model, i.e., adding or
1

2

CHAPTER 1. INTRODUCTION

removing allowed behavior from the model, and the enrichment of process
models, e.g., adding rules to the control flow of a process model, i.e., decision mining that explains why particular decisions are made in a process
execution.
There exist many techniques to do conformance checking with. However,
the majority of these techniques are designed for already completed process
executions, the offline scenario. In such a posteriori analysis [4], process
executions to be examined are already finished.
It is useful to detect deviations after the process execution has completed.
However, since deviations are only detected after a process has finished,
only future process executions can be influenced. Conformance checking in
an online scenario, aims to detect deviations while the process execution is
ongoing. This makes it possible to intervene and to setup potential countermeasure in the case of a deviation. Hence, detecting deviations at the
moment they occur helps to minimize negative effects process deviations
may cause. This potential, i.e. detecting deviations at the moment they
occur and therefore, providing operational support, was also pointed out in
the process mining manifesto [5] that lists significant future challenges in
process mining.
The general setting of online conformance checking is illustrated in Figure 1.1. In the example, multiple process instances of the same process are
executed in parallel. During the execution of the process instances, event
data is generated which is output on an event stream. To match the different

deviation detected
“a cannot follow c”
Conformance checking

process
model

<a>

Conformance checking

Conformance checking

process
model

process
model

<c>

< a, b >

Conformance checking

process
model

< c, a >

case 𝑐1

case 𝑐2

case 𝑐1

case 𝑐2

activity

activity

activity

activity

a

c

b

a

event stream
time
information
system

Figure 1.1: High-level overview of process monitoring. Each published event
leads to a comparison of the corresponding process instance with a reference
process model. The last comparison indicates a process deviation

1.1. RESEARCH GOALS AND CONTRIBUTIONS

3

activities to process instances, every event has a case identifier. In the example of Figure 1.1, c1 and c2 represent two different process instances of the
same process. Whenever a new activity is performed in a process instance,
an event is emitted. Each event triggers an assessment, i.e., conformance
checking, that checks if the given process model allows the order of activities
performed so far. As a result, deviations are recognized immediately after a
non-permitted activity has been executed.
Applying conformance techniques that are designed for offline usage in an
online setting, where process executions are ongoing and not finished yet,
is often not directly possible or the computational effort is too high. In
the area of online conformance checking a few approaches exist so far that
are explicitly designed for the online setting. Most of these approaches use
approximations to increase performance. As a consequence, the probability
of false positives, i.e., a detected deviation that is indeed not a deviation,
increases. Moreover, some algorithms use parametrization which has to be
adjusted by a user and must be set individually for the current process being
investigated. Other algorithms use abstractions of the event data and the
process model that leads to less detailed explanations of deviations, e.g. at
which step in the process model the deviation occurred. Hence, they do not
provide diagnostic information.
The overall research scope of this thesis is the application of conformance
checking techniques to streaming data, i.e., event streams. In particular,
in this thesis an algorithm is proposed to detect process deviations on
event streams. The focus is on the algorithmic description, the correctness/guarantees of the proposed algorithm, and the evaluation. Moreover,
this thesis does not deal with any topics related to event streams in general, for example, how to cache event streams, how to detect when a process
instance is finished, or how to deal with limited memory resources. Furthermore, the application and deployment of the proposed algorithm in real
world scenarios is outside the scope of the thesis.

1.1

Research Goals and Contributions

In this section, the main research questions that are addressed in this thesis
are presented. Afterwards, the contribution of this work to the aforementioned research questions is presented.
The main research question is: Is it possible to design an alternative algorithm to monitor ongoing process executions against a given process model
that has a clear advantage over existing approaches? This general question
can be further decomposed in more specific questions.
1. How to utilize intermediate results in prefix-alignment computation

4
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during process monitoring of ongoing process executions?
2. How to guarantee optimality, i.e., no false deviation detections, and to
perform better than existing approaches regarding different key performance indicators?
3. How to design an existing heuristic that is used in the offline scenario of
alignment computation being used to increase efficiency in the online
scenario?
In this thesis, an algorithm is presented that allows to monitor process
executions in an online scenario. In particular, the proposed algorithm relies
on an existing algorithm, prefix-alignment calculation, but does not need
any parameterization in comparison to other approaches that use prefixalignments, too. Moreover, the proposed algorithm is optimal. Therefore,
no false positives, i.e., wrong detected process deviations, can occur.

1.2

Outline

In this section, we presented an overview of process mining and introduced
the topic of conformance checking in an online scenario. Moreover, we presented the research questions addressed within this thesis and summarized
the main contributions of this thesis. In Chapter 2, general concepts, definitions, and notations are introduced. Afterwards in Chapter 3, related work
is presented. Especially, various conformance checking techniques both in
offline and online settings are briefly discussed. In Chapter 4, a novel approach is presented to monitor processes in an online scenario. The chapter
is mainly divided into two parts. The first part covers the main algorithm.
The second part comprises the description of an revised heuristic which is
used in the algorithm to increase efficiency. In Chapter 5, the proposed
approach is evaluated on real data and is compared with already existing
techniques. Finally in Chapter 6, a summary of the presented work and
possible future work on the basis of this thesis is presented.

Chapter 2

Preliminaries
In the following chapter, multiple definitions and notation conventions are
presented that are used in the remainder of this thesis.

2.1

Event Logs and Event Streams

We denote all possible sequences over a set X as X ∗ , and the empty sequence
is represented by hi.
Definition 1 (Multi-set [6, 7]). A multi-set over a set X is a collection
of elements from X that allows multiple appearances of the same element.
Formally, we define a multi-set as a function m : X → {0, 1, 2, ...}, which
assigns each element from X its number of appearance, also called multiplicity, in the multi-set. Furthermore, we denote the universe of all multi-sets
over a set X by B(X). Finally, given two multi-sets m1 and m2 over a set
X, we define the sum of two multi-sets by m1 ] m2 = m3 ∈ B(X) such that:
∀x ∈ X : m1 (x) + m2 (x) = m3 (x).
For instance, [a2 , b] denotes a multi-set that contains two times an a and
once a b. For a given multi-set X and an element y, we write y ∈+ X if
X(y) > 1, i.e., X contains at least once y.
Definition 2 (Event log & trace [8]). Let A denote the universe of activities.
An event log L is a multi-set of sequences over activities in A, i.e., L ∈ B(A∗ ).
Therefore, each sequence in L describes a trace of activities that might occur
multiple times in an event log. In Table 2.1 an example of an event log is
given.
In addition, let C denote the universe of case identifiers. We assume that
each sequence in an event log L is coupled with a unique case identifier. In
Table 2.1 an exemplarily excerpt of an event log is given. For instance, the
5

6

CHAPTER 2. PRELIMINARIES
Table 2.1: Fragment of an event log
Case identifier
...
221
222
223
224
225
...

Trace
...
ha, b, ci
hai
ha, ci
ha, b, ci
ha, ci
...

trace ha, b, ci occurs two times in the event log, i.e., case 221 and 224 show
the same sequence of activities.
Definition 3 (Event stream [1]). Let C denote the universe of case identifiers. Let A denote the universe of possible activities. An event stream S is
a possible infinite sequence over C × A, i.e. S ∈ (C × A)∗ .
Figure 2.1a illustrates the concept of an event stream. Over time, multiple
events associated with their case identifier are emitted. Given the illustrated time period, we observed four possibly incomplete traces which are
illustrated in Figure 2.1b. In contrast to event logs, event streams may be
infinite, i.e., infinite many tuples s ∈ (C × A) may arise over time, and we
do not know when a case is finished [1]. For instance, we do not know if
there will be a fifth event for the case 3 in the future.
In addition, for a given event stream S we write S(i) to denote the i-th event
of the event stream. For example given the event stream from Figure 2.1a,
S(2) represents the tuple (1, b). Figure 2.1b shows the event log that can be
derived from the event stream visualized in Figure 2.1a at the current time.
(3, a), (1, b), (2, a), (2, b), (1, c), (3, b), (3, b), (2, c)(3, c)(4, a), ...

time

(a) Visualization of an event stream (figure based on [1, fig. 5])

Case
1
2
3
4

Trace
hb, ci
ha, b, ci
ha, b, b, ci
hai

(b) Temporary traces from the event stream per case

Figure 2.1: Example event stream with corresponding derived event log
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Petri Nets

A Petri net can be seen as a bipartite, directed graph which consists of vertices and edges. In particular, a Petri net consists of two different types of
vertices namely transitions that are visualized by a rectangle and places that
are visualized by a circle. Furthermore, only transitions may be connected
with places and vice versa, i.e., a place is never directly connected to another place and likewise, a transition is never directly connected to another
transition.
t2
p1

t1

b
p2

p3

a
t3
c
Figure 2.2: Example of a Petri net N1 with initial marking
Definition 4 (Petri Net [1, 8]). A Petri net N is a tuple N = (P, T, F, λ),
where P represents places, T represents transitions and F ⊆ (P ×T )∪(T ×P )
represents the flow relation. Furthermore, given the universe of activity
labels Σ and τ ∈
/ Σ, λ : T → Σ ∪ {τ } represents the labeling function of N .
Note that the label τ represents an unobservable label.
For a given Petri Net N = (P, T, F, λ) and an arbitrary element x ∈ P ∪ T ,
we define •x = {y ∈ P ∪ T |(y, x) ∈ F } and x• = {y ∈ P ∪ T |(x, y) ∈ F } [8].
Informally, the set •x describes all predecessor transitions or all predecessor
places and x• accordingly describes all successor transitions or all successor
places.
A marking of a Petri net is a multi-set over its places, i.e., a marking corresponds to an element m ∈ B(P ). We call a transition t ∈ T for an arbitrary
Petri net N and a marking m enabled if ∀p ∈ •t : m(p) > 0, i.e, there is at
least one token in each place that has an arc towards the transition t. We
write m[ti if transition t is enabled at marking m.
If we fire an enabled transition t, i.e., m[ti, we obtain a new marking m0 =
(m − •t) ] t• [8]. Less formally, we consume a token from each place that has
an arc towards the enabled transition t and produce a token in each place
that has an incoming arc from the enabled transition t. In addition, m[tim0
denotes that firing the enabled transition t at marking m results in marking
m0 . If a sequence of transitions (t1 , t2 , ...) ∈ T ∗ yields from marking m to
(t1 ,t2 ,...)

marking m0 , we write m −−−−−→ m0 . Furthermore, we define for a given
Petri net N = (P, T, F, λ) and a marking m the set of all reachable markings

8
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t∗

from m, i.e., R(N, m) = {m0 ∈ B(P ) : ∃t∗ ∈ T ∗ s.t. m −→ m0 }. Hence, the
set R(N, m) describes all markings m0 that are reachable from m via some
sequence of transitions.
Figure 2.2 shows an exemplarily Petri net N = (P, T, F, λ). The set of places
is P = {p1 , p2 , p3 } and the set of transitions is T = {t1 , t2 , t3 }. For example,
the arc from p1 to t1 is part of F , i.e., (p1 , t1 ) ∈ F . Furthermore, the labeling
function maps an a to transition t1 , i.e., λ(t1 ) = a. The initial marking mi ,
which is visualized in Figure 2.2, is described by the multi-set [p1 ]; the final
marking mf is [p3 ].
Definition 5 (Incidence matrix of a Pteri net [8]). The incidence matrix
A of a given Petri net N = (P, T, F, λ) is a |T | × |P | matrix s.t. Ai,j = 1 if
pj ∈ ti • \ • ti , Ai,j = −1 if pj ∈ •ti \ti • and Ai,j = 0 otherwise.
For instance, the incidence matrix of the Petri net N1 from Figure 2.2 is
given in Figure 2.3.


AN1


−1 1 0
=  0 −1 1
0 −1 1

Figure 2.3: Incidence matrix of N1
Definition 6 (Trace net [4, 8]). Given an arbitrary non-empty trace σ ∈ A∗ .
A trace net is a Petri net N σ = (P σ , T σ , F σ , λσ ) with initial marking mσi
and final marking mσf so that:
• P σ = {pi | 0 ≤ i ≤ |σ|}
• T σ = {ti | 1 ≤ i ≤ |σ|}
• F σ = {(pi , ti+1 ) | 0 ≤ i ≤ |σ|} ∪ {(ti , pi ) | 1 ≤ i ≤ |σ|}
• λσ (ti ) = σ(i), for all 1 ≤ i ≤ |σ|
• mσi = [p0 ]
• mσf = [p|σ| ]
For example, the trace net of σ = ha, b, ci is illustrated below in Figure 2.4.
The initial marking is [p0 ] and the final marking is [p3 ].
p0

t1
a

p1

t2
b

p2

t3

p3

c

Figure 2.4: Example of a trace net N σ with initial marking mσi = [p0 ]
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p00

p1

(t01 , )
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p01

(t02 , )

p02

(t03 , )

(a, )

(b, )

(c, )

(t01 , t1 )

(t02 , t2 )

(t03 , t3 )

(a, a)

(b, b)

(c, c)

(, t1 )

p2

(, a)

(, t2 )

p03

p3

(, b)
(, t3 )
(, c)

Figure 2.5: Example of a Petri net product, i.e., N ⊗ = N σ ⊗ N1 , with initial
marking m⊗
i
Definition 7 (Petri net product [8]). The product of two Petri nets, N =
(P, T, F, λ) and N 0 = (P 0 , T 0 , F 0 , λ0 ) requiring P ∩ P 0 = ∅ and T ∩ T 0 = ∅,
yields to a Petri net N ⊗ N 0 = (P ⊗ , T ⊗ , F ⊗ , λ⊗ ) such that:
• P⊗ = P ∪ P0
• T ⊗ = (T × {}) ∪ ({} × T 0 ) ∪ {(t, t0 ) ∈ T × T 0 | λ(t) = λ0 (t0 ) 6= τ }
• F ⊗ = {(p, (t, t0 )) ∈ P ⊗ × T ⊗ | (p, t) ∈ F ∨ (p, t0 ) ∈ F 0 } ∪ {((t, t0 ), p) ∈
T ⊗ × P ⊗ | (t, p) ∈ F ∨ (t0 , p) ∈ F 0 }
• λ⊗ : T ⊗ → (Σ ∪ {τ } ∪ {}) × (Σ ∪ {τ } ∪ {}) (assuming ∈
/ Σ ∪ {τ })
such that:
– λ⊗ (t, ) = (λ(t), ) for t ∈ T
– λ⊗ (, t0 ) = (, λ0 (t0 )) for t0 ∈ T 0
– λ⊗ (t, t0 ) = λ⊗ (λ(t), λ0 (t0 )) for t ∈ T, t0 ∈ T 0
Moreover, let mi and mf be the initial and final marking of N and m0i and
m0f of N 0 , respectively. According to [7], the inital and final marking of the
Petri net product, N ⊗N 0 , is defined by:
0
• m⊗
i = mi ] mi
0
• m⊗
f = mf ] mf

Figure 2.5 visualizes the Petri net product of N σ from Figure 2.4 and N1
from Figure 2.2, i.e. N σ × N1 . Furthermore, we call the Petri net product of
a trace net and an arbitrary petri net, i.e., N σ ⊗ N1 , a synchronous product

10

CHAPTER 2. PRELIMINARIES

net [8]. In fact, the Petri net product shown in Figure 2.5 is a synchronous
product net of the trace σ = ha, b, ci and the Petri net N1 from Figure 2.2.

2.3

Definition and Computation of Alignments

In this section, we formally define the concept of alignments and prefixalignments, which are later used in the novel approach presented in this
thesis. Furthermore, the computation of alignments is explained.
Alignments link observed behavior, i.e., a trace of an event log, with modeled
behavior, i.e. a process model. Alignments are commonly represented as a
two-column table. The first row contains the activities of the trace which
should be aligned in the order they were performed together with possibly
several occurrences of a skip symbol, i.e., . The second row consists of
a sequence of transitions that represent a path through the process model
from the initial to the final marking. Likewise, multiple occurrences of the
skip symbol might occur in between. Furthermore, we denote a column as
a move.
We assume a process model, i.e., Petri net N1 , visualized in Figure 2.2
with initial marking mi = [p1 ] and final marking mf = [p3 ]. Furthermore,
given the trace σ1 = ha, b, ci, a subset of possible alignments is given in
Figure 2.6. When we analyze the first rows of the given alignments and
ignore the skip symbol , we always obtain the trace σ1 . Analogously, if we
examine the second rows of the alignments and ignore the skip symbol we
always obtain a sequence of transitions through the process model N1 from
the initial marking to the final marking. For instance, the first alignment
from Figure 2.6 takes first transition t1 , i.e., [p1 ][t1 i[p2 ], and afterwards t3 ,
i.e., [p2 ][t3 i[p3 ].
a
t1

b


c
t3

a
t1

b
t2

c


a
t1

b


c



t3


t1

a



t3

b


c


Figure 2.6: Example alignments for σ = ha, b, ci and process model N1
As mentioned before, a column is referred to as a move. Let a ∈ A be an
arbitrary activity and t ∈ T be an arbitrary transition. There are three
different move types.
• A synchronous move, e.g., at , is characterized by the fact that the label
of the transition, i.e., λ(t), corresponds to the activity a. Such a move
stands for an expected situation, namely that the observed activity
also occurs in the process model at the current state.
• A model move, e.g. 
t , is characterized by the fact that there is a
skip symbol in the top and a transition t in the bottom. Such a

2.3. DEFINITION AND COMPUTATION OF ALIGNMENTS

11

move means that according to the process model an activity should
have been executed at that time but was not observed. Furthermore,
a model move signals a deviation because a process step has been
skipped.
a
• A log move, e.g., 
, is characterized by the fact that there is an activity
a in the top and a skip symbol in the bottom. Such move signals that
the observed activity could not be mapped onto the process model.
Hence, a log move represents a deviation since the observed activity
was either misplaced or is completely unnecessary according to the
process model.

Next, we formally define alignments. Let t be a tuple of n elements over
arbitrary sets X1 , ..., Xn . We denote the i-th element of a tuple t by πi (t)
[7]. For instance, let t = (x1 , ..., xn ) ∈ X1 × ... × Xn , the first element
of t is denoted by π1 (t) = x1 . In addition, we overload the notation of
π and extend it to sequences of tuples, i.e., to extract each i-th element
of a sequence of tuples [8]. For instance, let σ ∈ (X1 × ... × Xn )∗ be of
length k such that σ = h(x11 , ..., x1n ), ..., (xk1 , ..., xkn )i. For each i ∈ {1, ..., n}
πi (σ) = hx1i , ..., xki i ∈ Xi∗ . Furthermore, given two sets X 0 and X with
X 0 ⊆ X we recursively define a filtering function ↓X 0 : X ∗ → X 0∗ [8]:
• ↓X 0 (hi) = hi
• ↓X 0 (hxi · σ) = hxi· ↓X 0 (σ) if x ∈ X 0
• ↓X 0 (hxi · σ) =↓X 0 (σ) if x ∈
/ X0
Definition 8 (Alignment [7, 8]). Let σ ∈ A∗ be a trace of activities. Let
N = (P, T, F, λ) be a Petri net with initial marking mi ∈ B(P ) and final
marking mf ∈ B(P ). Let  denote a skip symbol with ∈
/ A∪T . A
sequence γ ∈ ((A ∪ {}) × (T ∪ {}))∗ is called an alignment between σ
and N if:
• π1 (γ)↓A = σ, i.e., sequence of movements in the trace (ignoring )
equlas σ
π2 (γ)↓T

• mi −−−−−→ mf , i.e., sequence of movements in the model (ignoring )
equals a firing sequence from the initial marking to the final marking
in N .
• (, ) ∈
/ γ, i.e., a move consisting of two skip symbols, i.e.,
allowed


,

is not

In addition to the concept of alignments, there is also the concept of prefixalignments, which are a relaxed version of conventional alignments. The
idea remains the same but a prefix-alignment must not have a complete
path from the initial marking to the end marking. Formally, we can restate
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the second condition of Definition 8 to define prefix-alignments.
π2 (γ)↓T ·t∗

∃t∗ ∈ T ∗ such that mi −−−−−−→ mf
Alignments, including prefix-alignments, are allocated to costs to make them
distinguishable and comparable since various alignments exist for a given
trace and a process model as shown in Figure 2.6. In particular, costs are
assigned to each move in an alignment and the sum of all the move costs
results in the alignment costs. Given a trace and a model, the alignment
with minimal cost is called an optimal alignment; note that there might be
multiple optimal alignments. In the remainder, a standard cost function is
used that is defined in the following.
Definition 9 (Standard cost function [7, 8]). Let σ ∈ A∗ be a trace of
activities, let N = (P, T, F, λ) be a process model with initial and final
marking mi , mf and let c : (A ∪ {}) × (T ∪ {}) → R≥0 be a cost function
that assigns non-negative costs to each possible move. Given an alignment
γ for σ and N , the costs of γ are defined by the sum of the costs of γ’s moves
P|γ|
Kc (γ) = i=1 c(γ(i)). We define the standard cost for arbitrary t ∈ T ∪{}
and a ∈ A ∪ {}:
• c(a, t) = 0 ⇔ either a = λ(t) or λ(t) = τ and a =
• c(a, t) = +∞ ⇔ either a == t or λ(t) 6= a
• c(a, t) = 0 otherwise.
In [7] it was shown that the computation of alignments can be reduced to the
problem of finding a shortest path on a graph. To translate the computation
of an alignment to a shortest-path-problem a few steps are needed. First,
from the given trace σ a trace net is constructed. Second, the synchronous
product net of the trace net and the given process model is constructed,
i.e., N σ ⊗ N . Given the synchronous product net and its initial and final
marking, an alignment corresponds to a sequence of transitions starting from
the initial marking yielding the final marking of the synchronous product.
To compute such transition sequence we search for the shortest path on
the reachability graph of the synchronous product net. The root of the
reachability graph is m⊗
i and the set of successors is given by all possible
⊗
markings m ∈ B(P ) such that ∃t ∈ T ⊗ : m⊗
i [tim. In Figure 2.7 the
reachability graph of N ⊗ is shown. One possible shortest path from the
initial to the final marking [p03 , p3 ] is visualized by the highlighted arcs in
the figure. The highlighted path corresponds to the second alignment from
Figure 2.6 that has costs of one and is an optimal alignment since there is
no other alignment with lower costs.
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[p03 , p1 ]

(, a)

(c, )

[p02 , p2 ]
(, c)

(a, )

[p00 , p1 ]

(a, a)

(, a)

[p01 , p2 ]

(b, )

(b, b)

[p02 , p3 ]

(, c)
(, b)

(, c)

(, b)
(, a)

(a, )

(c, c)

(, b)

[p03 , p3 ]

(b, )

(, c)

[p00 , p2 ]

[p01 , p3 ]

(, c)

(a, )

(, b)

[p00 , p3 ]

Figure 2.7: Reachability graph of N ⊗

The A* algorithm that was introduced in [9] is often used to calculate a
shortest path on the reachability graph of a synchronous product net. The
central idea of the A* algorithm is the usage of a heuristic function that
estimates the cost of reaching a goal node for a given arbitrary node. By
the use of a heuristic function the search algorithm has access to knowledge
about the search space and might find a solution more efficiently than a
search algorithm that does not use a heuristic [10]. Thus, the A* algorithm
belongs to the class of informed search strategies [10].
The A* algorithm starts the search for a goal node at the start node. All
successor nodes are examined and the corresponding heuristic values are
calculated. After all successors have been discovered, the start node will
be added to a closed set and the successor states are added to an open set.

[p03 , p2 ]
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Next, a node from the open set will be selected and its successors will be
examined as before. In detail, the node with the lowest cost, i.e., f -value,
according to the formula is selected for examination.
f (n) = g(n) + h(n)
For an arbitrary node g(n) represents the actual cost to reach node n from
the start node and h(n) is the estimated cost to reach a goal node from node
n.
A description of the A* algorithm for the problem of alignment computation
is given in Algorithm 1 [4, 8]. In line 2-3 the closed set C and open set O are
initialized. In lines 5-8 all nodes are initialized with infinite costs, i.e., they
are not yet discovered by the algorithm, except the initial marking. Note
that R(N, mi ) is the set of all markings that are reachable in the Petri net
N from the marking m. In lines 9-28 a node with minimal f -value from the
open set is selected and all its successors are examined and added to the
open set. Afterwards, the node that was selected from the open set is put
to the closed set. Once a node is added to the closed set, a shortest path
to that node is already found and whenever we discover this node again, we
can ignore it. This is guaranteed by the A* algorithm [10].
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Algorithm 1 A* for alignment computation [4, 8]
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:

input: N = (P, T, F, λ), mi , mf , c : T → R≥0
O ← {mi }
// initialize open set
C←∅
// initialize closed set
p(mi ) = (∅, ∅)
// initialize predecessor function
∀m ∈ R(N, mi ) : g(m) ← ∞
// initialize cost so far function g
g(mi ) ← 0
// start state has cost 0
∀m ∈ R(N, mi ) : f (m) ← ∞
// initialize total estimated cost
function
f (mi ) = g(mi ) + h(mi ) // total estimated cost for initial marking
while O 6= ∅ do
m ← arg min f (m)
// choose marking with lowest f -value
m∈O

11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:

if m = mf then
break while
end if
C ← C ∪ {m}
// add m to the closed set
O ← O \ {m}
// remove m from the closed set
0
0
for all t ∈ T : ∃m s.t. m[tim do
if m0 ∈
/ C then
O ← O ∪ {m0 }
// add m0 to the open set
a ← g(m) + c(t)
if a < g(m0 ) then
// a cheaper path to m0 was found
g(m0 ) ← a
f (m0 ) ← g(m0 ) + h(m0 )
p(m0 ) ← (t, m)
end if
end if
end for
end while

Chapter 3

Related Work
Process mining comprises various techniques, e.g., to discover process models, compare process executions with process models, and to enhance process
models. Given the focus of this master thesis, we mainly focus on conformance checking techniques in the remainder. For an overview of the various
process mining techniques we refer to [3].
Multiple techniques have been developed to determine if observed behavior,
i.e., process executions, are in accordance with a given process model and
to assess the severity of potential deviations. Therefore, the chapter starts
with an overview of conformance checking techniques. Moreover, we focus
on conformance checking techniques that have been explicitly designed for
online usage. Finally, we present some general work on how to deal with
event data in an online scenario.
Footprint comparison is a technique that compares a footprint matrix of a
process model with the footprint matrix of an event log [3, 11]. A footprint
matrix shows the relations for each combination of activities, e.g., are two
activities executed in parallel, does one activity follow the other activity, or
are activities unrelated to each other. Each entry of the two footprint matrices is compared and based on the number of deviations, a fitness measure is
calculated. However, this technique has multiple drawbacks. For example,
the number of trace variants is not taken into account, i.e., it does not matter if the same sequence of activities occurs 10 times or 10,000 times in the
data. Moreover, there do exist cases where the process model completely
describes the observed behavior but the calculated fitness measure is below
one, where one stands for best fitness. Therefore, footprint comparison is
not suited to be directly and exclusively used for deviation detection.
Another technique to compare observed and modeled behavior is tokenbased-replay [11]. This technique tries to replay an event log, i.e., single
17
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traces, on a process model. If replaying is not possible at some point, missing tokens are added to the process model to ensure that the replaying of
the trace can be continued. In the end, missing and remaining tokens in the
process net are counted and a fitness value is calculated. The main disadvantages of this approach are that unfitting traces may produce many missing
tokens and hence, lead to a large number of enabled behavior. Moreover,
the technique does not provide a complete path through the process model
for unfitting traces.
Alignments have been introduced in [12, 7] that map a trace, i.e., observed
behavior, onto a process model. In comparison, alignments provide a complete path through the process model and provide detailed information on
where deviations have taken place. Furthermore, different possible deviations can be rated by the user in advance by means of a cost function that
assigns costs, i.e., a value that represents the severity of a deviation, to all
possible deviations that might occur. Therefore, alignments are flexible and
can be adjusted to specific use cases.
The three approaches presented so far are the main approaches to check
conformity of process executions against process models. According to [13],
alignments are the ”de-facto standard in conformance checking”. All three
approaches are designed for the offline setting, i.e., they are designed to
examine process executions that are already completed. In the following,
conformance checking approaches will be presented that were explicitly designed for the online scenario.
One of the first approaches to compare event streams, i.e., ongoing process executions, with process models was presented in [14]. The essential
idea of this approach is that the event stream is compared with an appropriate model stream that is derived from the process model. Both streams,
which are actually treated as strings, are compared with each other by string
metrics. According to [7] this approach does not fully handle invisible and
duplicated transitions since a heuristic function is used to improve scalability on large problem sets. Without the usage of the heuristic function
invisible and duplicated transitions can be handled, but the approach would
not be scalable anymore.
In [15, 16] an approach was presented that can be divided into two phases.
In the first phase the process model, i.e., a bounded Petri net is assumed,
is converted into a transition system, i.e., a reachability graph. Furthermore, the transition system is expanded to allow every possible activity in
any state. These additional added edges are associated with non-negative
positive costs. The resulting transition system is designated as online conformance transition system (OCTS). The computation of such OCTS must
be done only once in advance and can be done offline. In the second phase,
ongoing process executions are incrementally replayed on the OCTS once a
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new activity was performed. The computational effort for replaying ongoing
processes is low since in each state of the OCTS each possible activity has
exactly one corresponding edge to the next state. However, constructing
an OCTS in advance might be very complex, since reachability graphs can
generally be exponentially larger than the corresponding Petri net.
Another approach that was presented in [17] uses abstractions of the process
model and the event stream and calculates multiple conformance values on
this basis. The abstractions are called behavioral patterns which describe
the control-flow relation between activities, e.g., activity A is performed
in front of activity B. Moreover, the authors explicitly mention that the
approach is particularly designed to handle the warm start scenario, i.e., it
can analyze already running process executions where historical information
is not available anymore. However, using abstractions of the process model
and the event stream leads to approximations of deviation detection. Hence,
optimality, i.e., all process deviations are correctly recognized, cannot be
guaranteed. Furthermore, it is not yet clear which exact behavioral patterns,
i.e., control flow patterns, should be used to achieve good results.
The last approach presented uses the concept of alignments in an online
scenario [1, 18]. Every time an activity was performed, a prefix-alignment is
computed. To speed up the computation time, a window based approach is
suggested. This leads to a faster computation time of the prefix-alignments
but optimality cannot be guaranteed anymore. Thus, process deviations
might be detected by the algorithm where actually none are.
Next to the presented approaches for the online setting, some universal work
has been done on how to deal with general challenges when applying process
mining techniques in an online scenario [19]. Furthermore, the author briefly
describes how these general strategies to deal with event streams are applied
in different approaches in the field of online process discovery and online
conformance checking. In an online scenario the main challenge is how to
handle a possible infinite event stream if only finite memory is available. For
instance, a window model is proposed where events are dropped according
to diverse strategies if memory space becomes scarce.

Chapter 4

Optimality Preserving
Incremental
Prefix-Alignment
Computation
In this chapter, we present a novel approach that extends the basic A*
search algorithm to incrementally compute prefix-alignments. In contrast
to existing work [1], the core idea of the approach is to preserve optimality
by keeping the open- and closed set in memory and utilizing this information
every time a new event occurs. In addition, the presented algorithm also
uses a revised version of the state equation based heuristic [8] to increase the
search efficiency. This chapter starts with an introduction of the algorithm
and an example to illustrate how the algorithm works. Subsequently, we
prove the correctness of the algorithm. Finally, the revised state equation
based heuristic is presented.

4.1

Incremental Prefix-Alignment Algorithm

The algorithm proposed in this thesis extends the A* algorithm presented in
Algorithm 1 (Chapter 2). The fundamental idea of the algorithm is to keep
the open- and closed set in memory and as soon as a new event occurs, the
algorithm continues its computation from the previously calculated openand closed set, i.e., intermediate results are reused as much as possible.
Next, we present the overall idea of the proposed algorithm.
21
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General Overview

In Figure 4.1, the idea of the incremental computation of prefix-alignments,
i.e., the shortest-path-search on a search space that is incrementally extended, is visualized. In the leftmost visualization of Figure 4.1, the search
space for a given process model N and a trace σ = he1 , ..., en i is shown
after the calculation of a prefix-alignment. In addition, the start state is
highlighted in orange, and the open set O and the closed set C are visualized. Note that, for the open- and closed set, the following always holds:
O ∩ C = ∅. All states that are either in the open set or in the closed set are
already discovered by the algorithm. All other states are undiscovered/not
visited yet.
Once a new event occurs, we extend the synchronous product net, hence, the
search space is expanded. Such extension of the synchronous product net is
shown in Figure 4.2. Figure 4.2a visualizes a synchronous product net of the
trace σ = hai and N1 . Assume that a new event occurs and σ gets updated
into σ 0 = σ · hbi. The extended synchronous product net of σ 0 = ha, bi
and N1 is visualized in Figure 4.2b where the red marked parts represent
the extension of the previous synchronous product net (Figure 4.2a). Since
the synchronous product net gets incrementally extended, we observe that
P1⊗ ⊂ P2⊗ ⊂ P3⊗ and T1⊗ ⊂ T2⊗ ⊂ T3⊗ (Figure 4.2).

Figure 4.1: Schematic representation of the incremental search space extension. Every time a new event occurs, the open- and closed set, i.e., O and
C grow in the course of the prefix-alignment computations.
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(a) Synchronous product net N1⊗ = (P1⊗ , T1⊗ , F1⊗ , λ⊗
1 ) of trace hai and N1

(b) Synchronous product net N2⊗ = (P2⊗ , T2⊗ , F2⊗ , λ⊗
2 ) of trace ha, bi and N1

(c) Synchronous product net N3⊗ = (P3⊗ , T3⊗ , F3⊗ , λ⊗
3 ) of trace ha, b, bi and N1

Figure 4.2: Incremental extension of a synchronous product net
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Once we extended the search space, i.e., we received a new event en+1 and
extended the synchronous product net, we continue the search from the previous open- and closed set on the extended search space, i.e., the middle visualization of Figure 4.1. As a result, the open- and closed set are larger after
the prefix-alignment has been calculated for the trace σ = he1 , ..., en , en+1 i.
When we receive the next event, i.e., en+2 , we again extend the synchronous
product net and continue the search from the previous open- and closed set.
Next, we formally introduce the algorithm.

4.1.2

Incremental Scheme

In order to handle event streams, i.e., events in various order from multiple
process instances that might run in parallel, we introduce an incremental
scheme. The main idea is that the events from an event stream are incrementally processed and intermediate results are stored temporarily.
The incremental scheme is given in Algorithm 2. The algorithm expects a
process model N , a corresponding initial marking and final marking, and an
event stream S that is assumed to be (potentially) infinite.
Algorithm 2 Incremental prefix-alignment computation
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

13:
14:
15:
16:

input: N = (P, T, F, λ), mi , mf ∈ B(P ), S ∈ (C × A)∗
for all c ∈ C do
σc0 ← hi, Oc0 ← {mi }, Cc0 ← ∅, γc0 ← (), gc0 (mi ) ← 0,
// initialize case-specific variables
p0c (mi ) ← (∅, ∅), ic ← 0
end for
j←1
while true do
// iterate over event stream
(c, a) ← S(j)
// get next event from event stream S
ic ← ic + 1
// increase event counter for the case c
ic
ic −1
σc ← σc · hai
// update trace
σ
σ
σ
σ
σ
σ
σ
construct N = (P , T , F , λ ), mi , mf from σcic // construct
trace net
let p|σ| ∈ P σ be the last place of the trace net, i.e., mσf = [p|σ| ]
⊗
construct N ⊗ = (P ⊗ , T ⊗ , F ⊗ , λ⊗ ), m⊗
i , mf from N, mi , mf and
N σ , mσi , mσf
// construct synchronous product net
construct cost function d : T ⊗ → R≥0
ic −1
Ocic , Ccic , γcic , gcic , picc ← A∗inc (N ⊗ , m⊗
, Ccic −1 , d, gcic −1 ,
i , p|σ| , Oc
picc −1 )
j ←j+1
end while
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In lines 2-4 the initialization takes place. In lines 6-16 we iterate over the
event stream S. In line 7, we query the current event from the event stream
and update the corresponding trace σc in line 9. Afterwards, we construct
the synchronous product net. Note that in practice, the current synchronous
product is extended, e.g., as shown in Figure 4.2. Whenever the synchronous
product net that corresponds to σcic −1 is extended for the updated trace σcic ,
one new place is added at the end of the trace net part, a transition that
represents a log move is added, and transitions that represent synchronous
moves are added where possible. In particular, the process net part is not
changed.
In line 13, a cost function is constructed that assigns costs to each transition
of the synchronous product net, i.e., it assigns costs to each possible alignment step. Note that in practice the cost function must be extended, i.e., if
the synchronous product net was recalculated or extended, transitions that
were already in the synchronous product net before must be assigned the
same cost otherwise optimality is not guaranteed. The modified A* algorithm that is called in line 14 continues the search from the given open- and
closed set to find a prefix-alignment for the trace σc . It returns the prefixalignment γc , the open set Oc , the closed set Cc , the cost-so-far function gc ,
and the predecessor function pc . The gc function stores the minimum costs
for already known nodes to reach them from the start node. The function
pc saves the predecessor node for each known node. When the next event
with the case identifier c is emitted on the event stream and processed by
the algorithm, the search will be continued from the open set Oc .
From a theoretical point of view it is reasonable to iterate over the whole
event stream S. However, since each process instance, i.e., set of events
that have the same case identifier, is treated in isolation from other process
instances, i.e., events that belong to other process instances, the proposed
scheme allows for massive parallelization. In practice, for example, the event
stream could be filtered by the case identifier and a separate server/computer
process could be set up for each process instance that only iterates over the
corresponding events. However, as the practical implementation is outside
the scope of the thesis, we do not deepen these possibilities further at this
point. Next, we introduce a revised A* algorithm that is used in Algorithm 2
line 14.

4.1.3

Revised A* Algorithm

In Algorithm 3, a modified version of the A* algorithm is presented. In contrast to the A* algorithm presented in Algorithm 1 (Chapter 2), the revised
A* algorithm continues the search from a given open- and closed set and calculates prefix-alignments instead of conventional alignments. Furthermore,
the algorithm expects a synchronous product net N ⊗ with initial marking
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Algorithm 3 A∗inc . Modified A* algorithm for prefix-alignment computation that continues the search from given open- and closed sets
1:

2:
3:
4:
5:
6:
7:
8:
9:
10:

input: N ⊗ = (P ⊗ , T ⊗ , F ⊗ , λ⊗ ), m⊗
∈ B(P ⊗ ), p|σ| ∈ P ⊗ ,
i
⊗
⊗
⊗
O, C ⊆ R(N , mi ), d : T → R≥0 , g : R(N ⊗ , m⊗
i ) → R≥0 ,
⊗
⊗
⊗
⊗
⊗
p : R(N , mi ) → T × R(N , mi )
for all m ∈ R(N ⊗ , m⊗
i ) \ O ∪ C do
g(m) ← ∞
// initialize cost so far function g
f (m) ← ∞
// initialize total estimated cost function f
end for
for all m ∈ O do
f (m) = g(m) + h(m)
// recalculate h-values and update
f -values
end for
while O 6= ∅ do
m ← arg min f (m)
// choose marking with lowest f -value
m∈O

11:
12:
13:

14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:

if p|σ| ∈+ m then
// the last place of the trace net part is marked
γ ← alignment that corresponds to the sequence of transitions (t1 , ..., tn ) where tn = π1 (p(m)), tn−1 = π1 (p(π2 (p(m))),
etc. until there is a marking that has no predecessor, i.e.,
m⊗
i
return O, C, γ, g, p
end if
C ← C ∪ {m}
// add m to the closed set
O ← O \ {m}
// remove m from the closed set
⊗
0
for all t ∈ T : ∃m s.t. m[tim0 do
if m0 ∈
/ C then
O ← O ∪ {m0 }
// add m0 to the open set
a ← g(m) + d(t)
// calculate costs to reach m
0
if a < g(m ) then
// a cheaper path to m0 was found
g(m0 ) ← a
// update cost to reach that marking
0
0
f (m ) ← g(m ) + h(m0 )
// update f -value
0
p(m ) ← (t, m)
// update predecessor
end if
end if
end for
end while
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time

Figure 4.3: Visualization of an event stream S (figure based on [1, fig. 5])
m⊗
i , a cost function d, a cost-so-far function g, and a predecessor function p.
Compared to the regular A* algorithm for alignment calculation, i.e., which
expects a final marking of the synchronous product net, the A∗inc algorithm
expects a target place, i.e., p|σ| , that is the last place of the trace net part
of the given synchronous product net. Once this place is marked, we know
that all activities from the given trace have been aligned, i.e., we found a
prefix-alignment.
First, the states that are not yet discovered are initialized in lines 2-5. In
lines 6-8, the heuristic is recalculated for states in the open set. Because the
search space has been extended, i.e., the target marking has changed, and
since the heuristic function is usually based on the search space, we have
to recalculate the heuristic values. If we would use the previous heuristic
function based on the previous state space, we would use invalid heuristic
values. The remainder of the algorithm, lines 9-30, is almost identical to
the A* algorithm introduced in Algorithm 1. However, there is a difference
in the termination criterion in lines 11-15. Since the algorithm computes a
prefix-alignment, we check in line 7 whether the currently reached marking
already explained the entire given trace, i.e., if the trace net part of the
synchronous product net has a token in its last place p|σ| .
In the following, the algorithm is applied to the given event stream S visualized in Figure 4.3. Note that we run the example in isolation, i.e., we only
consider events from the process instance with case identifier 3. In each
iteration the open- and closed sets are given and also the corresponding
synchronous product net is visualized. We assume that the standard cost
function c is used (Definition 9). Moreover, we assume that the heuristic
function h assigns 0 to each state. In each iteration we highlight in blue
which state from the open set O is selected for expansion. Newly discovered
states added to the open set or states that got updated since a cheaper path
was found are marked green. In addition, their f -values are described as
follows: f = (g + g 0 ) + h. The g represents the costs to reach the state that
was chosen for expansion in the previous iteration, g 0 represents the costs to
reach the current state from the state chosen for expansion, and h represents
the heuristic value.
• event: (3, a) ⇒ σ3 = hai
– synchronous product net visualized in Figure 4.2a
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A∗inc

–

Input

O

[p00 , p1 ] : f = 0 + 0

C

∅

1. Iteration
[p01 , p1 ]
[p01 , p2 ]
[p00 , p2 ]

: f = (0 + 1) + 0
: f = (0 + 0) + 0
: f = (0 + 1) + 0
[p00 , p1 ]

– calculated prefix-alignment γ =

a
with costs Kc (γ) = 0
t1

• event: (3, b) ⇒ σ3 = ha, bi
– synchronous product net visualized in Figure 4.2b
A∗inc

–

Input

O

[p01 , p1 ] : f = 1 + 0
[p01 , p2 ] : f = 0 + 0
[p00 , p2 ] : f = 1 + 0

C

[p00 , p1 ]

1. Iteration
[p01 , p1 ]
[p00 , p2 ]

:f =1+0
:f =1+0
[p02 , p2 ] : f = (0 + 1) + 0
[p02 , p3 ] : f = (0 + 0) + 0
[p01 , p3 ] : f = (0 + 1) + 0
[p00 , p1 ]
[p01 , p2 ]

– calculated prefix-alignment γ =

a
t1

b
with costs Kc (γ) = 0
t2

• event: (3, b) ⇒ σ3 = ha, b, bi
– synchronous product net visualized in Figure 4.2c
A∗inc

–

O

C

Input
[p01 , p1 ] : f
[p00 , p2 ] : f
[p02 , p2 ] : f
[p02 , p3 ] : f
[p01 , p3 ] : f

=1+0
=1+0
=1+0
=0+0
=1+0

[p00 , p1 ]
[p01 , p2 ]

1. Iteration
[p01 , p1 ] : f = 1 + 0
[p00 , p2 ] : f = 1 + 0
[p02 , p2 ] : f = 1 + 0
[p01 , p3 ] : f = 1 + 0
0
[p3 , p3 ] : f = (0 + 1) + 0
[p00 , p1 ]
[p01 , p2 ]
[p02 , p3 ]

a b
t1 t2
Kc (γ) = 1 > 0 ⇒ deviation detected!

– calculated prefix-alignment γ =

4.2

b
with costs


Correctness

In this section, we prove the correctness of the previously introduced incremental prefix-alignment algorithm.
First, we show that whenever we incrementally extend the synchronous product net, e.g., as shown in Figure 4.2, we only add new states at the frontier
of the previous state space, i.e., the state space of the previos synchronous
product net.
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Lemma 1. Let σ i−1 = ha1 , ..., ai−1 i, σ i = σ i−1 · hai i, and σ i+1 = σ i ·
hai+1 i be traces of activities. For a given process model N = (P, T, F, λ),
⊗
⊗
⊗
⊗
let Ni−1
= (Pi−1
, Ti−1
, Fi−1
, λ⊗
i−1 ) be the corresponding synchronous product
⊗
⊗
i−1
net for σ , Ni and Ni+1 accordingly. Only states at the frontier get new
successors when the synchronous product net is incrementally extended, i.e.,
⊗
⊗
∀m ∈ B(Pi−1
) ∀t ∈ Ti+1
: m[ti ⇒ t ∈ Ti⊗ .
⊗
⊗
⊗
⊗
Proof. Observe that Pi−1
⊂ Pi⊗ ⊂ Pi+1
and Ti−1
⊂ Ti⊗ ⊂ Ti+1
since the
synchronous product net gets incrementally extended.
⊗
⊗
Let ti+1 ∈ Ti+1
\ Ti⊗ , i.e., ti+1 is a newly added transition. Let p|σi | ∈ Pi+1
be the corresponding i-th place from the trace net part. Note that p|σi | ∈
/
⊗
Pi−1 . By the construction of the synchronous product net, we know that
p|σi | ∈ •ti+1 and ∀j ∈ {1, ..., i − 1} : p|σj | ∈
/ •ti+1 .

Lemma 1 shows that the search space only gets extended at the frontier if
the underlying synchronous product net is extended. Hence, all states that
are in an arbitrary iteration in the closed set do not get new successors upon
the synchronous product net is extended, i.e., the search space is extended.
Corollary 1. For a given case identifier c, let Oci be the open set and
Cci be the closed set after the calculation of a prefix-alignment of the trace
σci = ha1 , ..., ai i. Let Ni⊗ = (Pi⊗ , Ti⊗ , Fi⊗ , λ⊗
i ) denote the corresponding syn⊗
i
chronous product net for σc , Ni−1 accordingly for σci−1 = ha1 , ..., ai−1 i. If a
⊗
⊗
⊗
⊗
new event (c, ai+1 ) occurs, let Ni+1
= (Pi+1
, Ti+1
, Fi+1
, λ⊗
i+1 ) denote the exi+1
tended synchronous product net for the updated trace σc = ha1 , ..., ai , ai+1 i.
All states, i.e., markings, that are in Cci at the beginning of the prefixalignment computation of σci+1 , i.e., before line 14 Algorithm 2, do not get
⊗
⊗
new/undiscovered successors, i.e., ∀m ∈ Cci ∀t ∈ Ti+1
∀m0 ∈ B(Pi+1
) :
0
0
i
i
m[tim ⇒ m ∈ Cc ∪ Oc .
⊗
⊗
Proof. Observe that Cci ⊂ B(Pi−1
). Hence, ∀m ∈ Cci and ∀t ∈ Ti+1
we know
⊗
m[ti ⇒ t ∈ Ti (Lemma 1).

Let p|σi | ∈ Pi⊗ be the i-th place of the trace net part and assume ∃m ∈ Cci :
p|σi | ∈+ m. This contradicts A∗inc (Algorithm 3). Hence, Lemma 1 proves
the given corollary.
Corollary 1 shows that states in the closed set do not get unknown successors upon extending the synchronous product net, i.e., extending the
search space. Figure 4.4 visualizes the Corollary 1. M i represents the search
space for the prefix-alignment computation of the trace σ i = ha1 , ..., ai i and
M i+1 represents the search space for the pefix-alignment computation of
σ i+1 = σ i · hai+1 i. M 0 = M i+1 \ M i describes the newly added states, e.g.,
m01 , m02 ∈ M 0 . Furthermore, black filled nodes • represent states that are
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M i+1
M0

Mi

m01
m1

t1

m02
m2
t2

Figure 4.4: Visualization of Corollary 1. Extract of the search space when
computing a prefix alignment for the trace σ = ha1 , ..., ai , ai+1 i and an
arbitrary process model. Dotted arcs 99K represent transitions that cannot
occur and arcs with a solid line → represent existing transitions
in the closed set, e.g., node m1 , m2 , and gray filled nodes • represent nodes
in the open set. In contrast, blank nodes ◦ represent states that are undiscovered yet, e.g., m01 , m02 . The red dotted transitions t1 and t2 , transitions
from states in the closed set to newly added states, cannot occur according
to Corollary 1.
Next, we show that if we incrementally expand the search space, no new
paths will emerge to states that were already present in the search space
before. Figure 4.5 visualizes the statement. As before, M i represents
the search space for the prefix-alignment computation of the trace σ i =
ha1 , ..., ai i and M i+1 represents the search space for the pefix-alignment
computation of σ i+1 = σ i · hai+1 i. M 0 = M i+1 \ M i describes the newly
added states. Furthermore, black filled nodes • represent states that are in
the closed set and gray filled nodes • represent states that are in the open
set. Consider that m1 was chosen for expansion and via the transition t1 we
can reach m0 that was added to the open set. For all states in M 0 there exist
no transition back to a state in M i . Hence, the visualized transitions t2 and
t3 do not exist. If such a transition exists, this means that alignment steps
that have been done already are ”reverted”, i.e., we must go backwards in
the trace net part which is not possible by the construction of the trace net.
Lemma 2. For a given case identifier c, let Ni⊗ = (Pi⊗ , Ti⊗ , Fi⊗ , λ⊗
i ) denote
the synchronous product net for the calculation of a prefix-alignment of the
⊗
⊗
⊗
trace σci = ha1 , ..., ai i. If a new event (c, ai+1 ) occurs, let Ni+1
= (Pi+1
, Ti+1
,
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M i+1
M0

Mi
m3

t3

m1

t1

m0

m2
t2

Figure 4.5: Visualization of Lemma 2. Extract of the search space when
computing a prefix alignment for the trace σ = ha1 , ..., ai , ai+1 i and an
arbitrary process model. Dotted arcs 99K represent transitions that cannot
occur and arcs with a solid line → represent existing transitions
⊗
Fi+1
, λ⊗
i+1 ) denote the extended synchronous product net for the updated
trace σci+1 = σci · hai+1 i. Starting from all newly added states, there is no
⊗
path to a state that already existed before, i.e., ∀mnew ∈ B(Pi+1
) : mnew ∈
/
⊗
⊗
⊗
B(Pi ) ∀mold ∈ B(Pi ) @t ∈ Ti+1 such that mnew [timold .
⊗
⊗
Proof. Let ti+1 ∈ Ti+1
\ Ti⊗ . Let p|σci+1 | ∈ Pi+1
be the (i + 1)-th place of the
trace net part. By the construction of the synchronous product net we know
that p|σci+1 | ∈ ti+1 • and p|σcj | ∈
/ ti+1 • ∀j ∈ {1, ..., i}. For all other t ∈ Ti⊗ we
⊗
know that @mnew ∈ B(Pi+1
) : mnew ∈
/ B(Pi⊗ ) such that mnew [ti.

Corollary 1 shows that for all states that are in the closed set, the set of
successor states is fixed during the incremental prefix-alignment computation, i.e., during the incremental extension of the synchronous product net.
Whereas Lemma 2 shows that new paths to states that already existed before cannot emerge. Hence, states that are in the closed set do not have to
be reopened when the synchronous product net is expanded. Therefore, we
know that the shortest path to any state in the closed set is known [10, p.
95 ff.].
Next, we prove that there always exists a state in the open set that is on
the path of an optimal prefix-alignment. This is important because the
search is continued incrementally from the open- and closed set. Assume
that all states in the given open set are not part of the solution, i.e., part of
the optimal prefix-alignment, for the updated trace. Since we continue the

32

CHAPTER 4. OPTIMALITY PRESERVING INCREMENTAL
PREFIX-ALIGNMENT COMPUTATION

search starting from the states in the open set, any possible solution we can
compute contains a state from the open set. Hence, we are not able to find
a solution, i.e., a prefix-alignment.
Lemma 3. For an arbitrary case identifier c, let Oci denote the open set
and Cci the closed set after the prefix-alignment computation on a given
⊗
synchronous product net Ni⊗ = (Pi⊗ , Ti⊗ , Fi⊗ , λ⊗
i ) with initial marking mi
i
for the trace σc and a process model. If a new event (c, ai+1 ) occurs, let
⊗
⊗
⊗
⊗
Ni+1
= (Pi+1
, Ti+1
, Fi+1
, λ⊗
i+1 ) denote the extended synchronous product
net for the updated trace σci+1 = σci · hai+1 i. Let γci+1 be an optimal prefixalignment of σci+1 . The sequence of markings represented by γci+1 contains
at least one marking m such that m ∈ Oci .
Proof. Note that γci+1 corresponds to a sequence of markings, i.e., S =
0
00
000
i+1 = B(P ⊗ ) \ C i ∪ O i . Note that m000 ∈
(m⊗
c
c
i , ..., m , m , ..., m ). Let Xc
i+1
⊗
/ B(Pi ).
Xci+1 since m000 ∈
Assume ∀m ∈ S : m ∈
/ Oci . Then ∀m ∈ S it holds that m ∈ Cci ∪ Xci+1 .
⊗
i
0
Observe that mi ∈ Cc since initially m⊗
i ∈ Oc (Algorithm 2 lines 2-4) and
in the very first iteration m⊗
i is selected for expansion (Algorithm 3 line
10). We know that for any state pair m0 , m00 it cannot be the case that
i
m0 ∈ Cci , m00 ∈ Xci+1 (Algorithm 3). Since we know that at least m⊗
i ∈ Cc
and m000 ∈ Xci+1 there ∃m0 , m00 ∈ S such that m0 ∈ Cci , m00 ∈ Oci .

We have shown that the state space gets only expanded at the frontier and
that the incremental search space extension does not yield to new paths to
already existing nodes. Furthermore, we have shown that there is always a
state in the open set that is part of the next prefix-alignment of an updated
trace. Hence, the presented algorithm in this chapter is correct.
Theorem 1. The proposed A∗inc algorithm is optimal.
Proof. The incremental search space extension does not affect states in the
closed set (Corollary 1, Lemma 2). Furthermore, continuing the search from
the open set yields to a solution (Lemma 3). Hence, the general properties
of the A* algorithm [9] apply and A∗inc is optimal.

4.3

Heuristic for Prefix-Alignment Computation

So far we have not considered the heuristic function used by A* in detail. In
this section, we will present a heuristic function that is specifically designed
for the incremental prefix-alignment computation. The section starts with
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x1
p01

(A, >>)

p02

x2

x4

(A, A)

(>>, B)
x3

p1

(>>, A)

p2

p3
x5
(>>, C)

Figure 4.6: Example of a synchronous product net where places that belong
to the trace net part are filled gray
an introduction to an existing heuristic used for conventional alignment computation. Afterwards, a novel heuristic for prefix-alignment computation is
introduced.
Note that a trivial heuristic that always returns 0 is a correct heuristic
for the A* algorithm. In fact, we used this heuristic in the example in
Subsection 4.1.3. However, such heuristic does not add any information
about the search space and hence, does not increase search efficiency.
In [7] a heuristic function h, which is called state equation based heuristic [8],
was introduced for the problem of finding optimal alignments. For a given
synchronous product net N ⊗ = (P ⊗ , T ⊗ , F ⊗ , λ⊗ ) and an arbitrary start
marking ms ∈ B(P ⊗ ) and a final marking mf ∈ B(P ⊗ ) and a cost function
c : T ⊗ → R≥0 that assigns costs to each transition, the heuristic function
h(ms ) underestimates the true minimal costs of reaching mf starting from
ms .
Let m
~ s, m
~ f denote a |P ⊗ |-sized column vector and ~c, ~x a |T ⊗ |-sized column
vector. The vector m
~ s describes the start marking and m
~ f describes the
final marking. Furthermore, ~c describes the cost vector that holds the cost
for each transition and ~x describes the solution vector that contains for
each transition a number how often it must be executed to reach the final
marking. Let A be the incidence matrix of N ⊗ . The heuristic function h
can be defined as follows [8, 4].
(
∞
h(ms ) =
min(~cT ~x | m
~f =m
~ s + AT ~x)

if @~x : m
~f =m
~ s + AT ~x
otherwise
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min

1 · x1 + 0 · x2 + 1 · x3 + 1 · x4 + 1 · x5

s.t. 0
1
0
0
1

=
=
=
=
=

1 − x1 − x2
0 + x1 + x2
1 − x2 − x3
0 + x2 + x3 − x4 − x5
0 + x4 + x5

p01
p02
p1
p2
p3

xi ∈ Z≥0 ∀i ∈ {1, ..., 5}

Figure 4.7: Integer linear program for the state equation based heuristic for
the synchronous product net depicted in Figure 4.6, start marking [p01 , p1 ],
and final marking [p02 , p3 ] assuming the standard cost function
The presented heuristic function can be formulated as an (Integer) linear
program (ILP). Lets assume the synchronous product net from Figure 4.6
with start marking ms = [p01 , p1 ] and final marking mf = [p02 , p3 ]. Furthermore, we assume the standard cost function. The heuristic value h(ms )
corresponds to a solution of the ILP depicted in Figure 4.7. The linear
program consists of an objective function and five constraints that must be
satisfied for a feasible solution. Each constraint corresponds to a single place
in the synchronous product net as indicated in Figure 4.7. For instance, the
first constraint, i.e., 0 = 1 − x1 − x2 , describes the amount of tokens in the
place p01 . According to the final marking, the aim is to have no tokens in
that place, i.e., 0 = 1 − x1 − x2 . The start marking contains one token in
this place, i.e., 0 = 1 − x1 − x2 . To achieve the final marking condition for
this place, i.e., no tokens in p01 , we may fire transition x1 once, i.e., we set x1
to value 1, or x2 once. Both transitions consume a token from that place,
i.e., 0 = 1 − x1 − x2 . Note that the heuristic does not consider whether a
transition is actually enabled. The xi variables therefore indicate how often
a transition has to be fired to get to the final marking. In the objective
function, i.e., 1 · x1 + 0 · x2 + 1 · x3 + 1 · x4 + 1 · x5 , the costs of firing the
different transitions is calculated. Hence, the linear program computes a
cost-minimal solution of how often each transition has to be fired to achieve
the final marking. It does not provide a transition sequence of getting from
ms to mf .
Obviously, the presented heuristic is not feasible to be used for prefixalignment computation since we do not look for a solution to reach the
final marking of the synchronous product net. Instead, we only have to
reach the final marking of the trace net part of the synchronous product
net and ignore the marking of the process net part. Therefore, we revise
the state equation based heuristic used for conventional alignment computation. The objective function remains unchanged as well as the constraints
that correspond to the places of the trace net part. All constraints that
correspond to places of the process net part are modified in such a way that
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min
s.t.

1 · x1 + 0 · x2 + 1 · x3 + 1 · x4 + 1 · x5

0 =
1 =
0 ≤
0 ≤
0 ≤

1 − x1 − x2
0 + x1 + x2
1 − x2 − x3
0 + x2 + x3 − x4 − x5
0 + x4 + x5
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p01
p02
p1
p2
p3

xi ∈ Z≥0 ∀i ∈ {1, ..., 5}

Figure 4.8: Linear program for the revised state equation based heuristic
for prefix-alignment computation of the synchronous product net depicted
in Figure 4.6, start marking [p01 , p1 ], and final marking [p02 , p3 ] assuming the
standard cost function
we require that no place can hold a negative amount of tokens. Next, we
formally define the revised heuristic for prefix-alignment computation.
For a given process model N = (P, T, F, λ) and a given trace net N σ =
(P σ , T σ , F σ , λσ ) let N ⊗ = (P ⊗ , T ⊗ , F ⊗ , λ⊗ ) be the corresponding syn⊗
chronous product net with initial and final marking, i.e., m⊗
i , mf . Let
⊗
c : T → R≥0 be a cost function that assigns costs to each transition in
the synchronous product net. The revised heuristic function hr for prefixalignment computation is defined by the following ILP.
• variables: X = {xt |t ∈ T ⊗ } and ∀xt ∈ X : xt ∈ Z≥0
P
• objective function: min t∈T ⊗ xt · c(t)
• constraints:
– trace net P
part constraints:
P
⊗
σ
(p)
=
m⊗
t∈p• xt ∀p ∈ P : p ∈ P
t∈•p xt −
f
– process
P
P model constraints:
0 ≤ t∈•p xt − t∈p• xt ∀p ∈ P ⊗ : p ∈ P
In Figure 4.8 we present the revised heuristic for prefix-alignment computation. We used the same trace and process model as for the conventional state
equation based heuristic Figure 4.7. We highlight changes in comparison to
Figure 4.7 in bold font.
Next, we prove that the revised heuristic is admissible, i.e., the heuristic
provides always an underestimate of the true costs and that the heuristic
is consistent. Note that both heuristic properties are crucial for the A*
algorithm to be optimal [10]. Let Cσ (x) be the number of elements of a
given sequence σ that are equal to x.
Theorem 2 (hr is admissible). For a given non-empty trace σ that contains i ∈ N>0 events and a given process model N = (P, T, F, λ), let N ⊗ =
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(P ⊗ , T ⊗ , F ⊗ , λ⊗ ) be the corresponding synchronous product net and let c :
∗
T ⊗ → R≥0 be a cost function. For all transition sequences σ ∈ T ⊗ that represent a firing sequence from an arbitrary
m ∈ B(P ⊗ ) to some goal marking
P
0
⊗
m ∈ B(P ) it holds that hp (m) ≤ t∈σ c(t).
σ

Proof. Because m −
→ m0 , we know that the corresponding set of variables
X σ = {xt = Cσ (t)|t ∈ T ⊗ } is a solution to the ILP of h(m) [7]. Obviously,
any solution to h is also a solution to hr since hr is a relaxed version of
h. Hence,
for any solution
X 0 that is optimal, i.e., cost-minimal,
P
P
P it holds
0
σ
that x0 ∈X 0 [xt · c(t)] ≤ xσ ∈X σ [xt · c(t)]. Therefore, hr (m) ≤ xσ ∈X σ [xσt ·
t
t
t
c(t)].
Theorem 3 (hr is consistent). For a given non-empty trace σ and a given
process model N = (P, T, F, λ), let N ⊗ = (P ⊗ , T ⊗ , F ⊗ , λ⊗ ) be the corresponding synchronous product net and let c : T ⊗ → R≥0 be a cost function.
For any transition t ∈ T ⊗ and markings m, m0 ∈ B(P ⊗ ) with m[tim0 it holds
that hr (m) ≤ hr (m0 ) + c(t).
Proof. Assume hr (m) > hr (m0 ) + c(t). Let m, m0 ∈ B(P ⊗ ) and t ∈ T ⊗ such
that m[tim0 . Let X 0 = {x0t |t ∈ T ⊗ } be a solution to the ILP hr (m0 ). Since
m[tim0 we know that if we increase x0t ∈ X 0 by one, i.e., x0t := x0t + 1, and
denote the new solution by X, we know
P that X is a feasiblePsolution0 to the
ILP of hr (m). Therefore, hr (m) ≤ t∈T ⊗ [xt · c(t)] = c(t) + t∈T ⊗ [xt · c(t)].
This contradicts the made assumption.
In this chapter we first introduced a novel algorithm based on the A* algorithm to incrementally compute prefix-alignments. It was shown that we
can reuse intermediate results, i.e., open- and closed set, upon receiving a
new event. Furthermore, we presented a revised state equation based heuristic for the usage of prefix-alignment computation. In the next chapter, we
evaluate the presented algorithm on real data sets and compare the novel
algorithm with already existing algorithms.

Chapter 5

Evaluation and Discussion
In this chapter we present the results of the evaluation of the incremental A*
algorithm proposed in this thesis. The evaluation contains the comparison
of the incremental A* algorithm with existing algorithms on real event logs
that are publicly available. The chapter begins with a brief introduction to
an existing prefix-alignment algorithm [8] which serves as a comparison algorithm/baseline in the evaluation. Next, the experimental setup is presented.
Finally, the results are presented and discussed.

5.1

Online Conformance Checking Algorithm

The online conformance checking algorithm [1], already briefly mentioned
in Chapter 3, also works on event streams and calculates a prefix-alignment
each time a new event occurs as well as the presented novel algorithm in
this thesis. In contrast, the online conformance checking algorithm do not
reuse already calculated open- and closed sets.
Given an optimal prefix alignment γi for the trace σi = ha1 , ..., ai i, if
the algorithm calculates a prefix-alignment for the updated trace σi+1 =
ha1 , ..., ai , ai+1 i, it first checks whether there exists a transition t in the process model that corresponds to the activity ai+1 . If this is not the case, a
i+1
log move is appended to the prefix-alignment γi , i.e., γi+1 = γi · a>>
. In the
other case, i.e. when a transition is present in the process model that corresponds to the activity ai+1 , the algorithm checks whether the corresponding
transition t can be fired. If this is the case, a synchronous move is appended
to the previous prefix-alignment, i.e., γi+1 = γi · ai+1
t . In all other cases a
shortest path algorithm with some parameterization is utilized to compute
a prefix-alignment from scratch. In detail, two different parameterization
options are discussed in [1], which are presented in the following.
∗ , it was shown in
If the algorithm computes an optimal prefix-alignment γi+1

37

38

CHAPTER 5. EVALUATION AND DISCUSSION
a
t1

b
t2

b


(a) Prefix-alignment of ha, b, bi and N1

a
t1

b
t2

b


→

a
t1

b
t2

(b) Partially reverted prefix-alignment of ha, b, bi and N1 with window size 1

Figure 5.1: Partial revert of an prefix alignment with window size 1
∗
[1] that the cost for γi+1
cannot be higher than the cost for γi∗ plus the cost of
a log move on the last observed activity, i.e., ai+1 . This information is used
as an upper-bound to make the prefix-alignment calculation more efficient,
i.e., paths whose cost exceed the upper bound are not considered when
the state space is traversed. Using this upper-bound significantly increases
the search efficiency [1]. However, this upper-bound is not applicable to
the proposed incremental A* algorithm since the search is continued from
a given open set. If we do not consider all states during the incremental
search, i.e., if we do not add all successors of a state to the open set, we are
not able to find the current path to the not-considered successor node again.
Hence, we cannot guarantee optimality since a future prefix-alignment might
contain a not-considered state.

The second parameterization uses a different starting point than the initial
marking in the synchronous product net. Given a window size k of arbitrary length, the last k steps of the alignment γi are removed, i.e., partially
reverted, and the corresponding marking after the partially reverted alignment is considered as the starting point instead of the initial marking. Note
that this means that optimality is no longer guaranteed, i.e., the calculated
prefix-alignments are no longer guaranteed to be optimal/cost-minimal. In
Figure 5.1 this partial reverting is visualized for window size one. Assume
we have a prefix-alignment of the trace σ = ha, b, bi. When we receive a new
event and have to recalculate the prefix-alignment for the extended trace, we
partially revert the alignment, as indicated in Figure 5.1b. The corresponding marking after the reverted prefix-alignment in the synchronous product
net, visualized in Figure 4.2c, is [p02 , p3 ] which serves as a start marking
instead of the initial marking.

5.2

Experimental Setup

We used two data sets, i.e., event logs, for the experiments. The first event
log originating from the BPI Challenge 2019 [20], contains data about a
purchase order handling process and the second used event log from the
Conformance Checking Challenge 2019 [2] contains data about a medical
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Table 5.1: Considered algorithms and variants within the conducted experiments
Algorithm
A* [8]

Variant
no heuristic
state-equation-based
heuristic

Online conformance
checking algorithm [1]

Novel incremental
A* algorithm

revised state-equationbased heuristic & no
partially reverting, i.e.,
no window size x
revised state-equationbased heuristic & partially reverting, i.e.,
with window size x
no heuristic
revised state-equationbased heuristic

Optimality
guaranteed?

Abbreviation

yes

AS

yes

AS-H

prefixalignment

yes

OCC

prefixalignment

no

OCC-x

yes

IAS

yes

IAS-H

Result
conventional
alignment
conventional
alignment

prefixalignment
prefixalignment

training process. Furthermore, we simulated an event stream from the
given event logs. For instance, consider the event log [ha, bi, ha, ci]. We simply iterate trace-by-trace and simulate thereby the following event stream:
(1,a),(1,b),(2,a),(2,c)

−−−−−−−−−−−−→. This approach is acceptable because the proposed incremental A* algorithm considers each process instance in isolation.
The proposed incremental A* algorithm as well as the online-conformancechecking algorithm [1] have been implemented in the open-source Python
library pm4py [21]. An algorithm to calculate conventional alignments is
already implemented in pm4py. The different algorithms and variants used
in our experiments are listed in Table 5.1.
As previously mentioned, we use two different datasets. Since the data set
from BPI Challenge 2019 does not contain a process model, we discovered
five different process models. Therefore, we derived five different filtered
event logs from the original event log by using filter algorithms available in
ProM [22], which is a open-source process mining software. More specifically, we used the plugin Filter Log Using Simple Heuristics available in
ProM. Detailed statistics about the filter settings and the five filtered logs
are given in Appendix A, Table A.2. Subsequently, we discovered process
models from the five filtered logs using the standard inductive miner process discovery algorithm [23] implemented in ProM. In Table 5.2 we present
statistics on the five different discovered Petri nets. In addition, a visualization of each Petri net is given in Appendix A, Figure A.1 - Figure A.5.
We notice that the discovered models are decreasing in size with respect to
nodes, transitions and arcs. In addition, we notice that the state space is
also decreasing in size, i.e., number of states and edges (Table 5.2). This
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Table 5.2: Statistics on discovered Petri nets discovered based on filtered
logs

Nr.

# places

1
2
3
4
5

33
27
16
12
10

Discovered
Petri net
# transitions
(# silent transitions)
42
33
20
15
12

(33)
(26)
(16)
(12)
(10)

Reachability graph
# arcs

# states

# edges

94
76
44
32
26

5380
4099
68
20
18

38917
30723
245
45
42

is intended since we filtered the logs used for process discovery to different
degrees. The reason why we discovered five different models is that we want
to investigate the influence of the state space size, i.e., the size of the reachability graph, on the algorithm variants. For the event log Conformance
checking challenge 2019 a process model was given that is visualized in Appendix B, Figure B.1. Furthermore, we do not use any other process models
for this data set.

5.3

Results

In this section we present the results of the conducted experiments. First,
we present the results obtained from the experiments on the event log BPI
Challenge 2019. Afterwards, we present the results obtained from the experiments on the event log Conformance checking challenge 2019.

5.3.1

Results Based on Event Log from BPI Challenge 2019

Since the execution of algorithms which do not use heuristics is slow, we first
present results that were obtained from 100 randomly selected traces from
the original event log with a maximum length of 10. However, to have a
larger data base and thus achieve a stronger significance of the experiments,
we carried out the same experiments again on 100,000 randomly selected
traces from the original event log. However, only algorithms that use a
heuristic and calculate a prefix alignment are considered this time.
First we show the average computation time per trace for the five different
discovered Petri nets (Figure 5.2). In addition, the number of heuristic calculations is given for each algorithm variant. Note that the state equation
based heuristic uses a different library to solve linear programs than the revised state equation based heuristic in pm4py. This was necessary because
the revised state equation based heuristic could not be implemented with
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the library that is already used by the A* algorithm which computes conventional alignments in pm4py. Therefore, the relation between the number
of calculated heuristics and the time spent on them is not directly comparable between algorithm variants that use the state equation based heuristic
and variants that use the revised heuristic. Moreover, we did not want to
change the existing implementation of the conventional alignment algorithm
in pm4py since a simple exchange of the libraries is not possible.
For the average computation time per trace, we observe that for Petri nets
1 and 2 the variants that use no heuristic have a high computation time in
comparison to the other variants (Figure 5.2a, Figure 5.2b). However, this
changes for the smaller Petri nets, where small is related to the size of the
corresponding state space (Table 5.2). Interestingly, for Petri net 4 and 5
the incremental A* that uses no heuristic outperforms all other variants in
terms of average computation time (Figure 5.2d, Figure 5.2e). The better
performance of the variants that do not use heuristics can be explained by
the fact that on smaller search spaces, i.e., smaller state spaces of the Petri
nets, the additional time needed to calculate the heuristics is higher than to
search uninformed, i.e., not using a heuristic. In summary, we can see that
on the smaller Petri nets the variants that do not use heuristics perform
comparatively well or even better in terms of average computing time per
trace. In contrast, on the larger Petri nets we observe that the variants that
use a heuristic clearly outperform the two variants using no heuristic.
In addition, we recognize that for the OCC-x variants, the calculation time
increases with increasing window size. The same holds for the number of
heuristic calculations. However, this is not unexpected, since the search effort also increases with increasing window size because the more is reverted
the more has to be recalculated. Furthermore, we recognize that for all
variants that use a heuristic the main time consumption results from the
heuristic calculation (Figure 5.2). In detail, we observe that for the incremental A* variant that uses a heuristic (IAS-H), a significant amount of
heuristic calculations is caused by the heuristic recalculations (Table 5.3).
These recalculations are performed for all states in the open set when the
search is continued incrementally (Algorithm 3 lines 6-8 in Chapter 4).
Next to the average calculation time, we present the average number of visited states per trace (Figure 5.3). A visited state corresponds to a state
selected for expansion in the A* algorithm and hence, moved from the open
set to the closed set. Therefore, the number of visited states can be considered as an indicator of how efficient the state space is traversed by the
algorithm. First, we observe that the number of visited states for the A*
algorithm that uses no heuristic is at least three times higher than for all
other variants across all five different Petri nets. Moreover, if we compare
the average computation time with the average visited states for incremental
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Table 5.3: Statistics about number of solved LPs for IAS-H (data set: 100
randomly selected traces with maximum length of 10 from BPI Challenge
2019 event log)
Petri net
avg. number of solved
LPs per trace
avg. number of solved
LPs per trace for
heuristic recalculation
percentage of recalculations
in the total number
of all calculations

1

2

3

4

5

812

262

124

65

60

157

154

68

30

32

≈ 19%

≈ 59%

≈ 55%

≈ 46%

≈ 53%

A* using no heuristic on Petri net 5 (Figure 5.2e, Figure 5.3e), we see that
although the variant was the fastest, it is not the most efficient with respect
to visited states. Hence, for the smaller Petri nets we can see a clear tradeoff between calculation time and efficiency in traversing the state space.
Moreover, we observe a clear advantage of the heuristic usage on large state
spaces in terms of visited states (Figure 5.3a, Figure 5.3b).
In summary we observe that the heuristic calculation for Petri nets that have
a small state space may lead to an additional effort when the computation
time is considered to be the main evaluation criterion. However, as soon
as the state space becomes larger, the advantages of a heuristic are visible
both in terms of calculation time and visited states.
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Figure 5.2: Average computation time in seconds per trace (data set: 100
randomly selected traces with maximum length of 10 from BPI Challenge
2019 event log)
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44

20,000
15,000
10,000
5,000
0

AS

AS-H

IAS

20,000
15,000
10,000
5,000
0

IAS-H OCC OCC-1 OOC-2 OCC-5

1,250
1,000
750
500
250
0

AS

AS-H

IAS

IAS-H OCC OCC-1 OOC-2 OCC-5

average visited states per trace

(c) Average visited states per
trace for Petri net 3

AS-H

IAS

IAS-H OCC OCC-1 OOC-2 OCC-5

(b) Average visited states per
trace for Petri net 2
average visited states per trace

average visited states per trace

(a) Average visited states per
trace for Petri net 1

AS

400
300
200
100
0

AS

AS-H

IAS

IAS-H OCC OCC-1 OOC-2 OCC-5

(d) Average visited states per
trace for Petri net 4

300

200

100

0

AS

AS-H

IAS

IAS-H OCC OCC-1 OOC-2 OCC-5

(e) Average visited states per
trace for Petri net 5

Figure 5.3: Average visited states per trace (data set: 100 randomly selected
traces with maximum length of 10 from BPI Challenge 2019 event log)
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Hereafter, we use 10,000 randomly selected traces to obtain a larger data
set and, hence, more reliable results. Moreover, we do not investigate the
algorithm variants that do not use heuristics because the time required to
conduct the experiments would be excessively high.
First, we show the average computation time per trace. Since the relative
relationship between the algorithm variants is almost identical for the Petri
nets 1 - 3 and for the Petri nets 4-5, we only show the plots for Petri net
1 (Figure 5.4a, Figure 5.5a) and Petri net 5 (Figure 5.4b, Figure 5.5b).
We observe, that the online conformance variants which use a window size
have a significantly lower computation time compared to the other variants. Moreover, their computation time grows almost linear with increasing
prefix-length, whereas the other two variants tend to a non-linear increase
in computing time for increasing prefix lengths. In addition, we again observe a high share of heuristic recalculations in the total number of heuristic
calculations (Table 5.4).
Next, we present the average number of queued states depending on the
prefix length (Figure 5.6). The number of queued states corresponds to the
number of states added to the open set. With the exception of the first Petri
net, we observe that the novel incremental A* variant (IAS-H) outperforms
all other variants. In the case of Petri net 1, the incremental A* outperforms
the online conformance variant that do not use a window size. Furthermore,
the incremental A* (IAS-H) outperforms the online conformance variants
with window size 10, which is a variant that does not guarantee optimality
(Figure 5.6a). Furthermore, we observe similar results for the average number of visited states (Figure 5.7) and the average number of traversed arcs
(Figure 5.8).
In summary, the novel incremental A* most efficiently traverses the search
space, with the exception of Petri net 1, in terms of traversed arcs, queued
states, and visited states. However, the online conformance variants that
use a window size have a significantly faster calculation time in comparison
to IAS and OOC. Although the variants that use partially reverting do not
guarantee optimality, we could not observe non-optimal prefix-alignments in
any of the 10,000 traces. This result can be explained by the fact that the
Petri nets used contain much parallelism. In addition, all Petri nets have
many silent transitions, allowing most transitions to be fired any number
of times. The combination of high parallelism and silent transitions that
allow to execute activities in an arbitrary number, allows any activity to be
carried out from almost any state of the Petri net (Figure A.1 - Figure A.5).
Such process models are also called flower models [3]. Therefore, using a
window size does not lead to non-optimal prefix-alignments since almost
any transition can be fired from the start state obtained from the partially
reverted prefix-alignment.
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Figure 5.4: Average computation time per trace (data set: 10,000 randomly
selected traces from BPI Challenge 2019 event log)
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Figure 5.5: Average computation time per trace depending on the prefix
length (data set: 10,000 randomly selected traces from BPI Challenge 2019
event log)
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(d) Average queued states per trace depending on the prefix length for Petri net 4
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(e) Average queued states per trace depending on the prefix length for Petri net 5

Figure 5.6: Average queued states per trace depending on the prefix length
(data set: 10,000 randomly selected traces from BPI Challenge 2019 event
log)
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Figure 5.7: Average visited states per trace depending on the prefix length
(data set: 10,000 randomly selected traces from BPI Challenge 2019 event
log)
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Figure 5.8: Average traversed arcs per trace depending on the prefix length
(data set: 10,000 randomly selected traces from BPI Challenge 2019 event
log)
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Table 5.4: Statistics about number of solved LPs for for IAS-H (data set:
10,000 randomly selected from BPI Challenge 2019 event log)
Petri net
avg. number of solved
LPs per trace
avg. number of solved
LPs per trace for
heuristic recalculation
percentage of recalculations
in the total number
of all calculations

5.3.2

1

2

3

4

5

2,405

1,562

404

188

177

1,713

1,424

332

145

143

≈ 71%

≈ 91%

≈ 82%

≈ 82%

≈ 81%

Results Based on Event Log from Conformance Checking Challenge 2019

In this section, we present the results based on the event log Conformance
checking challenge Challenge 2019 [2]. In contrast to the previous experiments, we did not discover a process model, since a process model has already been specified, which is visualized in Appendix B, Figure B.1. Compared to the previous Petri nets, the Petri net contains only a few silent
transitions, many linear sequences of activities, choices, and does not include concurrent activities.
First, we show the average computation time per trace (Figure 5.9a). Compared with the previous results, we observe similar behavior, i.e., the online
conformance versions that use window sizes are much faster than the other
variants and in general, the heuristic computation time is a major part of
the total calculation time. Again we observe that a significant amount, 79%,
(Table 5.5) of all heuristic calculations (IAS-H) are due to the heuristic recalculations of all states that are in the open set which are performed in the
beginning of the algorithm.
For queued states (Figure 5.9b), visited states (Figure 5.9c), and traversed
arcs (Figure 5.9d) we observe that the difference between the online conformance variant using no window size (OCC) and the remaining variants
is higher than in the previous results (Figure 5.10). The erratic increases
in the plots starting at prefix length 80 (Figure 5.10) can be explained by
the fact that the event log contains only a few traces with a length of more
than 80 events and thus individual traces have a significant influence on the
average.
In contrast to the previously used event log, we find that all online conformance checking variants that do not guarantee optimality, i.e., that use a
window size (OOC-x), have calculated non-optimal prefix-alignments (Figure 5.9e), i.e., false positives with respect to process deviations. Note that
the values for OOC and IAS-H are 0 because both guarantee optimality
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(Figure 5.9e). We observe that, in the worst case, the costs differ by more
than 25% for the variant that uses a windows size of 1 (Figure 5.10e). It is
also recognizable that the smaller the window size, the greater the deviation
from the optimal prefix-alignment. However, this is to be expected. If we
compare the online conformance variant that uses no window size (OCC),
i.e., that guarantees optimality, with the proposed incremental A* algorithm
(IAS-H), we observe that the IAS-H outperforms the OCC in all measured
characteristics. Hence, for the tested variants the IAS-H variant outperforms the OCC variant if optimality is essential. However, increasing the
window size leads to lower cost difference, i.e., less false positives in terms
of detected process deviations (Figure 5.9e).
Table 5.5: Statistics about number of solved LPs for IAS-H (data set: all
traces from Conformance Checking Challenge 2019 event log)
avg. number of solved
LPs per trace
avg. number of solved
LPs per trace for
heuristic recalculation
percentage of recalculations
in the total number
of all calculations

3,293
2,601

≈ 79%
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Figure 5.9: Various statistics (data set: all traces from Conformance Checking Challenge 2019 event log)
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Figure 5.10: Various statistics depending on the prefix length (data set: all
traces from Conformance Checking Challenge 2019 event log)
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5.4

Discussion

In this section we summarize and discuss the essential findings of the conducted experiments. Below, the main findings and facts about the proposed
incremental algorithm are listed.
• IAS-H time performance often slower than other tested variants
• IAS-H computation time mainly results from heuristic calculations, of
which a significant part are recalculations.
• IAS-H state space traversal/search efficiency is comparable to other
tested variants
• IAS-H always calculates optimal prefix-alignments since optimality is
guaranteed
In many cases it is recognizable that the novel incremental A* algorithm traverses the search space comparable to the other algorithm variants in terms
of visited states, queued states, and traversed arcs. However, we observe
that the calculation time of the incremental A* algorithm is not clearly
faster than the calculation time of the online conformance checking algorithm that uses no window size that guarantees optimality too. Moreover,
the conformance checking variants that use a window size outperform the
other variants in many cases in terms of calculation time.
In general, we observe that the calculation of the heuristic function takes
most of the total calculation time. For process models with a large state
space the usage of a heuristic significantly reduces computation time and
leads to a much more efficient traversing of the search space. In addition,
the effort for the heuristic calculation does not seem to be worthwhile for
process models with a small state space if we take the calculation time as
the basis for valuation. However, we observe that the usage of a heuristic
always leads to a more efficient traversing of the state space in terms of
visited states, traversed arcs, and queued states. Furthermore, we observe
that for the incremental A* algorithm a majority of all heuristic calculations
is due to the recalculation of the heuristic of all states in the open set every
time the incremental A* algorithm computes a prefix-alignment for the next
event.
We observe for the BPI Challenge 2019 data set that all variants which
use a window size have calculated optimal results for all traces. For the
data set Conformance Checking Challenge 2019, however, we observe different deviations from the optimal prefix-alignments depending on the window
size. These results show that the parameterization of the algorithm has a
significant influence on the quality of the prefix-alignments. Moreover, the
results indicate the disadvantages associated with algorithm parameteriza-
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tion. In order to minimize or avoid non-optimal results, both the process
model and the event data generated by process executions must be considered during algorithm parameterization where there are no general rules on
how to choose the window size for a specific scenario. In contrast, the novel
incremental A* algorithm is a parameter-free algorithm and therefore not
affected by such difficulties.
In summary, we observe that in many cases, the proposed incremental A*
algorithm traverses the search space more efficiently than the other variants
used for comparison. However, the incremental A* algorithm is often slower
than the other variants, in particular the online conformance variants that
use a window size. In addition, it is found that a large part of the calculation
time results from the heuristic calculations. Furthermore, we observe that
a majority of all heuristic calculations is due to the heuristic recalculation
performed for all states in the open set in the beginning of the algorithm. In
addition, the problems that arise with parameterized algorithms were briefly
discussed.

5.4.1

Threats to Validity

In this section, we briefly discuss potentially problems that might jeopardize
the presented insights or obstruct the generalization of the insights gained.
We use two different data sets for the conducted experiments. The first data
set, BPI Challenge 2019, contains 251,734 traces whereas the second data
set, Conformance Checking Challenge 2019, contains 20 traces. The first
dataset is therefore considerably larger than the second dataset in terms of
the number of traces. Moreover, if we consider the traces itself, we observe
that for instance, traces from the first dataset contain on average 6 events
(Appendix A, Table A.2) whereas traces from the second dataset contain
on average 70 events (Appendix B, Table A.2). Hence, the characteristics
of both data sets are different and have to be taken into account when
comparing the results from both data sets with each other.
For the first data set we discovered five different process models from five
filtered logs derived from the original log. Since we used the inductive miner
algorithm for process discovery we are guaranteed that the discovered process model is able to replay the whole filtered event log used for process
discovery [3]. Therefore, probably none of the models will adequately describe the ”real/intended” process since we observe that most of the discovered process models allow almost any order of activities in any number.
Therefore, it is likely that such models will not occur in real applications as
reference process models for process deviation techniques.
As already mentioned, the AS-H version uses another library to solve linear
programs as the other variants which use the revised state equation based
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heuristic. Hence, a direct comparison between the heuristic computation
time of the AS-H version and the heuristic computation time of the other
versions that use a heuristic is therefore only possible to a limited extent
since the libraries affect the heuristic computation time, i.e., LP solving
time.

Chapter 6

Conclusion
In this chapter, we summarize the main contribution of this thesis. Furthermore, we present challenges and interesting directions for future work.
The core problem underlying this thesis is process monitoring, especially
deviation detection, in an online scenario. We proposed a novel algorithm
that extends the basic A* algorithm allowing the algorithm to work on event
streams. The fundamentals of the proposed algorithm are the incremental
extension of the search space and the reuse of intermediate results. The proposed algorithm calculates prefix-alignments to detect process deviations at
the moment they occur. In contrast to existing algorithms, the proposed algorithm is exact, i.e., no false deviations are detected, and is paramater-free.
In addition, the proposed incremental scheme allows for massive parallelization over several simultaneously running process instances since all process
instances are handled in isolation from each other. Moreover, we revised
the existing search-heuristic, i.e., state equation based heuristic that is used
for conventional alignment computation, to use it in an online setting for
prefix-alignment calculations.
The proposed algorithm was evaluated and compared to existing algorithms
on real data sets and on various process models. The results show that
the proposed algorithm traverses the search space comparative efficiently in
many cases in comparison to the other evaluated algorithms. However, the
computing time of the proposed algorithm is comparable or even higher in
comparison to existing algorithms. The results indicate that the main driver
for the calculation time is the heuristic recalculation of all states in the given
open set performed at the beginning of the incremental A* algorithm each
time a new event occurs.
Future work In this section, we present directions for future work on the
basis of this thesis.
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As the results show, the recalculation of the heuristic for all states in the
open set is a major effort, which significantly increases the total computation
time of the incremental A* algorithm. Since the open set may become large,
the heuristic has to be recomputed for many states. However, it may be
sufficient to recalculate the heuristics for only a small subset of states from
the open set at first and only perform further heuristic recalculations if
necessary. If this is feasible, the calculation time of the proposed algorithm
is significantly reduced.
Another open issue deals with the scenario where events for a process instance occur with high frequency. Assume that the proposed algorithm
starts to compute a prefix-alignment for a given trace. During the calculation multiple new events occur which belong to the same process instance.
The proposed algorithm would incrementally select the first new event to occur and calculate a prefix-alignment and then consider the second new event
etc. However, it should be examined whether several events, i.e., chunks of
new events, can be considered at once to keep up with the high frequency
of newly emerging events.
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Dataset Conformance Checking Challenge 2019. 4TU.Centre for
Research Data, 2019.
https://data.4tu.nl/repository/uuid:
c923af09-ce93-44c3-ace0-c5508cf103ad (Accessed: 2019-05-02).
[3] W. van der Aalst, Process mining: Data science in action. Heidelberg:
Springer, second ed., 2016.
[4] J. Carmona, B. van Dongen, A. Solti, and M. Weidlich, Conformance
checking: Relating processes and models. Cham: Springer International
Publishing, first ed., 2018.
[5] W. van der Aalst et al., “Process mining manifesto,” in Business Process
Management Workshops (F. Daniel, K. Barkaoui, and S. Dustdar, eds.),
(Berlin, Heidelberg), pp. 169–194, Springer Berlin Heidelberg, 2012.
[6] W. D. Blizard, “Multiset theory,” Notre Dame J. Formal Logic, vol. 30,
no. 1, pp. 36–66, 1988.
[7] A. Adriansyah, Aligning observed and modeled behavior. Ph.d. thesis,
Eindhoven University of Technology, Eindhoven, 2014.
[8] S. J. van Zelst, A. Bolt, and B. F. van Dongen, “Computing alignments
of event data and process models,” in Transactions on Petri Nets and
Other Models of Concurrency XIII (M. Koutny, L. M. Kristensen, and
W. Penczek, eds.), pp. 1–26, Berlin, Heidelberg: Springer Berlin Heidelberg, 2018.
[9] P. Hart, N. Nilsson, and B. Raphael, “A formal basis for the heuristic
determination of minimum cost paths,” IEEE Transactions on Systems
Science and Cybernetics, vol. 4, no. 2, pp. 100–107, 1968.
59

60

BIBLIOGRAPHY

[10] S. J. Russell and P. Norvig, Artificial intelligence: A modern approach.
Always learning, Boston and Columbus and Indianapolis: Pearson,
third ed., 2016.
[11] A. Rozinat and W. Aalstvan der Aalst, “Conformance checking of processes based on monitoring real behavior,” Inf. Syst., vol. 33, no. 1,
pp. 64–95, 2008.
[12] W. van der Aalst, A. Adriansyah, and B. van Dongen, “Replaying history on process models for conformance checking and performance analysis,” Wiley Interdisciplinary Reviews: Data Mining and Knowledge
Discovery, vol. 2, no. 2, pp. 182–192, 2012.
[13] S. J. van Zelst, A. Bolt, and B. F. van Dongen, “Tuning alignment
computation: An experimental evaluation,” in Workshop on Algorithms
and theories for the analysis of event data (ATAED2017), 26-27 June
2017, Zaragoza, Spain, 2017.
[14] J. E. Cook and A. L. Wolf, “Software process validation: Quantitatively
measuring the correspondence of a process to a model,” ACM Transactions on Software Engineering and Methodology (TOSEM), vol. 8,
no. 2, pp. 147–176, 1999.
[15] A. Burattin and J. Carmona, “A framework for online conformance
checking,” in International Conference on Business Process Management, pp. 165–177, 2017.
[16] A. Burattin, “Online conformance checking for petri nets and event
streams,” in 15th International Conference on Business Process Management (BPM 2017), 2017.
[17] A. Burattin, S. J. van Zelst, A. Armas-Cervantes, B. F. van Dongen,
and J. Carmona, “Online conformance checking using behavioural patterns,” in International Conference on Business Process Management,
pp. 250–267, 2018.
[18] S. J. van Zelst, Process mining with streaming data. PhD thesis, Department of Mathematics and Computer Science.
[19] A. Burattin, “Streaming process discovery and conformance checking,”
in Encyclopedia of Big Data Technologies, Springer, 2018.
[20] B. F. van Dongen, Dataset BPI Challenge 2019.
4TU.Centre
for Research Data, 2019. https://data.4tu.nl/repository/uuid:
d06aff4b-79f0-45e6-8ec8-e19730c248f1 (Accessed: 2019-04-15).
[21] A. Berti, S. J. van Zelst, and W. van der Aalst, “Process mining for
python (pm4py): Bridging the gap between process and data science,”
arXiv preprint arXiv:1905.06169, 2019.

BIBLIOGRAPHY

61

[22] H. M. Verbeek, J. Buijs, B. F. van Dongen, and W. van der Aalst,
“Prom 6: The process mining toolkit,” Proc. of BPM Demonstration
Track, vol. 615, pp. 34–39, 2010.
[23] S. J. J. Leemans, D. Fahland, and W. van der Aalst, “Discovering blockstructured process models from event logs - a constructive approach,”
in International conference on applications and theory of Petri nets and
concurrency, pp. 311–329, 2013.

Appendix A

Information on Experiments
Based on BPI Challenge
2019
Table A.1: Used settings for the five filtered logs
Filtersetting

Only
traces
that start with
an
activity
that is contained in the
top x% of most
occurring start
activities

Only
traces
that end with
an
activity
that is contained in the
top x% of most
occurring end
activities

Only activities
that are contained in the
top x% of most
occuring activities

1

95%

95%

95%

2

90%

90%

90%

3

70%

70%

70%

4

50%

50%

50%

5

30%

30%

30%
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Table A.2: Statistics on filtered logs from dataset BPI Challenge 2019 that
have been used for process discovery
original

filtered logs

log

1

2

3

4

5

251,734

235,968

222,481

155,188

155,188

154,881

1,595,923

1,413,499

1,301,247

680,254

520,097

357,758

events per
case min

1

1

2

1

1

1

mean events
per case

6

6

6

4

3

2

events per
case max

990

862

862

393

298

232

event classes

42

9

7

4

3

2

event classes
per case min

1

1

2

1

1

1

mean event
classes per case

5

5

5

4

3

2

event classes
per case max

20

8

7

4

3

2

cases
events
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Figure A.1: Process model with initial marking mined from filtered log 1
(final marking consists of one token in the gray marked place)
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Figure A.2: Process model with initial marking mined from filtered log 2
(final marking consists of one token in the gray marked place)
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Figure A.3: Process model with initial marking mined from filtered log 3
(final marking consists of one token in the gray marked place)
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Figure A.4: Process model with initial marking mined from filtered log 4
(final marking consists of one token in the gray marked place)
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Figure A.5: Process model with initial marking mined from filtered log 5
(final marking consists of one token in the gray marked place)

Appendix B

Information on Experiments
Based on Conformance
Checking Challenge 2019
Table B.1: Statistics on event log from dataset Conformance Checking Challenge 2019
original log
cases

20

events

1,394

events per
case min

52

mean events
per case

70

events per
case max

118

event classes

58

event classes
per case min

48

mean event
classes per case

52

event classes
per case max
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Figure B.1: Visualization of the given process model with initial marking
(figure taken from [2])

